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Abstract

A key assumption underlying many methods in Statistics and Machine Learn-
ing is that data points are independently and identically distributed (i.i.d.). However,
this assumption ignores the following recurring challenges in data collection: (1)
censoring - truncation of data, (2) strategic behavior. In this thesis we provide a
mathematical and computational theory for designing solutions or proving im-
possibility results related to challenges (1) and (2).

For the classical statistical problem of estimation from truncated samples, we
provide the first statistically and computationally efficient algorithms that prov-
ably recover an estimate of the whole non-truncated population. We design al-
gorithms both in the parametric setting, e.g. Gaussian Estimation, Linear Regres-
sion, and in the non-parametric setting. In the non-parametric setting, we provide
techniques that bound the extrapolation error of multi-variate polynomial log den-
sities. Our main tool for the non-parametric setting is a Statistical Taylor Theorem
that is based on sample access from some probability distribution with smooth
probability density function. We believe that this theorem can have applications
beyond the topic of Truncated Statistics.

In the context of learning from strategic behavior, we consider the problem
of min-max optimization, which is a central problem in Game Theory and Statis-
tics and which has recently found interesting applications in Machine Learning
tasks such as Generative Adversarial Networks. Our first result is the PPAD-
hardness of minmax optimization which implies the first exponential separation
between finding an approximate local minimum and finding an approximate local
min-max solution. Our second result is a second-order algorithm that provably
asymptotically converges to an approximate local min-max solution. Due to our
PPAD-hardness result an algorithm with stronger guarantee is out of reach.

Thesis Supervisor: Constantinos Daskalakis
Title: Professor of Electrical Engineering and Computer Science
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Chapter 1

Introduction

The methods of Statistics and Machine Learning for data analysis have myriad

applications in virtually all scientific areas. A key assumption underlying many

widely used methods is that data points are independently and identically distributed

(i.i.d.)—throughout the sampling process, each draw is performed under the same

conditions and does not affect the rest of the draws. However, this assumption ig-

nores many challenges in the data collection procedure that lead to biased datasets.

The presence of this bias in the data can lead to statistical conclusions that are fal-

lacious or unfair. As a result, identifying the sources of bias, and most importantly

developing ways to perform statistical analysis even in the presence of bias is a

fundamental problem with many applications in a wide range of scientific areas,

such as Economics and Medical Studies [Mad86, Woo92].

The goal of this thesis is to provide a complete theoretical understanding of the

possibilities as well as the impossibilities of performing valid statistical analysis

when the data are biased due to the following recurring challenges: (1) censoring

- truncation, (2) strategic behavior. In real world applications, these pervasive chal-

lenges cause traditional techniques to fail and even elementary statistical tasks

become troublesome both in theory and in practice. The quest for a mathematical

theory, able to account for the above challenges, requires some advanced theo-

retical tools such as Remez-type inequalities, Hermite Expansion, multi-variate

approximation theory, and topological fixed point theorems.
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1.1 Statistical Analysis from Truncated Samples

A classical challenge in Statistics is estimation from truncated or censored sam-

ples. Truncation occurs when samples falling outside a subset of the population

are not observed, and their count in proportion to the observed samples is also

not observed. Censoring is similar except the fraction of the non-observed sam-

ples can be measured. Such phenomena have been known to affect experimen-

tal results in a counterintuitive way, as per Berkson’s paradox. Truncation and

censoring of samples have myriad manifestations in business, economics, manu-

facturing, engineering, quality control, medical and biological sciences, manage-

ment sciences, social sciences, and all areas of physical sciences. As a simple

illustration, the values that insurance adjusters observe are usually left-truncated,

right-censored, or both. Indeed, clients usually only report losses that are over

their deductible, and may report their loss as equal to the policy limit when their

actual loss exceeds the policy limit as this is the maximum that the insurance

company would pay. Epidemiology gives another concrete example, where long-

lasting studies suffer from censoring because of drop-out of patients or missing

appointments [BSKV04, VHGS+08].

1.1.1 Early works on Truncated Statistics

Statistical estimation under truncated or censored samples has had a long his-

tory in Statistics, going back to at least the work of Daniel Bernoulli who used

it to demonstrate the efficacy of smallpox vaccination in 1760 [Ber60]. In 1897,

Galton analyzed truncated samples corresponding to registered speeds of Amer-

ican trotting horses [Gal97]. His samples consisted of running times of horses

that qualified for registration by trotting around a one-mile course in not more

than 2 minutes and 30 seconds while harnessed to a two-wheeled cart carrying

a weight of not less than 150 pounds including the driver. No records were kept

for the slower, unsuccessful trotters, and their number thus remained unknown.

Assuming that the running times prior to truncation were drawn from a nor-

20



mal distribution, Galton applied simple estimation procedures to estimate their

mean and standard deviation. Dissatisfaction with Galton’s estimates led Pearson

[Pea02] and later Pearson and Lee [PL08] and Lee [Lee14] to use the method of

moments in order to estimate the mean and standard deviation of a univariate

normal distribution from truncated samples. A few years later, Fisher used the

method of maximum likelihood to estimate univariate normal distributions from

truncated samples [Fis31].

1.1.2 Limited Dependent Variable Model

Following the early works of Galton, Pearson, Lee and Fisher, there has been

a large volume of research devoted on estimation and inference from truncated

samples. In the area of Econometrics this problem lies in the broad topic of sta-

tistical analysis in the limited dependent variable model. In this model, the goal to

regress econometric data in which the dependent variable is limited in range, i.e.

truncated on some subset of the space. We next give two famous examples in

econometrics where ignoring the presence of truncation leads to fallacious con-

clusions.

Example 1.1.1 (Negative-income-tax experiment [HW77, Mad86]). In the negative

income tax experiment, we have access to a data set consisting of information

about households with wage rates that are below some threshold. The goal is to

use these data to estimate an earning equation of the form

y = f (education level, experience, . . . ).

In the data set of [HW77], there was an artificial truncation in the data collection

process. In particular, no data points were collected if the dependent variable y

was below 1.5 times the poverty rate. To understand why this artificial truncation

can influence the outcome of the statistical analysis, suppose that we want to

estimate the effect on earnings (y) of the years of schooling (x) via the regression
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Figure 1-1: Bias in the OLS estimation in the presence of truncation. The green
line corresponds to the correct regression coefficients that capture the behavior of
the whole population whereas the red line corresponds to the result of the OLS
regression when applied only to the samples that are outside the shadowed box.

equation

y(i) = w · x(i) + ε(i)

where (x(i), y(i)) corresponds to the ith data point in the dataset and ε(i) is a

noise, for simplicity we assume it follows a standard normal distribution N (0, 1).

Truncation on y then means that the sample i is only observed if y(i) ≤ c where c

is a fixed constant. The traditional method to solve this linear regression problem

is to use the ordinary least squares (OLS). It is not hard to see though that in the

presence of truncation the OLS gives solutions that are biased. The reason is that

the sample i is only observed if w · x(i) + ε(i) ≤ c which is equivalent to ε(i) ≤ c−

w · x(i). But this means that the noise ε(i) for the observed samples follows, instead

of a standard normal distribution, a truncated normal distribution with support

(−∞, c]. Now, the main observation is that the latter distribution has non-zero

mean! This implies that using the OLS method leads to regression coefficients

that have significant bias due to the bias in the error distribution. In Figure 1-1

we can see a pictorial illustration of this example. �

Example 1.1.2 (Schooling and earnings of low achievers [HWS70, Mad86]). In this

experiment we have a sample of people that have been rejected from military, i.e.

they scored very low to the Armed Forces Qualification Test (AFQT), and we wish
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to estimate the following equation

y = f (education, age, . . . )

where y corresponds to the AFQT score. Again, the data available are truncated

due to the fact that we collected data only from people that received a low AFQT

score. This truncation makes the OLS estimator biased, and hence if we do not

take into account the truncation in the data our statistical analysis will be false. �

In order to deal with these and similar challenges in econometrics, there has

been a great amount of work devoted to designing estimation and inference meth-

ods in the limited dependent variable problem [HW77, Mad86, HM98]. Most of

these approaches are based on one of the following methods: method of mo-

ment, maximum likelihood estimation, and Markov Chain Monte Carlo. From a

theoretical point of view, these methods offer consistent statistical estimators but

virtually all of them have the following restrictions.

1. They only provide asymptotic consistency, without clear guarantees for the

finite sample case.

2. They do not explore the computational efficiency of the suggested algo-

rithms.

3. They only apply to cases where the survival set is very simple, e.g. an axis

aligned box.

A main contributions of this thesis is to develop a theoretical toolbox to tackle all

the above limitations of the existing work on truncated statistics as we discuss in

more detail latter in Section 1.3.1 and Section 1.3.2.

1.1.3 Unknown Survival Set and Non-Parametric Models

A common characteristic of the examples and the models that we discussed so

far is that we assume that the survival set, i.e. the subset of the space where
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we samples are observed, is known before the statistical analysis of the data. In

many scientific experiments though this is not a valid assumption and for this

reason there exists a great amount of scientific work devoted to solving truncated

statistics problems in the case where the survival set is unknown. We give an

example of such a solution, namely the celebrated Heckman’s model.

Example 1.1.3 (Heckman’s Model [Hec78]). This model resembles a censored statis-

tics problem more than a truncated statistics problem. In this example, we present

the simple single dimensional version of this model. The samples in Heckman’s

model are assumed to be generated from the following set of equations

y = βx + ε1

y∗ = γx + ε2

where y is the dependent variable of interest, x is the independent variable, ε1,

ε2 are noise variables that follow a standard normal distribution N (0, 1). Finally,

y∗ is a latent variable that is not observable, but determines whether the corre-

sponding y variable is observed or not. Namely, if y∗ > 0 then we observe both

x and y, otherwise we only observe x and learn that y cannot be observed in this

case. Therefore, an information that we always observe is whether y∗ is a positive

number or not.

A way to interpret Heckman’s model is that the samples from the linear model

y = βx + ε1 are censored with respect to an unknown coefficient γ. In this sense,

the censoring procedure is not available before the statistical analysis procedure.

The main contribution of Heckman [Hec78] was to realize that just from the

available information about y∗, namely whether it is positive or not, we can esti-

mate the coefficient γ by solving a so called probit regression problem. Then, once

γ is known we can use methods of solving linear regression models in the pres-

ence of a known censoring mechanism and estimate β as well. This estimation

procedure is called two-step correction procedure and has found many application

in numerous fields, including reduction selection bias in criminology [BJS07]. �
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Another common deviation from the limited dependent variable model is to

waive the assumption that the underline population distribution is parameterized

by a small number of parameters, e.g. the mean and the covariance matrix in the

case of Gaussian estimation and the vector of regression coefficients in the case

of linear regression. The need to depart from these parametric problems appears

mostly in medical and biological studies where the actual population distributions

can have a very complicated form. We present an example of a model in truncated

statistics that aims to deal with such non-parametric settings.

Example 1.1.4 (Comparison Based Truncation [Woo85]). The simplest way to think

about this model is in the discrete setting. Imagine that we have access to samples

(x, y) where x and y are independent discrete random variables with support [N]

and we are interested in estimating the probability distribution of both x and

y. The truncation in this model occurs when x ≤ y in which case we do not

observe the corresponding sample at all. It is not hard to see that since x and

y are independent, the joint distribution of (x, y) can be characterized by the

2 · N parameters that represent the probability distribution of x over [N] and

the probability distribution of y over [N]. On the other hand, even after the

truncation, the size of the support of (x, y) is N2/2. Hence, by estimating all

these probabilities we have enough information to recover the distribution of x

and the distribution of y. This fundamental idea has been generalized by [Woo85]

in the continuous settings and as a result this develops a distribution estimation

method in the presence of some special type of truncation in this non-parametric

setting. This technique has applications in analysing biological data [TJW87]. �

We contribute in both the direction of estimation with unknown survival set

and in the direction of non-parametric density estimation by considering a harder

and truncation model. The possibility of statistical estimation in such strict trun-

cation models is a surprising and fundamental result that we believe will find

many applications in the many scientific areas, where the strict truncation model

that we consider captures the real-world situations better. We explain more our

contributions in these problems in Sections 1.3.3 and 1.3.4.
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1.2 Min-Max Optimization

Statistical analysis on data is often used to make decisions that in turn affects the

data. For instance, when collecting demographic data to determine the location

of a new public facility, our decision could lead to population movement. Ignor-

ing this effect leads to fallacious decisions, and additionally provides the wrong

incentives for adversarial behavior in the collection of data.

We consider an extreme case for the incentives of the data providers where

their target is to maximize the cost that the statistical analysis targets to minimize.

We model this case as a zero-sum game between the data providers and the data

analyst. This is also known under the name of adversarial examples in Statistics

and Machine Learning [BTEGN09]. In these scenarios, the continuous zero-sum

game that is played between the data providers and the data analyst corresponds

to a min-max optimization problem. In fact, the most successful methods for this

problem in practice take advantage of carefully designed techniques to solve the

corresponding min-max optimization problem [MMS+18].

In this thesis, we focus on understanding the possibility of having theoretical

guarantees for min-max optimization similar to the theoretical guarantees that we

have for minimization or maximization problems.

Min-max optimization has played a central role in the development of Game

Theory [vN28], Convex Optimization [Dan51, Adl13], and Online Learning [Bla56,

CBL06, SS12, BCB12, Haz16]. In its general constrained form, it can be written as

follows:

min
x∈Rd1

max
y∈Rd2

f (x, y); (1.2.1)

s.t. g(x, y) ≤ 0.

Here, f , g : Rd1 ×Rd2 → R, and g is typically taken to be a convex function, so

that the feasible set g(x, y) ≤ 0 is also convex. In this thesis, we only use linear

functions g, so that the constraint set is a polytope, and projecting on this set and
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checking feasibility can be done in polynomial time.

The goal in Problem (1.2.1) is to identify a pair (x?, y?) ∈ Rd1 ×Rd2 that is

feasible, i.e. g(x?, y?) ≤ 0, and is such that

f (x?, y?) ≤ f (x, y?), for all x s.t. g(x, y?) ≤ 0; (1.2.2)

f (x?, y?) ≥ f (x?, y), for all y s.t. g(x?, y) ≤ 0. (1.2.3)

It is well-known that, when f (x, y) is a convex-concave function, i.e. it is

convex in x for all y and it is concave in y for all x, then Problem (1.2.1) is guar-

anteed to have a solution, under compactness of the constraint set [vN28, Ros65],

while computing a solution is amenable to convex programming. In fact, if f

is L-smooth, the problem can be solved via first-order methods, which are itera-

tive, only access f through its gradient, 1 and achieve an approximation error of

O(L/T) in T iterations; see e.g. [Kor76, Nem04].2 When the function is strongly

convex-strongly concave, the rate becomes geometric [FP07].

Unfortunately, our ability to solve Problem (1.2.1) remains rather poor in set-

tings where our objective function f is not convex-concave. This is emerging

as a major challenge in Deep Learning, where min-max optimization has re-

cently found many important applications apart from training with adversarial

examples, such as training Generative Adversarial Networks (see e.g. [GPM+14,

ACB17]). These applications are indicative of a broader deep learning paradigm

wherein robustness properties of a deep learning system are tested and enforced

by another deep learning system. In these applications, it is very common to en-

counter objectives that are not convex-concave, and thus evade treatment by the

classical algorithmic toolkit targeting convex-concave objectives.
1In general, the access to g by these methods is more involved, namely through an optimization

oracle that optimizes convex functions (in fact, quadratic suffices) over g(x, y) ≤ 0. In the settings
considered in this part of the thesis, however, g is linear, hence it is completely described by its
gradient as well.

2In the stated error rate, we are suppressing a factor that depends on the diameter of the
feasible set under the Bregman divergence used in the mirror-prox method providing this rate.
Moreover, the stated error of ε(L, T) := O(L/T) reflects that these methods return an approximate
min-max solution, wherein the inequalities on the LHS of (1.2.2) and (1.2.3) are satisfied to within
an additive ε(L, T).
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Indeed, the optimization challenges posed by objectives that are not convex-

concave are not just a theoretical frustration. Practical experience with first-order

methods has been frustrating as well. A common experience is that the train-

ing dynamics of first order methods are unstable, oscillatory or divergent, and

the quality of the points encountered in the course of training can be poor; see

e.g. [Goo16, MPPSD16, MGN18, DP18, MR18, ADLH18, MPP18]. This experi-

ence is in stark contrast to minimization problems and maximization problems,

where even for non-convex objectives, first-order methods have been found to

efficiently converge to (approximately) locally optimal or stationary points (see

e.g. [AAZB+17, JGN+17, LPP+19]).

The goal of this part of the thesis is to shed light on the complexity of min-max op-

timization problems, and elucidate its difference to minimization or maximization prob-

lems—as far as the latter are concerned without loss of generality we will focus

on minimization problems, as maximization problems behave exactly the same.

Minimization problems in the framework of (1.2.1) correspond to the case where

the variable y is absent (d2 = 0). An important driver of our comparison of these

two problems will, of course, be the nature of the objective.

Convex-Concave Objective. The benign setting for min-max optimization is

when the objective function is convex-concave, while the benign setting for mini-

mization is that where the objective function is convex. In this regime, the prob-

lems are quite similarly behaved from a computational perspective in that they

are amenable to convex programming, as well as first-order methods which only

require gradient information about the objective function. Moreover, in their cor-

responding benign settings, both problems have a guaranteed existence of a so-

lution under compactness of the constraint set. Finally, it is clear how to define

approximate solutions. We just stick an ε in the inequalities on the LHS of (1.2.2)

and (1.2.3).

Nonconvex-nonconcave Objective. By contrapositive, the difficult setting for

min-max optimization is that where the objective is not convex-concave, while
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the difficult setting for minimization is that where the objective is not convex.

Here is where the problems divergence significantly. The first difference is that,

while a solution to a minimization problem is still guaranteed to exist under com-

pactness of the constraint set even when the objective is not convex, a solution to

a min-max problem is not guaranteed to exist when the objective is not convex-

concave. A trivial example is this: minx∈[0,1] maxy∈[0,1](x − y)2. Unsurprisingly,

we show that checking whether a min-max optimization problem has a solution is

NP-hard. We also show that checking whether there is an approximate min-max

solution is also NP-hard, even when the approximation is a constant.

In this thesis, we deepen our theoretical understanding of constrained min-

max optimization in two ways. First, we show that even finding approximate

local solution when the objective is nonconvex-nonconcave is impossible in time

that is polynomial in the parameters of the problem. This should be contrasted

with the minimization problems where finding approximate local solutions is

doable in time that is polynomial in the parameters of the problem. To the best of

our knowledge, this is the first clear separation between these two fundamental

problems in optimization. We elaborate more on this in Section 1.3.5.

Finally, we develop the first algorithm that globally converges to an approx-

imate local solution of constrained min-max optimization problems in 2 dimen-

sions. We believe that our algorithm extends to multiple dimensions. Of course

the worst-case running time of our algorithm in multiple dimensions is exponen-

tial in the number of dimensions, but this is unavoidable due to the aforemen-

tioned lower bound. Nevertheless, all currently known algorithms for min-max

optimization are unstable, oscillatory or even divergent, and hence the develop-

ment of a general purpose algorithm that converges globally is a big step in the

theoretical understanding of constrained min-max optimization with complex ob-

jectives. We elaborate more on this algorithm in Section 1.3.6.
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1.3 Summary of Contribution – Overview of Thesis

In this section we summarize the results of this thesis and we present an overview

of the structure of the thesis. We start with the overview explaining the content of

each one of the chapters, and then we provide a summary of every chapter that

contains novel contribution.

Chapter 2 In this chapter, we formalize the Truncated Statistics problem and we

provide an overview of the main technical tools that we use for the Part I of

this thesis.

Chapter 3 In this chapter, we present the first efficient algorithm for estimating

the parameters of a high dimensional Gaussian distribution from truncated

samples. Our method can handle arbitrary complicated but known trunca-

tions and it is statistically almost optimal.

Chapter 4 In this chapter, we extend our techniques from Chapter 3 to solve the

truncated linear regression problem again with arbitrarily complicated but

known truncation and we achieve an almost optimal statistical rate. An

interesting difference towards achieving statistical optimality in this setting

compared to the results of Chapter 3 is the use of tools to analyze Stochastic

Gradient Descent (SGD) without replacement.

Chapter 5 In this chapter, we revisit the problem of estimating the parameters

of a high dimensional Gaussian distribution from truncated samples from

Chapter 3, but this time with completely unknown truncation. We show that

if the truncation is both completely unknown and arbitrary, then any mean-

ingful estimation is impossible. For this reason, we make the assumption

that the truncation is unknown, but has some very mild structural proper-

ties, namely it can be non-convex or even non-connected.

Chapter 6 In this chapter, we tackle the problem of estimating an arbitrary smooth

probability distribution from truncated samples. This is, to the best of our
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knowledge, the first non-parametric estimation result in truncated statistics

under the strict truncation model where samples are only observed if they

fall inside a subset of the population. Our main tool for solving this problem

is a novel Taylor Theorem for statistics that can used not only for interpolation

of probability density functions, but also for extrapolation.

Chapter 7 In this chapter, we formalize the min-max optimization problem and

we overview all the main technical tools that we use for Part II.

Chapter 8 In this chapter, we prove that finding approximate local solutions to

constrained min-max optimization is PPAD-hard even if we allow large ap-

proximation losses. In the black-box model, where we only have oracle access

to the value of the objective function and its gradient, our result implies that

there exists no algorithm that is not exponential in at least one of the param-

eters of the problem. This is the first clear separation between minimization

and min-max optimization, two fundamental problems in optimization.

Chapter 9 In this chapter, we present the first 2 dimensional algorithm for finding

approximate local solutions to min-max optimization problems with global

asymptotic convergence guarantees.

Appendix B - E In the appendix, we include missing technical proofs from the

main part of the thesis.

The material of Part I of the thesis has been published in the papers [DGTZ18,

DGTZ19, KTZ19, DKTZ20] while most of the material of Part II will appear soon

in the following paper [DSZ20].

1.3.1 Gaussian Estimation from Truncated Samples – Chapter 3

The most fundamental statistical task is to estimate the parameters of a Gaussian

distribution. Hence, naturally our first task to revisit, in the Truncated Statistics

setting, is the classical problem of multivariate normal estimation from truncated

31



samples to obtain algorithms with almost optimal sample complexity and polyno-

mial running time, while also accommodating a surprisingly general truncation

model. We suppose that samples, x1, x2, . . ., from an unknown d-variate normal

N (µ, Σ) are only revealed if they fall into some subset S ⊆ Rd; otherwise the

samples are hidden and their count in proportion to the revealed samples is also

hidden. We make no assumptions about S, except that its measure with respect to

the unknown distribution is non-trivial, say α = 1%, and that we are given oracle

access to this set, namely, given a point x the oracle outputs 1{x ∈ S}. Other-

wise, the set S can be any measurable set, and in particular need not be convex or

connected. In contrast, to the best of our knowledge, prior work only considers

sets S that are boxes, while still not providing computational tractability, or finite

sample bounds for consistent estimation.

Results of Hotelling [Hot48] and Tukey [Tuk49] prove that the conditional

mean and variance on any measurable S are in one-to-one correspondence with

the un-conditional parameters. When the sample is finite, however, it is not clear

what features of the sample to exploit to estimate the parameters, and in particu-

lar it is unclear how sensitive to error is the correspondence between conditional

and unconditional parameters. To illustrate, in Figure 1-2, we show one thousand

samples from two bi-variate normals, which are far in total variation distance,

truncated to a box. Distinguishing between the two Gaussians is not immediate

despite the large total variation distance between these normals.

Our main result in this chapter is that the mean vector µ and covariance ma-

trix Σ of an unknown d-variate normal can be estimated to arbitrary accuracy

in polynomial-time from truncated samples. More formally our main result is

summarized in the following theorem.

Informal Theorem 1.3.1. Given oracle access to a measurable set S ⊆ Rd, whose mea-

sure under some unknown d-variate normal N (µ, Σ) is at least some constant α > 0,

and samples x1, . . . , xn from N (µ, Σ) that are truncated to this set S, there exists a
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Figure 1-2: One thousand samples from N ((0, 1), I) and from N ((0, 0), 4I) trun-
cated into the [−0.5, 0.5]× [1.5, 2.5] box. We leave it to the reader to guess which
sample comes from which.

polynomial-time algorithm that recovers estimates µ̂ and Σ̂ such that if n ≥ Θ̃
(

d2

ε2

)
then

dTV(N (µ, Σ),N (µ̂, Σ̂)) ≤ ε.

The number of samples n is almost optimal, even when there is no truncation, i.e. S = Rd.

1.3.2 Truncated Linear Regression – Chapter 4

In this chapter, we revisit the classical problem of truncated linear regression, which

has been a challenge since the early works of [Tob58, Ame73, HW77, Bre96]. Like

standard linear regression, the dependent variable y ∈ R is assumed to satisfy

a linear relationship y = wTx + ε with the vector of covariates x ∈ Rk, where

ε ∼ N (0, 1), and w ∈ Rk is some unknown vector of regression coefficients.

Unlike standard linear regression, however, neither x nor y are observed, unless

the latter belongs to some set S ⊆ R. Given a collection (x(i), y(i))i=1,...,n of samples

that survived truncation, the goal is to estimate w. In the closely related and

easier setting of censored linear regression, we are also given the set of covariates
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resulting in a truncated response. Applications of truncated and censored linear

regression are abundant, as in many cases observations are systematically filtered

out during data collection, if the response variable lies below or above certain

thresholds, as we discussed 1.1.

While known estimators for truncated linear regression achieve asymptotic

rate of Ok(1/
√

n), at least for sets S that are half-lines, the dependence of Ok(·) on

the dimension k is not well-understood. Moreover, while these weaker guarantees

can be attained for censored regression, no efficient algorithm is known at all for

truncated regression.

Our goal in this work is to obtain statistically efficient estimators for truncated

linear regression. We make no assumptions about the set S that is used for trun-

cation, except that we are given oracle access to this set, namely, given a point x

the oracle outputs 1{x ∈ S}. In order to guarantee the computational efficiency

of our method we also need to assume that S is a known union of a finite number

of intervals. Since S is a subset of the real line R the latter assumption is not

very restrictive since it is difficult to think about examples of sets S that do not

satisfy this condition. We also make a couple of necessary assumptions about the

covariates of the observable samples that are otherwise arbitrary.

Assumption I: the first is that the probability, conditionally on x(i), that the re-

sponse variable y(i) = w>x(i) + ε(i) corresponding to a covariate x(i) in our

sample is not truncated is lower bounded by some absolute constant, say

1%, with respect to the choice of ε(i) ∼ N (0, 1); this assumption is also

necessary as was shown in [DGTZ18] for the special case of our problem,

pertaining to truncated Gaussian estimation,

Assumption II: the second is the same thickness assumption, also made in the

some standard (untruncated) linear regression, that the average X = 1
n ∑i x(i)x(i)T

of the outer-products of the covariates in our sample has some absolute

lower bound on its minimum singular value. We also assume that the mini-

mum X eigenvalue of is lower bounded by some constant.
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Under Assumptions I and II, we provide the first time and sample efficient

estimation algorithm for truncated linear regression, whose estimation error of

the coefficient vector w decays as Õ(
√

k/n), recovering the error rate of the least-

squares estimator in the standard (untruncated) linear regression setting as we

state to the following informal theorem.

Informal Theorem 1.3.2. Let (x(1), y(1)), . . . , (x(n), y(n)) be n samples from the linear

regression model with parameters w∗, such that
∥∥∥x(i)

∥∥∥
∞
≤ B, and ‖w∗‖2 ≤ C. If

Assumptions I and II holds then we can compute ŵ ∈ Rk such that

‖ŵ−w∗‖ ≤ Õ

(
B · C ·

√
k
n

)

Moreover if the set S is a union of r intervals then ŵ is computed in time poly(n, r, k).

For a formal statement see Theorem 4.1.4. Our algorithm is the first computa-

tionally efficient estimator for truncated linear regression. It is also the first, to the

best of our knowledge, estimator that can accommodate complicated truncation

sets S. This, in turn, enables statistical estimation in settings where set S is deter-

mined by a complex set of rules, as it happens in many important applications.

1.3.3 Gaussian Estimation for Unknown Truncation – Chapter 5

So far we have discussed our result when the truncation mechanism is known.

Nevertheless, in many previous works on truncated and censored statistics, the

question of estimation under unknown truncation set is raised. The next goal of

our thesis is to resolve this question by providing an efficient algorithm for re-

covering the underlying Gaussian distribution even when the set in unknown but

structured. Although this estimation problem has clear and important practical

and theoretical motivation, too little was known prior to our work even in the

asymptotic regime. The only instantiations of this problem that is resolved goes

back to the work of Shah and Jaiswal [SJ66], where it was proven that the method

of moments can be used to estimate a single dimensional Gaussian distribution
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when the truncation set is unknown but it is assumed to be an interval, and the

Heckman model that we discussed in Section 1.1. In the Heckman’s model though

we assume that we have have labeling information that can be used to estimate

the unknown set. In contrast in chapter we assume that we only have access to the

truncated samples with no further samples about the truncation mechanism. Un-

fortunately if we make no assumption on the structure of the unknown truncation

then we can prove that any reasonable estimation is impossible. For this reason

we introduce some very mild assumption about the structure of the truncation

mechanism.

More precisely, our goal is the estimation of a Gaussian distribution when the

survival set S belongs in a family C of “low complexity”. We use two different

standard notions for quantifying the complexity of sets: the VC-dimension and the

Gaussian Surface Area.

Our first result is that for any set family with VC-dimension VC(C), the mean

and covariance of the true d-dimensional Gaussian Distribution can be recovered

up to accuracy ε using only Õ
(

VC(C)
ε + d2

ε2

)
truncated samples.

Informal Theorem 1.3.3. Let C be a class of sets with VC-dimension VC(C) and let

N = Õ
(

VC(C)
ε + d2

ε2

)
. Given N samples from a d-dimensional Gaussian N (µ, Σ) with

unknown mean µ and covariance Σ, truncated on a set S ∈ C with mass at least α, it is

possible to find an estimate (µ̂, Σ̂) such that dTV
(
N (µ, Σ),N (µ̂, Σ̂)

)
≤ ε.

The estimation method computes the set of smallest mass that maximizes the

likelihood of the data observed and learns the truncated distribution within error

O(ε) in total variation distance. To translate this error in total variation to param-

eter distance, we prove a general result showing that it is impossible to create a

set, with no bound on its complexity, so that two Gaussians whose parameters

are far have similar truncated distributions.

A simple but not successful approach would be to first try to learn an approx-

imation of the truncation set with symmetric difference roughly ε2/d2 with the

true set and then run the algorithm from Section 1.3.1 using the approximate or-
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acle. This approach would lead to a VC(S)d2/ε2 sample complexity that is worse

than what we get. More importantly, doing empirical risk minimization3 using

truncated samples does not guarantee that we will find a set of small symmetric

difference with the true and it is not clear how one could achieve that.

Our result bounds the sample complexity of identifying the underlying Gaus-

sian distribution in terms of the VC-dimension of the set but does not yield a

computationally efficient method for recovery. Obtaining a computationally ef-

ficient algorithm seems unlikely, unless one restricts attention to simple specific

set families, such as axis aligned rectangles. One would hope that exploiting the

fact that samples are drawn from a “tame” distribution, such as a Gaussian, can

lead to general computationally efficient algorithms and even improved sample

complexity.

Indeed, our main result is an algorithm that is both computationally and sta-

tistically efficient for estimating the parameters of a spherical Gaussian and uses

only dO(Γ2(C)) samples, where Γ(C) is the Gaussian Surface Area of the class C, an

alternative complexity measure introduced by Klivans et al. [KOS08]:

Informal Theorem 1.3.4. Let C be a class of sets with Gaussian surface area at most

Γ(C) and let k = Γ(C)2 · poly(1/ε). Given N = dk samples from a spherical d-

dimensional Gaussian N (µ, σ2I), truncated on a set S ∈ C in time poly(m), we can

find an estimate µ̂, σ̂2 such that

dTV

(
N (µ, σ2I),N (µ̂, σ̂2I)

)
≤ ε.

The notion of Gaussian surface area can lead to better sample complexity

bounds even when the VC dimension is infinite. An example of such a case is

when C is the class of all convex sets. Table 1.1 summarizes the known bounds

for the Gaussian surface area of different concept classes and the implied sample

complexity in our setting when combined with our main theorem.

Beyond spherical Gaussians, our main result extends to Gaussians with ar-

3That is finding a set of the family that contains all the observed samples.
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Concept Class Gaussian Surface Area Sample Complexity

degree k threshold functions O(k) [Kan11] dO(k2)

Intersections of k halfspaces O(
√

log k) [KOS08] dO(log k)

General convex sets O(d1/4) [Bal93] dO(
√

d)

Table 1.1: Summary of known results for Gaussian Surface Area. The last column gives
the sample complexity we obtain for our setting.

bitrary diagonal covariance matrices. In addition, we provide an information

theoretic result showing that the case with general covariance matrices can also

be estimated using the same sample complexity bound by finding a Gaussian and

a set that matches the moments of the true distribution.

Informal Theorem 1.3.5. Let C be a class of sets with Gaussian surface area at most

Γ(C) and let k = Γ(C)2 · poly(1/ε). Any truncated Gaussian with N (µ̂, Σ̂, Ŝ) with Ŝ ∈

C that approximately matches the moments up to degree k of a truncated d-dimensional

Gaussian N (µ, Σ, S) with S ∈ C, satisfies dTV
(
N (µ, Σ),N (µ̂, Σ̂)

)
≤ ε. The number of

samples to estimate the moments is at most dO(k).

This shows that the first few moments are sufficient to identify the param-

eters. Analyzing the guarantees of moment matching methods is notoriously

challenging as it involves bounding the error of a system of many polynomial

equations. Even for a single-dimensional Gaussian with truncation in an inter-

val, where closed form solutions of the moments exist, it is highly non-trivial to

bound these errors [SJ66]. In contrast, our analysis using Hermite polynomials al-

lows us to easily obtain bounds for arbitrary truncation sets in high dimensions,

even though no closed form expression for the moments exists.

We conclude this chapter by showing that the dependence of our sample com-

plexity bounds both on the VC-dimension and the Gaussian Surface Area is tight

up to polynomial factors. In particular, we construct a family in d dimensions with

VC dimension 2d and Gaussian surface area O(d) for which it is not possible to

learn the mean of the underlying Gaussian within 1 standard deviation using

o(2d/2) samples.
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Informal Theorem 1.3.6. There exists a family of sets S with Γ(S) = O(d) and VC-

dimension 2d such that any algorithm that draws N samples from N (µ, I, S) and com-

putes an estimate µ̃ with ‖µ̃− µ‖2 ≤ 1 must have N = Ω(2d/2).

Our techniques and relation to prior work. The work of Klivans et al. [KOS08]

provides a computationally and sample efficient algorithm for learning geomet-

ric concepts from labeled examples drawn from a Gaussian distribution. On the

other hand, the Chapter 3 of this thesis provides efficient estimators for truncated

statistics with known sets. One could hope to combine these two approaches for

our setting, by first learning the set and then using the algorithm of Chapter 3

to learn the parameters of the Gaussian. This approach, however, fails for two

reasons. First, the results of Klivans et al. [KOS08] apply in the supervised learn-

ing setting where one has access to both positive and negative samples, while

our problem can be thought of as observing only positive examples (those falling

inside the set). In addition, any direct approach that extends their result to work

with positive only examples requires that the underlying Gaussian distribution is

known in advance.

One of our key technical contributions is to extend the techniques of Klivans et

al. [KOS08] to work with positive only examples from an unknown Gaussian distri-

bution, which is the major case of interest in truncated statistics. To perform the

set estimation Klivans et al. [KOS08], rely on a family of orthogonal polynomials

with respect to the Gaussian distribution, namely the Hermite polynomials and

show that the indicator function of the set is well approximated by its low degree

Hermite expansion. While we cannot learn this function directly in our setting,

we are able to recover an alternative function, that contains “entangled” informa-

tion of both the true Gaussian parameters and the underlying set. After learning

the function, we formulate an optimization problem whose solution enables us to

decouple these two quantities and retrieve both the Gaussian parameters and the

underlying set. We describe our estimation method in more detail in Section 5.2.

As a corollary of our approach, we obtain the first efficient algorithm for learning

geometric concepts from positive examples drawn from an unknown spherical
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(a) Execution of our algorithm for isotropic
Gaussian distribution with µ∗ = (0.1, 0.78)
and µS = (0.48, 0.32).

(b) Execution of our algorithm for isotropic
Gaussian distribution with µ∗ = (0, 0) and
µS = (0.47, 0.27).

Figure 1-3: Illustration of the performance of our algorithm for an unknown trun-
cation set. The × sign corresponds to the conditional mean of the truncated dis-
tribution, while the green point corresponds to the true mean and the red points
correspond to the estimated true mean depending on the degree of the Hermite
polynomials that are being used by the algorithm.

Gaussian distribution.

Simulations. In addition to the theoretical guarantees of our algorithm, we em-

pirically evaluate its performance using simulated data. We present the results

that we get in Figure 1-3, where one can see that even when the truncation set is

complex, our algorithm finds an accurate estimation of the mean of the untrun-

cated distribution. Observe that our algorithm succeeds in estimating the true

mean of the input distribution despite the fact that the set is unknown and the

samples look similar in both cases.

1.3.4 Non-parametric Truncated Statistics – Chapter 6

Non-parametric density estimation is a well-developed field in Statistics and Ma-

chine Learning [Tsy08, Was06]. A central challenge in this field is estimating a

probability density function P(x) from samples, without making parametric as-

sumptions about the density. Of course, this is quite challenging as P may exhibit

very rich behavior which might be difficult or information theoretically impossi-

ble to discern given a finite number of samples. Thus, to make the task feasible at
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all, some constraints are placed on P , typically in the form of smoothness, which

allows estimators to interpolate among the observed samples. Even with smooth-

ness assumptions, the problem is challenging enough information theoretically,

that the achievable error takes the form nO(−1/d), under various norms, where d

is the dimension [McD17].

The goal of this part of the thesis is to extend this literature from the interpolat-

ing regime to the extrapolating regime. In particular, we consider settings wherein

we are constrained to observe samples of P in a subset of its support, yet we want

to procure estimates P̂ that approximate P over its entire support. In comparison

to the works presented so far, our goal here is to remove these parametric as-

sumptions, allowing a very broad family of distributions to be extrapolated from

truncated samples.

Our work is not the first to consider non-parametric density estimation from

truncated samples [Woo85, Stu93, Gaj88, LY91]. However, all these prior works

consider only single-dimensional settings and a soft truncation model, wherein

each sample xi from P also samples a truncation set Si, which then determines

whether this sample is truncated or not. As a result, samples from the entire

support are ultimately collected, thus the unknown density can be interpolated

from those samples covering the entire support. Instead, we target both low-

and high-dimensional settings and consider the more standard hard truncation

model, wherein there is a fixed set S that determines whether each and every

sample from P is truncated.

Our main contribution can be viewed as a statistical version of Taylor’s the-

orem, which allows us to use truncated samples from some sufficiently smooth

density P and extrapolate from these samples an estimate P̂ which approximates

P on its entire support. Importantly, the statistical rates achieved by our theorem

match those known in non-parametric density estimation under untruncated sam-

ples, i.e. in the interpolating regime. A main technical contribution, enabling these

results, is a “Distortion of Conditioning” lemma, providing a tight relationship be-

tween the total variation distance between two exponential families as computed
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under conditioning on different subsets of the support. Interestingly, this lemma

is proven using probabilistic techniques, and provides a viable route to prove our

statistical Taylor result in high dimensions, where polynomial approximation the-

ory techniques do not appear to be sufficient. We postpone the informal and the

exact statement of this part of the thesis to Chapter 6 since any formal statement

needs a lot of definitions beyond the scope of an introductory chapter.

1.3.5 Hardness of Min-Max Optimization – Chapter 8

Our first result is that checking whether a min-max optimization with arbitrary

objective has a solution is NP-hard. We also show that checking whether there

exists an approximate min-max solution is also NP-hard, even when the approxi-

mation is a constant.

Due to the lack of existence of min-max solutions, there are two obvious tar-

gets: (i) (approximate) stationary points, as considered e.g. by [ALW19]; and (ii)

(approximate) local min-max solutions. Unfortunately, as far as (i) is concerned,

it is still possible that (even approximate) stationary points may not exist, and

we show that checking if there is one is NP-hard, even when the constraint set is

[0, 1]d, the objective has Lipschitzness and smoothness polynomial in d, and the

desired approximation is an absolute constant (Theorem 8.1.1). So we focus on

(ii), i.e. (approximate) local min-max solutions. Several kinds of those have been

proposed in the literature [DP18, MR18, JNJ19]. We consider the concept of local

min-max equilibria, proposed in [DP18, MR18], generalizing this concept to also

accommodate approximation:

Definition 1.3.7 (Approximate Local Min-Max Equilibrium). Given f , g as above,

and ε, δ > 0, some point (x?, y?) is an (ε, δ)-local min-max solution of (1.2.1), or a

(ε, δ)-local min-max equilibrium, if it is feasible, i.e. g(x?, y?) ≤ 0, and satisfies:

f (x?, y?) < f (x, y?) + ε, for all x s.t. ‖x− x?‖ ≤ δ and g(x, y?) ≤ 0; (1.3.1)

f (x?, y?) > f (x?, y)− ε, for all y s.t. ‖y− y?‖ ≤ δ and g(x?, y) ≤ 0. (1.3.2)
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In words, (x?, y?) is an (ε, δ)-local min-max equilibrium, whenever the min player

cannot update x to a feasible point within δ of x? to reduce f by at least ε, and

symmetrically the max player cannot change y locally to increase f by at least ε.

We show that the existence and the complexity of computing such approx-

imate local min-max solutions depends on the relationship of (ε, δ) with the

Smoothness L and the Lipschitzness G, of the objective function f . We distin-

guish the following regimes.

Global Regime. This occurs when δ is comparable to the diameter of the con-

straint set. In this case, the existence of (ε, δ)-local min-max solutions is not guar-

anteed, and determining their existence is NP-hard.

Trivial Regime. This occurs when δ < ε
G . Because of the G-Lipschitzness of f we

have that all feasible points are (ε, δ)-local min-max solutions.

Local Regime. This occurs when ε
G < δ ≤

√
2ε
L , and it represents the interesting

regime for min-max optimization. In this regime, we use the smoothness of f to

show that (ε, δ)-local min-max solutions are guaranteed to exist, via an applica-

tion of Brouwer’s fixed point theorem to the iteration map of projected gradient

descent-ascent dynamic. In fact, not only do they exist, but computing them is

in PPAD, as can be shown by bounding the Lipschitzness of the the projected

gradient descent-ascent dynamic.

The main results of this part of the thesis are to characterize the complexity of

computing local min-max solutions in this regime. Our first main theorem is the

following:

Informal Theorem 1.3.8. Computing an (ε, δ)-local min-max solutions of Lipschitz and

smooth objectives in the local regime is PPAD-complete, even when ε is provided in unary

representation.

For the previous complexity result to make sense we assume that we have

“white box” access to the objective function. An important byproduct of our

proof, however, is to also establish an unconditional hardness result in the celebrated
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Nemirovsky-Yudin [NY83] oracle optimization model, when we are given black-

box access to oracles computing the objective function and its gradient. Our

second main result is the following:

Informal Theorem 1.3.9. Given black-box access to an oracle computing a G-Lipschitz

and L smooth objective function f and its gradient, computing an (ε, δ)-local min-max

solution in the local regime ( ε
G < δ ≤

√
2ε
L ) requires a number of oracle queries that is

exponential in at least one of the following: 1/ε, L, G, or d, where d is the dimension.

Importantly, the above lower bounds, in both the white-box and the black-

box setting, come in sharp contrast to minimization problems, where finding ε-

approximate local minima in the non-convex setting can be done using first-order

methods in time poly(L/ε). Our results are the first to show an exponential

separation between these two fundamental problems in optimization in the black-

box setting, and a super-polynomial separation in the white-box setting assuming

PPAD 6= P.

1.3.6 Algorithms for 2D Min-Max Optimization – Chapter 9

Although we showed in the previous section that finding a local minimax solution

is hard in the local regime, there is still hope that simple iterative algorithms

exist that converge asymptotically to a local minimax solution. Of course in the

worst-case these algorithms have to do exponentially many steps but in practical

scenarios the performance could be significantly better.

Our main idea for this chapter is to design simple iterative algorithms that

asymptotically converge to a local minimax solution comes from the proof of

existence of such solutions that we discussed in Section 1.3.5. The way to establish

this convergence is using a modified version of Sperner’s Lemma which we call

Bi-Sperner Lemma. This lemma not only guarantees the existence of local min-

max solutions but also gives a path following algorithm to find such a solution.

Our main goal is then to understand this path-following algorithm and we find

a second order dynamic that resembles this combinatorial algorithm. Then for
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the 2 dimensional case we prove that the proposed dynamic converges to a local

minimax solution when initialized appropriately. We conclude by showing that

the appropriate initialization is computable efficiently.
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Part I

Truncated Statistics
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Chapter 2

Truncated Statistics: Models and

Preliminaries

In this chapter we present the model and preliminary tools that we use in for the

Truncated Statistics problems that we explore in Part I of the thesis. We start in

Section 2.1 with the necessary preliminary notation and the definition of a mul-

tivariate Gaussian distribution and its truncated counterpart. Then in Section 2.2

we the notation and terminology that we use to express multi-variate polynomi-

als. In Section 2.3 we give a very brief introduction to Hermite Polynomials and

Hermite Expansion that is our main technical tool for solving truncation estima-

tion problems with unknown truncation. We continue in Section 2.4 with the

presentation of the multivariate version of Taylor Theorem together with the def-

inition of high-order smooth functions and probability distributions with smooth

log- density functions that are important for tackling non-parametric problems.

After presenting all this necessary notation and terminology, we also state

some technical theorems and lemmas that are recurring throughout the Part I of

the thesis. In Section 2.5 we present some well known concentration results for

random vectors and random matrices, whereas in Section 2.6 we present funda-

mental anticoncentration properties of the Gaussian and the uniform measure in

high- dimensions. Finally in Section 2.7 we describe some further related work

on Truncated Statistics problems.
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2.1 Multivariate Gaussian and Truncated Gaussian

Notation. We use small bold letters x to refer to real vectors in finite dimension Rd

and capital bold letters A to refer to matrices in Rd×`. Similarly, a function with

image in Rd is represented by a small and bold letter f . We use Id to refer to the

identity matrix in d dimensions. We may skip the subscript when the dimensions

are clear. Let A ∈ Rd×d, we define A[ ∈ Rd2
to be the standard vectorization of A.

We define ] to be the inverse operator, i.e.
(

A[
)]

= A. Let also Qd be the set of

all the symmetric d× d matrices. E[X] denotes the expected value of the random

variable X, Var[X] is the variance of X, and the covariance matrix between two

random variables X, Y is denoted as Cov[X, Y ].

Let K ⊆ Rd and B ∈ R+, we define L∞(K, B) to be the set of all functions

f : K → R such that maxx∈K | f (x)| ≤ B. When K = [0, 1]d then we may use

L∞(B) instead of L∞([0, 1]d, B). Let Rd×···(k times)···×d be the set of k-order tensors

of dimension d, which for simplicity we will denote by Rdk
. For α ∈ Nd, we

define the factorial of the multi-index α to be α! = (α1!) · · · (αd!). Additionally

for any x, y, z ∈ Rd we define zα = zα1
1 · · · z

αd
d and in particular (x− y)α = (x1 −

y1)
α1 · · · (xd− yd)

αd . For every set S ⊆ Rd we denote the characteristic or indicator

function of S by 1S : Rd → {0, 1}.

Vector and Matrix Norms. We define the `p-norm of x ∈ Rd to be ‖x‖p =(
∑i xp

i
)1/p

and the `∞-norm of x to be ‖x‖∞ = maxi |xi|. We also define diamp(K) =

supx,y∈K ‖x− y‖p. For matrices, we define the spectral norm of a matrix A to be

equal to

‖A‖2 = max
x∈Rd,x 6=0

‖Ax‖2
‖x‖2

.

It is well known that ‖A‖2 = maxi{λi}, where λi’s are the eigenvalues of A. The

Frobenius norm of a matrix A is defined as follows

‖A‖F =
∥∥∥A[

∥∥∥
2

.
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Figure 2-1: The density function of the 2-dimensional normal distribution with
mean (0, 0) and covariance matrix ((3/2,−1), (−1, 2)).

The Mahalanobis distance between two vectors x, y given a matrix Σ is defined as

‖x− y‖Σ =
√
(x− y)TΣ−1(x− y).

Gaussian and Truncated Gaussian Distribution. Let N (µ, Σ) be the normal dis-

tribution with mean µ and covariance matrix Σ, that has the following probability

density function (see Figure 2-1)

N (µ, Σ; x) =
1√

det(2πΣ)
exp

(
−1

2
(x− µ)TΣ−1(x− µ)

)
. (2.1.1)

For simplicity of exposition, we sometimes use N0 to refer to the standard nor-

mal distribution N (0, I) where its dimensionality is clear from the context. We

use N (µ, Σ; S) to denote the probability mass of a set S ⊆ Rd under the measure

N (µ, Σ). More precisely,

N (µ, Σ; S) ,
∫

S
N (µ, Σ; x) dx = P

x∼N (µ,Σ)
(x ∈ S) .

Let S ⊆ Rd be a subset of the d-dimensional Euclidean space Rd that is measurable

under the Gaussian measure N (µ, Σ). We define the truncated normal distribution

with survival set S N (µ, Σ, S) to be the normal distribution N (µ, Σ) conditioned
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Figure 2-2: The density function of the 2-dimensional normal distribution with
mean (0, 0) and covariance matrix ((3/2,−1), (−1, 2)) truncated on the set S
shown in the first picture on the left.

on taking values in the subset S. The probability density function of N (µ, Σ, S) is

the following (see Figure 2-2)

N (µ, Σ, S; x) =


1

N (µ,Σ;S) · N (µ, Σ; x) x ∈ S

0 x 6∈ S
. (2.1.2)

When µ, Σ are clear from the context we may for simplicity use NS to refer to

the truncated Gaussian distribution N (µ, Σ, S). Throughout the thesis we assume

that the covariances matrices of the Gaussian distributions are full rank. When

Σ is not full rank, even if it is unknown, we can easily detected it by drawing d

samples and testing whether they are linearly independent or not. If they are then

we can solve the estimation problem in the subspace spanned by those samples.

Membership Oracle of a Set. Let S ⊆ Rd be a subset of the d-dimensional Eu-

clidean space. A membership oracle of S is an efficient procedure MS that computes

the characteristic function of S, i.e. MS(x) = 1{x ∈ S}. In most of the results that

we present in Part I of the thesis when we say that the set S is known we mean

that we have access to a membership oracle for S, as opposed to the case where S

is unknown and we don’t have such an access.
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2.2 Multivariate Polynomials

A polynomial q of d variables, degree k and zero constant term is a function

q : Rd → R of the form

q(x) = ∑
α∈Nd,0≤|α|≤k

vαxα (2.2.1)

where vα ∈ R. The monomials of degree ≤ k can be indexed by a multi-index

α ∈ Nd with |α| ≤ k and any polynomial belongs to the vector space defined by

the monomials as per (2.2.1).

To associate the space of polynomials with a Euclidean space we can use any

ordering of monomials, for example the lexicographic ordering. Using this order-

ing we can define the monomial profile of degree k, mk : Rd → Rtk , as (mk(x))α = xα

where tk = (d+k
k ) is equal to the number of monomials with d variables and de-

gree at most k and where we abuse notation to index a coordinate in Rtk via a

multi-index α ∈ Nd with |α| ≤ k; this can be formally done using the lexico-

graphic ordering. Therefore the vector space of polynomials is homomorphic to

the vector space Rtk via the following correspondence

v ∈ Rtk−1 ↔ vTmk(x) , qv(x). (2.2.2)

2.3 Hermite Polynomials and Gaussian Surface Area

We denote by L2(Rd,N0) the vector space of all functions f : Rd → R such that

Ex∼N0 [ f 2(x)] < ∞. The usual inner product for this space is Ex∼N0 [ f (x)g(x)].

Based on this definition of inner product we can define the Hermite polyno-

mials that form an orthonormal basis of polynomials for the space of functions

L2(Rd,N0). While the most famous versions of Hermite polynomials in Statistics

and Physics is the is what is called probabilists’s or physicists’s Hermite poly-

nomials, in this work we use the slightly different notion of normalized Hermite

polynomials.
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Definition 2.3.1 (Hermite Polynomials). The probabilists’s Hermite polynomial Hen :

R→ R of degree n is defined as

Hen(x) , (−1)n · e x2
2 · d e

x2
2

dx
.

The normalized Hermite polynomial Hn : R→ R is then defined as

Hn(x) ,
Hen(x)√

n!
.

In multiple dimensions, let V ∈ Nd be a multi-index, the Hermite polynomial

HV : Rd → R of multi-index V is defined as

HV(x) ,
d

∏
i=1

Hvi(xi).

The total degree of HV is |V| = ∑ vi ∈ Vvi.

The following fundamental theorem can be used to establish the orthonormal-

ity of Hermite polynomials and its proof can be found in [DSZ05].

Theorem 2.3.2 (Orthonormality of Hermite Polynomials). Let V, V′ ∈Nd such that

V 6= V′ then it holds that Ex∼N0 [HV(x) · HV′(x)] = 0 and also Ex∼N0

[
H2

V(x)
]
=

Ex∼N0

[
H2

V′(x)
]
= 1.

Since the set of Hermite polynomials is orthonormal it is expected form an

orthonormal basis of the set of function L2(R,N0). This is formalized with the

notion of Hermite expansion.

Definition 2.3.3 (Hermite Expansion). Given a function f ∈ L2(Rd,N0) we define

its Hermite coefficient of multi-index V ∈ Nd as f̂ (V) , Ex∼N0 [ f (x)HV(x)]. The

function f can then be expressed in a unique way as f (x) = ∑V∈Nd f̂ (V) · HV(x).

The set of coefficients
{

f̂ (V)
}

V∈Nd
is called the Hermite Expansion of f . We also

define Sk f : Rd → R to be the degree k partial sum of the Hermite expansion of

f , more precisely Sk f (x) , ∑|V|≤k f̂ (V)HV(x).
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One important property of the Hermite expansion is its completeness that is

established in the following theorem.

Theorem 2.3.4 (Completeness of Hermite Expansion). Let f ∈ L2(Rd,N0) then it

holds that limk→∞ Ex∼N0 [( f (x)− Sk f (x))2] = 0.

Our next goal is to quantify the convergence rate of Sk f to f . Before that we

also present the Parseval’s identity which states that

E
x∼N0

[( f (x)− Sk f (x))2] =
∞

∑
|V|=k

f̂ (V)2.

Definition 2.3.5 (Hermite Concentration). Let γ(ε, d) be a function γ : (0, 1/2)×

N → N. We say that a class of functions F ⊆ L2(Rd,N0) over Rd has a Hermite

concentration bound of γ(ε, d), if for all d ≥ 1, all ε ∈ (0, 1/2), and f ∈ F it holds

∑|V|≥γ(ε,d) f̂ (V)2 ≤ ε.

The Hermite concentration gives a bound on the degree of Hermite polyno-

mials that we need in order to well approximate a given function f ∈ L2(Rd,N0).

We next define the Gaussian Noise Operator as in [O’D14]. Using a different

parametrization, which is not convenient for our purposes, these operators are

also known as the Ornstein-Uhlenbeck semigroup, or the Mehler transform.

Definition 2.3.6 (Ornstein-Uhlenbeck Operator). The Ornstein-Uhlenbeck or Gaus-

sian Noise operator Tρ is the linear operator defined on the space of functions

L1(Rd,N0) by

Tρ f (x) , E
y∼N0

[
f (ρx +

√
1− ρ2y)

]
.

An important property of operator T1−ρ is that it has a simple Hermite expansion,

in particular

Sk(Tρ f )(x) = ∑
V:|V|≤k

ρ|V| f̂ (V)HV(x) (2.3.1)

Based on the notion of Gaussian Noise operator, we can also define the noise

sensitivity of a function f .
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Definition 2.3.7 (Noise Sensitivity). Let f : Rd 7→ R be a function in L2(Rd,N0).

The noise sensitivity of f at ρ ∈ [0, 1] is defined to be

NSρ[ f ] , 2 E
x∼N0

[ f (x)2 − f (x)T1−ρ f (x)].

In the above expression, the vectors x and z = (1− ρ)x +
√

1− ρ2y are jointly

distributed as

Dρ = N

0

0

 ,

 I (1− ρ)I

(1− ρ)I I

 , (2.3.2)

and hence we can also prove that

NSρ[ f ] = E
(x,z)∼Dρ

[
f (x)2

]
+ E

(x,z)∼Dρ

[
f (z)2 − 2 f (x) f (z)

]
= E

(x,z)∼Dρ

[( f (x)− f (z))2]. (2.3.3)

A special class of functions that we are interested in this thesis is the class of

characteristic or indicator functions of subsets of Rd. If f = 1S is an indicator of a

set S ⊆ Rd, then the noise sensitivity is

NSρ[1S] = 2 E
(x,z)

[1S(x)(1− 1S(z))] = 2 E
(x,z)

[1S(x)1Sc(z)], (2.3.4)

which is equal to the probability of the correlated points x, z landing at opposite

sides with respect to S.

Gaussian Surface Area. Ledoux [Led94] and Pisier [Pis86] showed that the noise

sensitivity of a set can be bounded by its Gaussian surface area.

Definition 2.3.8 (Gaussian Surface Area). For a Borel set A ⊆ Rd, δ ≥ 0 let

Aδ = {x : dist(x, A) ≤ δ}. The Gaussian surface area of A is

Γ(A) = lim inf
δ→0

N0(Aδ \ A)

δ
.

We define the Gaussian surface area of a family of sets C to be Γ(C) = supC∈C Γ(C).
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An important property that we use is given in the following lemma from [KOS08].

Lemma 2.3.9 (Corollary 14 of [KOS08]). Let S ⊆ Rd be a Borel subset of Rd, and

ρ ≥ 0. It holds that NSρ[1S(x)] ≤
√

π
√

ρ Γ(S).

For more details on the Gaussian space and Hermite Analysis, especially from

the theoretical computer science perspective, we refer the reader to [O’D14]. Most

of the facts about Hermite polynomials that we shall use in this work are well

known properties and can be found, for example, in [Sze67].

2.4 Taylor Theorem and Smooth Log Densities

In this section we define the basic concepts about high order derivatives of a

multivariate real-valued function f : K → R, where K ⊆ Rd.

Fix k ∈ N and let u ∈ [d]k. We define the order k derivative of f with index

u = (u1, . . . , uk) as Dk
u f (x) = ∂k f

∂xu1 ···∂xuk
(x), observe that Dk

u f is a function from S

to R. The order k derivative of f at x ∈ S is then the tensor Dk f (x) ∈ Rdk
where

the entry of Dk f (x) that corresponds to the index u ∈ [d]k is (Dk f (x))u = Dk
u f (x).

Because of the symmetry of the partial derivatives the k-th order derivatives can

be indexed with a multi-index α , (α1, . . . , αd) ∈ Nd, with |α| = ∑d
i=1 αi = k,

as follows Dα f (x) = ∂|α| f
∂α1 x1···∂αd xd

(x). Observe that the k-order derivative of f is a

function Dk f : K → Rdk
.

Norm of High-order Derivative. There are several ways to define the norm of

the tensor and hence the norm of a k-order derivative of a multi-variate function.

Here we will define only the norm that we will use in the rest of the paper as

follows

∥∥∥Dk f
∥∥∥

∞
, sup

x∈K
max
u∈[d]k

∣∣∣Dk
u f (x)

∣∣∣ = sup
x∈K

max
u∈[d]k

∣∣∣∣∣ ∂k f
∂xu1 · · · ∂xuk

(x)

∣∣∣∣∣ . (2.4.1)

Observe that this definition depends on the set K, but for ease of notation we

eliminate K from the notation of the norm and we make sure that this set will be
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clear from the context. For most part of the paper K is the box [0, 1]d.

In order to present the main application of Taylor’s Theorem that we are using

in the rest of the paper we need the definition of a k-order Taylor approximation

of a multi-variate function.

Definition 2.4.1. (Taylor Approximation) Let f : K → R be a (k + 1)-times dif-

ferentiable function on the convex set K ⊆ Rd. Then we define f k(·; x) to be the

k-order Taylor approximation of f around x as follows

f k(y; x) = ∑
α∈Nd,|α|≤k

Dα f (x)
α!

(y− x)α.

We are now ready to state the main application of Taylor’s Theorem. For

a proof of this theorem together with a full statement of the multi-dimensional

Taylor’s Theorem we refer to the Appendix D.1.

Theorem 2.4.2. Let K ⊆ Rd and f : K → R be a (k + 1)-times differentiable function

such that diam∞(K) ≤ R and
∥∥Dk+1 f

∥∥
∞ ≤W, then for any x, y ∈ K it holds that

∣∣∣ f (y)− f k(y; x)
∣∣∣ ≤ (15d

k

)k+1

· Rk+1 ·W.

2.4.1 Bounded and High-order Smooth Function

In this section we define the set of functions that our statistical Taylor theorem

applies. It is also the domain of function with respect to which we are solving

the non-parametric truncated density estimation problem. This set of functions

is very similar to the functions consider for interpolation of probability densities

from exponential families [BS91]. We note that in this paper our goal is to solve

a much more difficult problem since our goal is to do extrapolation instead of

interpolation. We call the set of function that we consider bounded and high-order

smooth functions.

56



Definition 2.4.3 (Bounded and High-order Smooth Functions). Let K = [0, 1]d, we

define the set L(B, M) of functions f : K → R for which the following conditions

are satisfied.

I (Bounded Value) It holds that maxx∈K | f (x)| ≤ B.

I (High-Order Smoothness) For any natural number k with k ≥ k0, f is k-times

continuously differentiable and it holds that
∥∥Dk f

∥∥
∞ ≤ Mk.

We note that the definition of the class L depends on k0 as well but for ease of

notation we don’t keep track of this dependence and we treat k0 as a constant

throughout the paper.

The above definition can be extended to convex sets K but for ease of notation

we fix K = [0, 1]d as discussed in Remark 6.1.1. Next we provide examples of

bounded and high-order smooth functions.

Example 2.4.4. Let q be a polynomial of degree k, with q ∈ L∞(B) then obviously

q ∈ L(B, 0). Also for d = 1, the trigonometric functions sin, cos lie inside L(1, 1).

The exponential function x 7→ exp(c · x) lies inside L(emax(c,0), c) when K = [0, 1].

Also if f ∈ L(B, M) and g ∈ L(B′, M′) then f + g ∈ L(B + B′, M + M′). If f ∈

L(B, M, 0) and g ∈ L(B′, M′, 0) then f · g ∈ L(B · B′, 2 ·M ·M′, 0). On the other

hand the log function is not in L(B, M) for any B, M since
∥∥Dk log

∥∥
∞ ≥ (k− 1)!

and hence it cannot be bounded by any exponential function.

2.4.2 Probability Distributions from Log-Density Functions

We now define probability distributions with a given log-density function.

Definition 2.4.5. Let K ⊆ Rd and let f : K → R such that
∫

K exp( f (x))dx < ∞.

We define the distribution P( f , S) with log-density f supported on K to be the

distribution with density

P( f , K; x) =
1S(x) e f (x)∫

K e f (x) dx
= 1K(x) exp( f (x)− ψ( f , K)).
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where ψ( f , K) = log
∫

K e f (x)dx. If f is a k degree polynomial qv ∈ Qk with coeffi-

cients v ∈ Rtk then instead of P(qv, K) we abuse notation and we use P(v, K).

2.5 Useful Concentration of Measure Bounds

Gaussian Random Variables. The following lemma is useful in cases where one

wants to show concentration of a weighted sum of squares of i.i.d. Gaussian

random variables.

Theorem 2.5.1 (Lemma 1 of Laurent and Massart [LM00].). Let x(1), . . . , x(n) in-

dependent identically distributed random variables following N (0, 1) and let a ∈ Rd
+.

Then, the following inequalities hold for any t ∈ R+.

P

(
d

∑
i=1

ai

((
x(i)
)2
− 1
)
≥ 2 ‖a‖2

√
t + 2 ‖a‖∞ t

)
≤ exp(−t),

P

(
d

∑
i=1

ai

((
x(i)
)2
− 1
)
≤ −2 ‖a‖2

√
t

)
≤ exp(−t).

The following matrix concentration result is also useful in order to show that

the empirical covariance matrix of samples drawn from an identity covariance

distribution is itself close to identity in the Frobenius norm.

Theorem 2.5.2 (Corollary 4.12 of Diakonikolas et al. [DKK+16b]). Let ρ, τ > 0 and

x(1), . . . , x(n) be i.i.d samples from N (0, I). There exist a value δ2 = O(ρ log(1/ρ)),

such that if n = Ω(
d2+log(1/τ)

δ2
2

) then

P

(
∃T ⊆ [n] : |T| ≤ ρn and

∥∥∥∥∥∑
i∈T

1
|T|x

(i)x(i)T − I

∥∥∥∥∥
F

≥ Ω
(

δ2
n
|T|

))
≤ τ.

Using the well known fact that the squared Frobenius norm of a symmetric

matrix is equal to the sum of squares of its eigenvalues, we can obtain a bound

on the `2 distance of the vector with entries the eigenvalues of ∑i∈T
1
|T|x

(i)x(i)T to

the vector with 1 to every entry.
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Sub-Gamma Random Variables. The following lemma is useful in cases where

one wants to show concentration of a weighted sum of i.i.d sub-gamma random

variables.

Definition 2.5.3 (Sub-Gamma Random Variables). A random variable x is called

sub-gamma random variable if it satisfies

log (E [exp(λx)]) ≤ λ2v
2(1− cλ)

∀λ ∈
[

0,
1
c

]

for some positive constants v, c. We call Γ+(v, c) the set of all sub-gamma random

variables.

Theorem 2.5.4 (Section 2.4 of [BLM13].). Let x(1), . . . , x(n) be i.i.d. random variables

such that x(i) ∈ Γ+(v, c), a ∈ Rd
+. Then, the following inequalities hold for any t ∈ R+.

P

(
d

∑
i=1

ai

(
x(i) −E

[
x(i)
])
≥ ‖a‖2

√
2vt + ‖a‖∞ ct

)
≤ exp(−t),

P

(
−

d

∑
i=1

ai

(
x(i) −E

[
x(i)
])
≥ ‖a‖2

√
2vt + ‖a‖∞ ct

)
≤ exp(−t).

We also need a matrix concentration inequality analog to the Bernstein inequality

for real valued random variables.

Theorem 2.5.5 (Theorem 6.2 of [Tro12]). Consider a finite sequence {Zi}N
i=1 of random

i.i.d. self-adjoint matrices with dimension k. Assume that

E [Zi] = 0 and E
[
Zp

i
]
� p!

2
· Rp−2A2

i for p = 2, 3, 4, . . . .

Compute the variance parameter σ2 :=
∥∥∥∑N

i=1 A2
i

∥∥∥. Then the following chain of inequal-
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ities holds for all t ≥ 0.

P

(
λmax

(
N

∑
i=1

Zi

)
≥ t

)
≤ k · exp

(
−t2/2

σ2 + Rt

)
(i)

≤

k · exp(−t2/4σ2) for t ≤ σ2/R;

k · exp(−t/4R) for t ≥ σ2/R.
(ii)

2.6 Anticoncentration of Multivariate Polynomials

To prove that many important quantities remain big large enough even in the

presence of truncation, we use the following anticoncentration bound of the Gaus-

sian measure on sets characterized by polynomial threshold functions.

Theorem 2.6.1 (Theorem 8 of [CW01]). Let q, γ ∈ R+, µ ∈ Rd, Σ ∈ Qd and p :

Rd → R be a multivariate polynomial of degree at most k, we define

S =
{

x ∈ Rd | |p(x)| ≤ γ
}

,

then there exists an absolute constant C such that

N (µ, Σ; S) ≤ Cqγ1/k(
Ez∼N (µ,Σ)

[
|p(z)|q/k

])1/q .

In the non-parametric setting where we drop the assumption that the under-

line measure is a Gaussian distribution we use the following anticoncentration

bound of the uniform measure that can be related to the non-parametric class of

densities that we consider.

Theorem 2.6.2 (Theorem 2 of [CW01]). Let K = [0, 1]d and let p : Rd 7→ R be a

polynomial of degree at most k. If q ∈ [1,+∞], then there exists absolute constant C such

that for any γ > 0 it holds

(∫
K
|p(x)|q/kdx

)1/q ∫
K
1{|p(x)| ≤ γ} dx ≤ Cγ1/k min(q, d).
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2.7 Further Related Work

We have already discussed work on censored and truncated statistical estimation.

More broadly, the truncated statistics problems that we consider in Part I of the

thesis fall in the realm of robust statistics, where there has been a strand of recent

works studying robust estimation and learning in high dimensions. A celebrated

result by Candes et al. [CLMW11] computes the PCA of a matrix, even when a

constant fraction of its entries to be adversarially corrupted, but it requires the

locations of the corruptions to be relatively evenly distributed. Related work of

Xu et al. [XCM10] provides a robust PCA algorithm for arbitrary corruption

locations, requiring at most 50% of the points to be corrupted.

Closer to our work, [DKK+16a, LRV16, DKK+17, DKK+18] perform robust es-

timation of the parameters of multi-variate Gaussian distributions in the presence

of corruptions to a small ε fraction of the samples, allowing for both deletions of

samples and additions of samples that can also be chosen adaptively (i.e. after

seeing the sample generated by the Gaussian). The authors in [CSV17] show that

corruptions of an arbitrarily large fraction of samples can be tolerated as well, as

long as we allow “list decoding” of the parameters of the Gaussian. In particular,

they design learning algorithms that work when an (1− α)-fraction of the sam-

ples can be adversarially corrupted, but output a set of poly(1/α) answers, one of

which is guaranteed to be accurate.

Similar to [CSV17], we study a regime where only an arbitrarily small constant

fraction of the samples from a normal distribution can be observed. In contrast

to [CSV17], however, there is a fixed set S on which the samples are revealed

without corruption, and we have oracle access to this set. The upshot is that

we can provide a single accurate estimation of the normal rather than a list of

candidate answers as in [CSV17], while accommodating a much larger number of

deletions of samples compared to [DKK+16a, DKK+18].

Other robust estimation works include robust linear regression [BJK15] and ro-

bust estimation algorithms under sparsity assumptions [Li17, BDLS17]. In [HM13],
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the authors study robust subspace recovery having both upper and lower bounds

that give a trade-off between efficiency and robustness. Some general criteria for

robust estimation are formulated in [SCV18].

For the most part, these works assume that an adversary perturbs a small

fraction of the samples arbitrarily. Compared to truncation and censoring, these

perturbations are harder to handle. As such only small amounts of perturbation

can be accommodated, and the parameters cannot be estimated to arbitrary pre-

cision. In contrast, in our setting the truncation set S may very well have an ex

ante probability of obliterating most of the observations, say 99% of them, yet the

parameters of the model can still be estimated to arbitrary precision.

Our work on estimation from unknown truncation set has connections with

the literature of learning from positive examples. At the heart of virtually all of

the results in this literature is the use of the exact knowledge of the original non-

truncated distribution to be able to generate fake negative examples, e.g. [Den98,

LDG00]. When the original distribution is uniform, better algorithms are known.

Diakonikolas et al. [DDS14] gave efficient learning algorithms for DNFs and linear

threshold functions, Frieze et al. [FJK96] and Anderson et al. [AGR13] gave

efficient learning algorithms for learning d-dimensional simplices. Another line

of work proves lower bounds on the sample complexity of recovering an unknown

set from positive examples. Goyal et al. [GR09] showed that learning a convex set

in d-dimensions to accuracy ε from positive samples, uniformly distributed inside

the set, requires at least 2Ω(
√

d/ε) samples, while the work of [Eld11] showed that

2Ω(
√

d) samples are necessary even to estimate the mass of the set. To the best

of our knowledge, no matching upper bounds are known for those results. Our

estimation result implies that dpoly( 1
ε )
√

d are sufficient to learn the set and its mass

when given positive samples from a Gaussian truncated on the convex set.
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Chapter 3

Gaussian Estimation from Truncated

Samples

In this chapter we present our efficient algorithm for the classical problem, of esti-

mating, with arbitrary accuracy the parameters of a multivariate normal distribu-

tion from truncated samples. Truncated samples from a d-variate normal N (µ, Σ)

means a samples is only revealed if it falls in some subset S ⊆ Rd; otherwise

the samples are hidden and their count in proportion to the revealed samples is

also hidden. We show that the mean µ and covariance matrix Σ can be estimated

with arbitrary accuracy in polynomial-time, as long as we have oracle access to S,

and S has non-trivial measure under the unknown d-variate normal distribution.

Additionally we show that without oracle access to S, any non-trivial estimation

is impossible.

3.1 Formal Statement of the Result

In this chapter, we revisit this classical problem of multivariate normal estima-

tion from truncated samples to obtain polynomial time and sample algorithms,

while also accommodating a very general truncation model. We suppose that

samples, x(1), x(2), . . ., from an unknown d-variate normal N (µ, Σ) are only re-

vealed if they fall into some subset S ⊆ Rd; otherwise the samples are hidden
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and their count in proportion to the revealed samples is also hidden. We make

no assumptions about S, except that its measure with respect to the unknown

distribution is non-trivial, say α = 1%, and that we are given oracle access to this

set, namely, given a point x the oracle outputs 1{x ∈ S}. Otherwise, set S can

be any measurable set, and in particular need not be convex. In contrast, to the

best of our knowledge, prior work only considers sets S that are boxes, while still

not providing computational tractability, or finite sample bounds for consistent

estimation. We provide the first time and sample efficient estimation algorithms

even for simple truncation sets, but we also accommodate very general sets. This,

in turn, enables statistical estimation in settings where set S is determined by a

complex set of rules, as it happens in many important applications, especially in

high-dimensional settings.

Our main result is that the mean vector µ and covariance matrix Σ of an un-

known d-variate normal can be estimated to arbitrary accuracy in polynomial-

time from a truncated sample. In particular,

Theorem 3.1.1. Given oracle access to a measurable set S, whose measure under some

unknown d-variate normal N (µ, Σ) is at least some constant α > 0, and samples

x(1), x(2), . . . from N (µ, Σ) that are truncated to this set, there exists a polynomial-time

algorithm that recovers estimates µ̂ and Σ̂. In particular, for all ε > 0, the algorithm uses

Õ(d2/ε2) truncated samples and queries to the oracle and produces estimates that satisfy

the following with probability at least 99%:

∥∥∥Σ−1/2(µ− µ̂)
∥∥∥

2
≤ ε; and

∥∥∥I − Σ−1/2Σ̂Σ−1/2
∥∥∥

F
≤ ε. (3.1.1)

Note that under the above conditions the total variation distance between N (µ, Σ) and

N (µ̂, Σ̂) is O(ε), and the number of samples used by the algorithm is optimal, even when

there is no truncation, i.e. when S = Rd.

It is important to note that the measure α assigned by the unknown distribu-

tion on S can be arbitrarily small, yet the accuracy of estimation can be driven to

arbitrary precision. Moreover, we note that without oracle access to the indicator
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1x∈S, it is information-theoretically impossible to even attain a crude approxima-

tion to the unknown normal, even in one dimension, namely,

Theorem 3.1.2. For all α > 0, given infinitely many samples from a univariate normal

N (µ, σ2), which are truncated to an unknown set S of measure α, it is impossible to

estimate parameters µ̂ and σ̂2 such that the distributions N (µ, σ2) and N (µ̂, σ̂2) are

guaranteed to be within 1−α
2 in total variation distance.

Overview of the Techniques. The proofs of Theorems 3.1.1 and 3.1.2 are pro-

vided in Sections 3.2 and 3.3 respectively. Here we provide an overview of our

proof of Theorem 3.1.1. Our algorithm shown in Figure 3-1 is (Projected) Stochas-

tic Gradient Descent (SGD) on the negative log-likelihood of the truncated sam-

ples. Notice that we cannot write a closed-form of the log-likelihood as the set

S is arbitrary and unknown to us. Indeed, we only have oracle access to this

set and can thus not write down a formula for the measure of S under different

estimates of the parameters. While we cannot write a closed-form expression for

the negative log-likelihood, we still show that it is convex for arbitrary sets S, as

long as we re-parameterize our problem in terms of v = Σ−1µ and T = Σ−1 (see

Lemma 3.2.1). Using anti-concentration of polynomials of the Gaussian measure,

we show that the negative log-likelihood is in fact strongly convex, with a con-

stant that depends on the measure of S under the current estimate (v, T) of the

parameters (see Lemma 3.2.8). In particular, to maintain strong convexity, SGD

must remain within a region of parameters (v, T) that assign non-trivial measure

to S. We show that the pair of parameters (v, T) corresponding to the conditional

(on S) mean and covariance, which can be readily estimated from the truncated

sample, satisfies this property (see Corollary 3.2.12). So we use these as our initial

estimation of the parameters. Moreover, we define a convex set of parameters

(v, T) that all assign non-trivial measure to S. This set contains both our initial-

ization and the ground truth (see Lemmas 3.2.13 and 3.2.11), and we can also

efficiently project on it (see Lemma 3.2.19). So we run our Projected Gradient De-

scent procedure on this set. As we have already noted, we have no closed-form for
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the log-likelihood or its gradient. Nevertheless, we show that, given oracle access

to set S, we can get un-biased samples for the gradient of the log-likelihood func-

tion using rejection sampling from the normal distribution defined our current

estimate of the parameters (v, T) (see Lemma 3.2.20). For this additional reason,

it is important to keep the invariant that SGD remains within a set of parameters

that all assign non-trivial measure to S.

3.2 SGD for Learning Truncated Normals

In this section, we present and analyze our algorithm for estimating the true mean

and covariance matrix of the normal distribution from which the truncated sam-

ples are drawn. Our algorithm is Projected Stochastic Gradient Descent (PSGD)

on the negative log-likelihood function. The steps of our proof are the following

1. First in Section 3.2.1 we show that for the set of parameters (µ, Σ) for which

the set S has at least a constant mass the negative log-likelihood function is

strongly convex with respect to the correct parametrization.

2. Then in Section 3.2.2 we show how we can find some initial estimates (µ0, Σ0)

such that the probability mass N (µ0, Σ0) is a constant.

3. In Section 3.2.3 we show how based on (µ0, Σ0) we can find a set of param-

eters D such that for every (µ, Σ) ∈ D it holds that the probability mass

N (µ, Σ) is at least a constant.

4. In Section 3.2.4 we put everything together to prove that the Projected Stochas-

tic Gradient Descent algorithm with projection set D converges fast to the

true estimates which completes the proof of Theorem 3.1.1.

3.2.1 Strong-convexity of the Negative Log-Likelihood

Let S ⊆ Rd be a subset of the d-dimensional Euclidean space. We assume that

we have access to n samples xi from N (µ∗, Σ∗, S). We start by showing that the
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negative log-likelihood of the truncated samples is strongly convex as long as we

re-parameterize our problem in terms of v = Σ−1µ and T = Σ−1.

Log-Likelihood for a Single Sample

Given one vector x ∈ Rd, the negative log-likelihood that x is a sample of the

form N (µ, Σ, S) is

`(µ, Σ; x) =
1
2
(x− µ)TΣ−1(x− µ) + log

(∫
S

exp
(
−1

2
(z− µ)TΣ−1(z− µ)

)
dz
)

=
1
2

xTΣ−1 (x− 2µ) + log
(∫

S
exp

(
−1

2
zTΣ−1 (z− 2µ)

)
dz
)

(3.2.1)

Here we will define a different parametrization of the problem with respect to

the variables T = Σ−1 and ν = Σ−1µ, where T ∈ Rd×d and ν ∈ Rd. Then the

likelihood function with respect to ν and T is equal to

`(ν, T ; x) =
1
2

xTTx− xTν + log
(∫

S
exp

(
−1

2
zTTz + zTν

)
dz
)

(3.2.2)

We now compute the gradient of `(ν, T ; x) with respect to the set of variables µ,

and T[.

∇`(ν, T ; x) = −

(−1
2 xxT

)[
x

+

∫
S

(−1
2 zzT

)[
z

 exp
(
−1

2 zTTz + zTν
)

dz

∫
S exp

(
−1

2 zTTz + zTν
)

dz

= −

(−1
2 xxT

)[
x

+

∫
S

(−1
2 zzT

)[
z

 exp
(
−1

2 zTTz + zTν−
∥∥T−1ν

∥∥2
2

)
dz

∫
S exp

(
−1

2 zTTz + zTBx−
∥∥T−1ν

∥∥2
2

)
dz

= −

(−1
2 xxT

)[
x

+ E
z∼N (T−1ν,T−1,S)

(−1
2 zzT

)[
z

 (3.2.3)

Finally, we compute the Hessian H` of the log-likelihood function.
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H`(ν, T) =

∫
S

(−1
2 zzT

)[
z

(−1
2 zzT

)[
z

T

exp
(
−1

2 zTTz + zTν
)

dz

∫
S exp

(
−1

2 zTTz + zTν
)

dz

−

∫
S

(−1
2 zzT

)[
z

 exp
(
−1

2 zTTz + zTν
)

dz

∫
S exp

(
−1

2 zTTz + zTν
)

dz
·

·

∫
S

(−1
2 zzT

)[
z

T

exp
(
−1

2 zTTz + zTν
)

dz

∫
S exp

(
−1

2 zTTz + zTν
)

dz

= Cov
z∼N (T−1ν,T−1,S)

(−1
2 zzT

)[
z

 ,

(−1
2 zzT

)[
z

 . (3.2.4)

Since the covariance matrix of a random variable is always positive semidef-

inite, we conclude that H`(ν, T) is positive semidefinite everywhere and hence,

we have the following lemma.

Lemma 3.2.1. The function `(ν, T−1; x) is convex with respect to

T[

ν

 for all x ∈ Rd.

Negative Log-Likelihood Function in the Population Model

The negative log-likelihood function in the population model is equal to

`(ν, T) = E
x∼N (µ∗,Σ∗,S)

[
1
2

xT (Tx− 2ν)

]
− log

(∫
S

e−
1
2 zT(Tz−2ν)dz

)
(3.2.5)

Also, using (3.2.3) we have that
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∇`(ν, T) = E
x∼N (µ∗,Σ∗,S)

z∼N (T−1ν,T−1,S)

−
(−1

2 xxT
)[

x

+

(−1
2 zzT

)[
z

 . (3.2.6)

Hence from Lemma 3.2.1 we have that ` is a convex function with respect to ν and

T . Also, from (3.2.6) we get that the gradient ∇`(ν, T) is 0, when µ∗ = T−1ν and

Σ∗ = T−1. From this observation together with the convexity of ` we conclude

that the true parameters, ν∗ = Σ∗−1µ∗ and T∗ = Σ∗−1 maximize the log-likelihood

function.

Lemma 3.2.2. Let ν∗ = Σ∗−1µ∗, T∗ = Σ∗−1, then for any ν ∈ Rd, T ∈ Rd×d it holds

`(ν∗, T∗) ≤ `(ν, T).

Observe also that the Hessian of ` is the same as the Hessian of `. One property

of the reparameterized negative log-likelihood function that is important for our

proof is its strong convexity.

Definition 3.2.3 (Strong Convexity). Let g : Rd → R, and let Hg be the Hessian of

g. We say that g is λ-strongly convex if Hg(x) � λI for all x ∈ Rd.

Our goal it to prove that `(ν, T) is strongly convex for parameters ν and T such

that the probability mass N (T−1ν, T−1; S) is at least a constant. Then in Section

3.2.3 we prove it is possible to efficiently find a set of parameters D such that this

conditions holds and also D contains the true parameters. The main idea of the

proof is to use PSGD with projection set D to recover the parameters µ∗ and Σ∗.

We first prove strong concavity for the case S = Rd. For this, we need some

definitions.

Definition 3.2.4. Let Σ ∈ Rd×d with Σ � 0 with eigenvalues λ1, . . . , λn, then we

define the minimum eigenvalue σm(Σ) of the fourth moment tensor of N (0, Σ) as

σm(Σ) = min
{

min
i,j∈[d]

λi · λj, min
i∈[d]

λi

}
.
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We also define the quantity λm(µ, Σ) as follows

λm(µ, Σ) = min

{
σm(Σ)

4
,

σm(Σ)

16 ‖µ‖2
2 +

√
σm(Σ)

}
.

Lemma 3.2.5 (Strong Convexity without Truncation). Let H` be the Hessian of the

negative log likelihood function `(ν, T), when there is no truncation, i.e. S = Rd. If

T−1 � 0 then it holds that

H`(ν, T) � λm(T−1ν, T−1) · I.

Proof. Let µ = T−1ν and Σ = T−1, we have that

H`(ν, T) = Cov
z∼N (µ,Σ)

(−1
2 zzT

)[
z

 ,

(−1
2 zzT

)[
z

 .

Next we define the matrix

Q̃(µ, Σ) ,
1
2

Σ⊗Σ− ρ

4
· (µµT)⊗Σ− ρ

4
· µ⊗Σ⊗ µT− ρ

4
· µT⊗Σ⊗ µ− ρ

4
·Σ⊗ (µµT)

where ρ ,
√

σm(Σ)

4‖µ‖2
2

+ 3 and we can prove that

Claim 3.2.6. It holds that

Cov
z∼N (µ,Σ)

(−1
2 zzT

)[
z

 ,

(−1
2 zzT

)[
z

 �
Q̃(µ, Σ) 0

0 ρ−3
1+ρ · Σ

 .

Hence the eigenvalues of the Hessian H` when S = Rd can be lower bounded

by the eigenvalues of Q̃(µ, Σ) and the eigenvalues of ρ
1+ρ Σ. For this reason we

need the following claim

Claim 3.2.7. It holds that Q̃(µ, Σ) � σm(Σ)
4 · Id2 and ρ−3

1+ρ · Σ �
σm(Σ)

16‖µ‖2
2+
√

σm(Σ)
· Id.

If we combine Claim 3.2.6 and Claim 3.2.7 then the lemma follows. We present

the proof of these claims in Appendix A.1.
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To prove strong convexity in the presence of truncation, we use the strong

anticoncentration bounds of the Gaussian measure on sets characterized by poly-

nomial threshold functions that we presented in Section 2.6.

In particular, using Theorem 2.6.1 we can utilize Lemma 3.2.5 and prove that

in the presence of truncation, for which at least a constant fraction of the data sur-

vives, the eigenvalues of the Hessian cannot be much lower than the eigenvalues

in the non-truncated case.

Lemma 3.2.8 (Strong Convexity with Truncation). Let H` be the Hessian of the nega-

tive log likelihood function `(ν, T), with the presence of arbitrary truncation S such that

N (µ, Σ; S) ≥ β for some β ∈ (0, 1], where µ = T−1ν, and Σ = T−1. Then it holds that

H`(ν, T) � 1
213

(
β

C

)4

λm(µ, Σ) · I,

where C is the universal constant guaranteed to exist by Theorem 2.6.1.

Proof. We define the matrices R, R′ and R∗ as follows

R = Cov
z∼N (µ,Σ,S)

(−1
2 zzT

)[
z

 ,

(−1
2 zzT

)[
z


= E

z∼N (µ,Σ,S)

(−1
2 zzT

)[
z

− E
z∼N (µ,Σ,S)

(−1
2 zzT

)[
z

 ·
·

(−1
2 zzT

)[
z

− E
z∼N (µ,Σ,S)

(−1
2 zzT

)[
z

T ,

R′ = E
z∼N (µ,Σ)

(−1
2 zzT

)[
z

− E
z∼N (µ,Σ,S)

(−1
2 zzT

)[
z

 ·
·

(−1
2 zzT

)[
z

− E
z∼N (µ,Σ,S)

(−1
2 zzT

)[
z

T ,
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R∗ = E
z∼N (µ,Σ)

(−1
2 zzT

)[
z

− E
z∼N (µ,Σ)

(−1
2 zzT

)[
z

 ·
·

(−1
2 zzT

)[
z

− E
z∼N (µ,Σ)

(−1
2 zzT

)[
z

T .

Our goal is to lower bound the eigenvalues of R based on the eigenvalues of

R∗ which we can lower bound using Lemma 3.2.5. To do this we use R′ as an

intermediate step and then we use Theorem 2.6.1 to relate the eigenvalues of R

with the eigenvalues of R′. So the first step is to relate the eigenvalues of R′ with

the eigenvalues of R∗ in the following claim.

Claim 3.2.9. It holds that R′ � R∗.

Now let v ∈ Rd and U ∈ Rd×d with ‖v‖2
2 + ‖U‖

2
F = 1. We have that

[(
U[
)T

vT
]

R

U[

v

 = E
z∼N (µ,Σ,S)

[
p(U,v)(z)

]

[(
U[
)T

vT
]

R′

U[

v

 = E
z∼N (µ,Σ)

[
p(U,v)(z)

]

[(
U[
)T

vT
]

R∗

U[

v

 = E
z∼N (µ,Σ)

[
p∗(U,v)(z)

]

where p(U,v)(z), p∗(U,v)(z) are polynomial of degree at most 4 whose coefficients

depend on U and v. Also, observe that for every z ∈ Rd we have that p(U,v)(z) ≥

0 and p∗(U,v)(z) ≥ 0. From Claim 3.2.9 we get that Ez∼N (µ,Σ)

[
p(U,v)(z)

]
≥

Ez∼N (µ,Σ)

[
p∗(U,v)(z)

]
and from Lemma 3.2.5 we get that Ez∼N (µ,Σ)

[
p∗(U,v)(z)

]
≥
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λm(µ, Σ) and therefore it holds that

E
z∼N (µ,Σ)

[
p(U,v)(z)

]
≥ λm(µ, Σ). (3.2.7)

What is left is to lower bound Ez∼N (µ,Σ,S)

[
p(U,v)(z)

]
with respect to the quantity

Ez∼N (µ,Σ)

[
p(U,v)(z)

]
. For this purpose we are going to use Theorem 2.6.1 and

the fact that N (µ, Σ; S) ≥ β. We define

γ =

(
1
C

β

8

)4

λm(µ, Σ) and S = {x ∈ Rd | p(U,v)(x) ≤ γ}

and applying Theorem 2.6.1 together with (3.2.7) we get that N (µ, Σ; S) ≤ β
2 .

Therefore, when calculating the expectation Ez∼N (µ,Σ,S)

[
p(U,v)(z)

]
at least the

half of the mass of the mass of N (µ, Σ, S) is in points z such that z 6∈ S. This

implies that

E
z∼N (µ,Σ,S)

[
p(U,v)(z)

]
≥ 1

2
γ =

1
213

(
β

C

)4

λm(µ, Σ),

and the lemma follows.

3.2.2 Initialization with the Empirical Mean and Covariance

In order to efficiently optimize the negative log-likelihood and maintain its strong-

convexity we need to search over a set of parameters that assign significant mea-

sure to the truncation set we consider. In addition, we need that the initial point

of our algorithm lies in that set and satisfies this condition.

Before defining the appropriate set of parameters for the Projected Gradient

Descent algorithm, we prove that a good initialization for PSGD is the empirical

mean and the empirical covariance matrix of the truncated distributionN (µ, Σ, S).

We begin by showing that only few truncated samples suffice to obtain accu-

rate estimates µ̂S and Σ̂S of the mean and covariance.
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Lemma 3.2.10 (Concentration of Empirical Mean and Empirical Covariance). Let

(µS, ΣS) be the mean and covariance of the truncated GaussianN (µ, Σ, S) where S ⊆ Rd

such that N (µ, Σ; S) = α. Using Õ( d
ε2 log(1/α) log2(1/δ)) samples, we can compute

estimates µ̂S and Σ̂S such that

∥∥∥Σ−1/2(µ̂S − µS)
∥∥∥

2
≤ ε and (1− ε)ΣS � Σ̂S � (1 + ε)ΣS

with probability at least 1− δ.

Proof. Let {x(i)}n
i=1 be the set of n i.i.d samples drawn from the truncated Gaus-

sian N (µ, Σ, S). Let also µ̂S = 1
n ∑n

i=1 x(i) be the empirical mean and Σ̂S =

1
n ∑n

i=1(x(i) − µ̂S)(x(i) − µ̂S)
T be the empirical covariance matrix.

If we show the desired inequalities for (µ, Σ) = (0, I), then we the general case

follows too by applying a simple affine transformation to the samples x(i) and the

set S. Hence we assume without loss of generality that (µ, Σ) = (0, I).

The n samples x(i) drawn from N (0, I, S), can be seen as O(n/α) samples

from N (0, I) where we only keep those that follows inside the set S. Using the

well known concentration of measure result about the maximum of K standard

normal variables we get that with probability at least 1− δ, for all samples i and

coordinates j, it holds that
∣∣∣x(i)j

∣∣∣ ≤ log
(

nd
αδ

)
. Hence if we condition on that event

we can use Hoeffding’s inequality and we get that

P

(∣∣∣µ̂S,j − µS,j

∣∣∣ ≥ ε√
d

)
≤ 2 exp

(
− nε2

d log(1/αδ)

)
.

Therefore, if n ≥ Ω(
d log(nd/αδ) log(1/δ)

ε2 ), n samples are sufficient to learn µS with

error ε with probability 1− δ.

The same way we can use the matrix concentration inequality Corollary 5.52

of [Ver10] to get that with probability at least 1− δ is holds that

(1− ε)ΣS � Σ̂S � (1 + ε)ΣS
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provided that n ≥ Ω(d/ε2 log(nd/αδ) log(d/δ)). The lemma then follows if we

set n to be Θ̃(d/ε2 log2(1/αδ)).

Our next goal is to show that the distance of the estimates µ̂S and Σ̂S to the

true parameters µ, Σ is a constant that depends only on the mass α of the set S.

We do this by first considering the distance between µ, Σ and the true mean and

covariance of the truncated Gaussian distribution N (µ, Σ, S) which we denote by

µS and ΣS.

Lemma 3.2.11 (Truncated vs Non-truncated Parameters). Let (µS, ΣS) be the mean

and covariance matrix of the truncated Gaussian N (µ, Σ, S) with N (µ, Σ; S) = α. Then

the following statements hold

1. ‖µS − µ‖Σ
≤ O

(√
log 1

α

)
,

2. ΣS � Ω(α2)Σ, and

3.
∥∥∥Σ−1/2ΣSΣ−1/2 − I

∥∥∥
F
≤ O

(
log 1

α

)
.

Proof. As in the proof of Lemma 3.2.10 we can assume that (µ, Σ) = (0, I) and

then the general case follows by applying an affine transformation to µ, Σ and

S. Hence we assume without loss of generality that µ = 0, Σ = I. Once we

have established that we have an additional freedom to transform the space. In

particular, after applying the aforementioned affine transformation we have that

µ = 0 and Σ = I, hence if we apply any additional unitary transformation of the

space we still have µ = 0 and Σ = I. Additionally we know that since ΣS is a

symmetric matrix, it can be diagonalized by a unitary matrix. Therefore we can

apply also this transformation of the space that does not change anything in the

results of this lemma since it is unitary. We conclude that we can assume without

loss of generality that µ = 0, Σ = I and that ΣS is a diagonal matrix with entries

λ1 ≤ · · · ≤ λd.

Proof of 1. We will show that

‖µS‖2 ≤
√

2 log
1
α
+ 1
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which implies 1. for arbitrary µ, Σ after applying the standard transformation that

we discussed in the beginning of the proof. Consider the direction of the sample

mean µ̂S. The worst case subset S ⊂ Rd of mass at least α that would maximize

‖µS‖2 =
Ex∼N (0,I)[1x∈SxT µ̂S]

Ex∼N(0,I)[1x∈S]
is obviously the following:

S =
{

xTµ̂S > F−1(1− α)
}

where F is the CDF of the standard normal distribution. Since α = 1− F(t) ≤

e−
t2
2 , we have that t ≤

√
2 log( 1

α ). The bound follows for the simple inequality

Ex∼N(0,1)[x|x ≥ t] ≤ 1 + t.

Proof of 2. We want to bound the expectation λ1 = Ex∼N (0,I,S)[(x1− µS,1)
2]. Since

N (0, I; S) = α, the worst case set, i.e the one that minimizes λ1, is the one that has

α mass as close as possible to the hyperplane x1 = µS,1. However, the maximum

mass that the N (0, I) Gaussian places at the set {x1 | |x1 − µS,1| < c} is at most

2c as the density of the standard univariate Gaussian N (0, 1) is at most 1. Thus

the Ex∼N (0,I,S)[(x1 − µS,1)
2] is at least the variance of the uniform distribution

U[−α/2, α/2] which is α2/12. Thus λi ≥ λ1 ≥ α2/12.

Proof of 3. Finally, case 3, follows from Theorem 2.5.2. Consider any large set

{x(i)}n
i=1 of n samples from N (µ, Σ). Theorem 2.5.2 implies that with probability

1− o(1/n), for all T ⊆ [n] with |T| = Θ(αn), we have that∥∥∥∥∥∑
i∈T

1
|T|x

(i)x(i)T − I

∥∥∥∥∥
F

≥ Ω (log(1/α)) .

In particular, the same is true for the set of Θ(αn) samples that lie in the set

S. As n → ∞ the empirical second moment ∑ib∈T
1
|T|x

(i)x(i)T converges to ΣS +

µSµT
S . We thus obtain that

∥∥ΣS + µSµT
S − I

∥∥
F ≤

√
O (log(1/α)), which implies

that ‖ΣS − I‖F ≤
√

O (log(1/α)) + µSµT
S ≤ O (log(1/α)).

An immediate corollary of Lemma 3.2.10 and Lemma 3.2.11 combined with The-

orem 2.5.2 is the following.
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Corollary 3.2.12 (Empirical Parameters vs True Parameters). The empirical mean µ̂S

and covariance Σ̂S computed using Õ(d2 log2(1/αδ)) samples from a truncated Normal

N (µ, Σ, S) with N (µ, Σ; S) = α satisfies with probability at least 1− δ the following

1. ‖µ̂S − µ‖Σ
≤ O(

√
log 1

α ),

2. Σ̂S � Ω(α2)Σ,

3.
∥∥∥Σ−1/2Σ̂SΣ−1/2 − I

∥∥∥
F
≤ O(log 1

α ).

Proof. The first two properties follow by applying Lemma 3.2.10 with ε = 1/2 to

Lemma 3.2.11. The last one follows by Theorem 2.5.2, using an identical argument

to the proof of part 3. of Lemma 3.2.11. Note that the required sample complexity

has a quadratic dependence on d as it is necessary for closeness in Frobenius

norm, and as it is required by Theorem 2.5.2.

3.2.3 A Set of Parameters with Non-Trivial Mass

In the previous section, in Corollary 3.2.12, we showed that the empirical mean

µ̂S and the empirical covariance matrix Σ̂S of the truncated Gaussian distribution

N (µ∗, Σ∗, S) using n = Õ
(
d2) samples are close to the true parameters µ∗, Σ∗.

In this section, in Lemma 3.2.13, we show that these guarantees are sufficient

to show that the Gaussian distribution N (µ̂S, Σ̂S) assigns constant mass to the set

S. This way we can define, based on µ̂S and on Σ̂S, a convex set of parameters

with the property that every Gaussian distribution with parameters in this set

assigns constant mass to the set S. This set of parameters is the one that we use to

run the Projected Stochastic Gradient Descent algorithm in Section 3.2.4 to prove

our Theorem 3.1.1. We begin with the statement and the proof of Lemma 3.2.13.

Lemma 3.2.13. Consider two Gaussian distributions N (µ1, Σ1) and N (µ2, Σ2), such

that for some B ∈ R+

1.
∥∥∥I − Σ1/2

1 Σ−1
2 Σ1/2

1

∥∥∥
F
≤ B,

2. 1
B · I � Σ−1/2

1 Σ2Σ−1/2
1 � B · I,
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3.
∥∥∥Σ−1

2 Σ1/2
1 (µ1 − µ2)

∥∥∥
2
≤ B.

Suppose that for a set S ⊆ Rd we have that N (µ1, Σ1; S) ≥ α. Then N (µ2, Σ2; S) ≥

(α/12)23B5
.

Proof. Using the same argument as in the beginning of the proof of Lemma

3.2.11 we may assume without loss of generality that (µ1, Σ1) = (0, I) and that

Σ2 = diag(λ1, . . . , λd). Also, for simplicity we use µ to denote µ2. Hence the

assumptions of the lemma can be rewritten as

1. ∑i(1− 1/λi)
2 < B2,

2. 1/B < λi < B, and

3.
√

∑i(µ
2
i /λi) < B.

The first two bounds also imply that

∑
i
(1− λi)

2 < B4. (3.2.8)

We begin the proof of the lemma by observing that

N (µ2, Σ2; S) = E
x∼N (µ1,Σ1)

[
1{x ∈ S} · N (µ2, Σ2; x)

N (µ1, Σ1; x)

]
. (3.2.9)

Also via simple calculations we have that

N (µ2, Σ2; x)
N (µ1, Σ1; x)

= exp

(
−∑

i

[
(xi − µi)

2

λi
− x2

i + log λi

])
. (3.2.10)

Our next step is to show that for a random x ∼ N (µ1, Σ1) with probability

higher than 1− α/2 the ratio N (µ2,Σ2;x)
N (µ1,Σ1;x) is larger than some bound T. This implies

that

N (µ2, Σ2; S) = E
x∼N (µ1,Σ1)

[
1{x ∈ S} · N (µ2, Σ2; x)

N (µ1, Σ1; x)

]
≥ a

2
· T. (3.2.11)
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To obtain the bound T, we make the following observations based on our assump-

tions 1. - 3.

(a) if λi < 1/2, then (xi−µi)
2

λi
− x2

i + log λi ≤ Bx2
i − 2 xiµi

λi
+

µ2
i

λi
,

(b) if λi > 2, then (xi−µi)
2

λi
− x2

i + log λi <
µ2

i
λi
− 2 xiµi

λi
+ log B, and

(c) if λi ∈ [1/2, 2], then

(xi − µi)
2

λi
− x2

i + log λi <

(
1
λi
− 1
)

x2
i +

µ2
i

λi
− 2

xiµi

λi
+ log λi.

By (3.2.8) we have ‖λ− 1‖2
2 ≤ B4 and hence the total number of eigenvalues λi

that satisfy λi 6∈ [1/2, 2] is at most 4B4.

If we group together all i with λi < 1/2 then using Theorem 2.5.1 we have that

P
x∼N (0,I)

(
∑

i:λi<1/2
Bx2

i > 8B5 log(6/α)

)
≤ α

6
(3.2.12)

where we have also used the fact that the summation has at most 4B4 terms.

We also have the following inequality

P
x∼N (0,I)

(
−2 ∑

i

xiµi

λi
≥ B3/2 log(6/α)

)
≤ α

6
(3.2.13)

where we have used concentration of measure for the random variable wTx, with

wi =
µi
λi

, that follows a single dimensional Gaussian distribution with mean 0 and

variance ‖w‖2
2. To bound ‖w‖2 in (3.2.13) we have used the third assumption of

the lemma that implies

‖w‖2 =

√
∑

i

µ2
i

λ2
i
≤
√

B

(√
∑

i

µ2
i

λi

)
≤ B3/2.

If we group together all i with λi ∈ [1, 2] then using Theorem 2.5.1 with ai = 1− 1
λi
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we have that

P
x∼N (0,I)

 ∑
i:λi∈[1,2]

(
1
λi
− 1
)
(x2

i − 1) ≥ 2

√√√√ ∑
i:λi∈[1,2]

(
1
λi
− 1
)2

log
12
α

 ≤ α

12
. (3.2.14)

If we group together all the eigenvalues with λi ∈ [1/2, 1] then using Theorem
2.5.1 we have that

P
x∼N (0,I)

 ∑
i:λi∈[ 1

2 ,1]

(
1
λi
− 1
)
(x2

i − 1) ≥ 2

√√√√ ∑
i:λi∈[ 1

2 ,1]

(
1
λi
− 1
)2

log
12
α

+ 4 log
12
α

 ≤ α

12
. (3.2.15)

Now we combine (3.2.14) with (3.2.15) and using the first assumption of the

lemma, namely that ∑i(1/λi − 1)2 < B2, we get that

P
x∼N (0,I)

 ∑
i:λi∈[ 1

2 ,2]

(
1
λi
− 1
)

x2
i ≥ ∑

i:λi∈[ 1
2 ,2]

(
1
λi
− 1
)
+ (4 + 2B) log

12
α

 ≤ α

6
.

Moreover, for all λi ∈ [1/2, 2], it holds that (1/λi − 1) + log λi ≤ 4(λi − 1)2 which

combined with the above inequality gives us

P
x∼N (0,I)

 ∑
i:λi∈[ 1

2 ,2]

[(
1
λi
− 1
)

x2
i + log λi

]
≥ ∑

i:λi∈[ 1
2 ,2]

4
(
λ2

i − 1
)
+ (4 + 2 · B) log

12
α

 ≤ α

6

where if we apply (3.2.8) then we get that

P
x∼N (0,I)

 ∑
i:λi∈[ 1

2 ,2]

[(
1
λi
− 1
)

x2
i + log λi

]
≥ 4B4 + (4 + 2 · B) log

12
α

 ≤ α

6
. (3.2.16)

We now combine everything together. Using (a), (b) and (c) we have that

∑
i

[
(xi − µi)

2

λi
− x2

i + log λi

]
= ∑

i:λi<1/2
Bx2

i − 2 ∑
i

xiµi

λi

+ ∑
i:λi∈[ 1

2 ,2]

[(
1
λi
− 1
)

x2
i + log λi

]
+ ∑

i:λi>2
log B.
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If in the above expression we use the equations (3.2.12), (3.2.13), and (3.2.16) to-

gether with the fact that the number of λi’s that have λi > 2 is at most 4B4, as we

noted below the statement (a) - (c), we get the following

P
x∼N (0,I)

(
∑

i

[
(xi − µi)

2

λi
− x2

i + log λi

]
≥ 23 · B5 · log

(
12
α

))
≤ α

2
. (3.2.17)

Finally, the lemma follows from equations (3.2.11), (3.2.10), and (3.2.17).

Our next goal is to apply Lemma 3.2.13 to bound the measure assigned to S

by N (µ̂S, Σ̂S). For this, we need to convert the bounds given by Corollary 3.2.12

to those required to apply Lemma 3.2.13.

Proposition 3.2.14. It holds that

.
∥∥∥I − Σ∗1/2Σ̂S

−1
Σ∗1/2

∥∥∥
F
≤ O

(
log(1/α)

α2

)
and∥∥∥I − Σ̂S

1/2
Σ∗−1Σ̂S

1/2
∥∥∥

F
≤ O

(
log(1/α)

α2

)
,

. Ω(α2) · I � Σ∗−1/2Σ̂SΣ∗−1/2 ≤ O
(

1
α2

)
· I and

Ω(α2) · I � Σ̂S
−1/2

Σ∗Σ̂S
−1/2 � O

(
1
α2

)
· I,

.
∥∥∥Σ̂S

−1
Σ∗1/2(µ̂S − µ∗)

∥∥∥
2
≤ O

(
log(1/α)

α2

)
and∥∥∥Σ∗−1Σ̂S

1/2
(µ̂S − µ∗)

∥∥∥
2
≤ O

(
log(1/α)

α2

)
.

Proof. Using the same argument as in the beginning of the proof of Lemma 3.2.11

we may assume without loss of generality that (µ∗, Σ∗) = (0, I) and that Σ̂S =

diag(λ1, . . . , λd). Also, for simplicity we use µ to denote µ̂S.

From parts 1. and 2. of Corollary 3.2.12 we have that

∥∥∥I − Σ∗1/2Σ̂S
−1

Σ∗1/2
∥∥∥

F
= ∑

i

(
1− 1

λi

)2

≤ 1
α2 ∑

i
(1− λi)

2 ≤ O
(

log(1/α)

α2

)
.

From parts 1. and 2. of Corollary 3.2.12 and the fact that the Frobenius norm is
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an upper bound to the spectral norm we have that

Ω(α2) · I � Σ∗−1/2Σ̂SΣ∗−1/2 � O
(

log
1
α

)
· I � O

(
1
α2

)
· I. (3.2.18)

From parts 2. and 3. of Corollary 3.2.12 we have that

∥∥∥Σ̂S
−1

Σ∗1/2(µ̂S − µ∗)
∥∥∥

2
= ∑

i

1
λ2

i
µ2

i ≤ O
(

log(1/α)

α2

)
.

Similarly from parts 1. and 2. of Corollary 3.2.12 we have that

∥∥∥I − Σ̂S
∗1/2

Σ∗−1Σ̂S
∗1/2

∥∥∥
F
= ∑

i
(1− λi)

2 ≤ O (log(1/α)) .

Also (3.2.18) directly implies that

Ω(α2) · I � Σ̂S
−1/2

Σ∗Σ̂S
−1/2 � O

(
1
α2

)
· I.

Finally from parts 2. and 3. of Corollary 3.2.12, we have that

∥∥∥Σ̂S
−1

Σ∗1/2(µ1 − µ2)
∥∥∥

2
= ∑

i
λ2

i µ2
i ≤ O

(
log(1/α)

α2

)
.

Proposition 3.2.14 implies that Lemma 3.2.13 can be invoked with B = O
(

log(1/α)
α2

)
to obtain the following.

Corollary 3.2.15. Consider a truncated normal distribution N (µ∗, Σ∗, S) with

N (µ∗, Σ∗; S) ≥ α > 0.

The estimates (µ̂S, Σ̂S) obtained by Corollary 3.2.12, satisfy N (µ̂S, Σ̂S; S) ≥ cα for some

constant cα that depends only on the constant α.
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Corollary 3.2.16. Consider a truncated normal distribution N (µ∗, Σ∗, S) with

N (µ∗, Σ∗; S) ≥ α > 0.

Let (µ̂S, Σ̂S) be the estimate obtained by Corollary 3.2.12 and let (µ, Σ) be any estimate

that satisfies

.
∥∥∥I − Σ̂S

1/2
Σ−1Σ̂S

1/2
∥∥∥

F
≤ O

(
log(1/α)

α2

)
,

. Ω(α2) · I � Σ̂S
1/2

Σ−1Σ̂S
1/2 � O

(
1
α2

)
· I,

.
∥∥∥Σ−1Σ̂S

1/2
(µ̂S − µ)

∥∥∥
2
≤ O(

log(1/α)
α2 ).

Then, N (µ, Σ; S) ≥ cα for some constant cα that depends only on the constant α.

3.2.4 Analysis of SGD – Proof of Theorem 3.1.1

As we explained in the introduction, our estimation algorithm is projected stochas-

tic gradient descent for maximizing the population log-likelihood function with

the careful choice of the projection set. Because the proof of consistency and ef-

ficiency of our algorithm is technical we first present an outline of the proof and

then we present the individual lemmas for each step.

The framework that we use for our analysis is based on the Chapter 14 of

[SSBD14]. In this framework the goal is to minimize a convex function f : Rk → R

by doing gradient steps but with noisy unbiased estimations of the gradient. For

us k is equal to d2 + d since we need to estimate the entries of the mean vector

and the covariance matrix. The following algorithm describes projected stochastic

gradient descent applied to a convex function f , with projection set Dr ⊆ Rk. We

will define formally the particular set Dr that we consider in Definition 3.2.18. For

now Dr should be thought of an arbitrary convex subset of Rk.
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Algorithm (A). Projected SGD for Minimizing a λ-Strongly Convex Function.

1: w(0) ← arbitrary point in Dr . (a) initial feasible point

2: for i = 1, . . . , M do

3: Sample v(i) s.t. E
[
v(i) | w(i−1)

]
∈ ∂ f (w(i−1)) . (b) estimation of gradient

4: r(i) ← w(i−1) − 1
λ·i v

(i)

5: w(i) ← argminw∈Dr

∥∥∥w− r(i)
∥∥∥ . (c) projection step

6: return w← 1
M ∑M

i=1 w(i)

Our goal is to apply the Algorithm (A) to the negative log-likelihood function

that we defined in (3.2.5). In order to apply Algorithm (A) we have to first solve

the following three algorithmic problems

(a) initial feasible point: efficiently compute an initial feasible point in Dr,

(b) unbiased gradient: efficiently sample an unbiased estimation of ∇ f ,

(c) efficient projection: design an efficient algorithm to project to the set Dr.

Then our goal is to apply the following theorem of [SSBD14].

Theorem 3.2.17 (Theorem 14.11 of [SSBD14].). Let f : Rk → R be a convex function

and w(1), . . . , w(M) be the sequence produced by Algorithm (A), where v(1), . . . , v(M) is

a sequence of random vectors such that E
[
v(t) | w(t−1)

]
= ∇ f (w(t−1)) for all t ∈ [M],

and let w∗ = arg minw∈Dr f (w) be a minimizer of f . If we assume the following

(i) bounded variance step: E

[∥∥∥v(t)
∥∥∥2

2

]
≤ ρ2,

(ii) strong convexity: for all i ∈ [n], the function fi(·) is λ-strongly convex,

then, E [ f (w)]− f (w∗) ≤ ρ2

2λM (1 + log(M)) , where w is the output of Algorithm (A).

Unfortunately, none of the properties (i), (ii) hold for all vectors w ∈ Rd and

hence we cannot use vanilla SGD. For this reason, we add the projection step.

We identify a projection set Dr∗ such that log-likelihood satisfies both (i) and

(ii) for all vectors w ∈ Dr∗ . We to describe the domain Dr∗ of our projected
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stochastic gradient ascent in the transformed space where we have applied an

affine transformation such that µ̂S = 0 and Σ̂S = I. The domain is parameterized

by the positive number r and is defined as follows

Definition 3.2.18 (Projection Set). We define

Dr =
{
(ν, T)

∣∣∣ ‖ν‖2 ≤ r, ‖I − T‖F ≤ r,
∥∥∥T−1

∥∥∥
2
≤ r

}
. (3.2.19)

We set r∗ = O(log(1/α)/α2). Given x ∈ Rk we say that x is feasible if and only if

x ∈ Dr∗ .

Observe that Dr is a convex set as the constraint
∥∥T−1

∥∥
2 ≤ r an infinite set of

linear, with respect to T , constraints of the form xTTx ≥ 1/r for all x ∈ Rd.

Moreover, in Algorithm 3 we present an efficient procedure to project any point

in our space to Dr. Using the projection to Dr∗ , we can prove (i) and (ii) and

hence we can apply Theorem 3.2.17. The last step is to transform the conclusions

of Theorem 3.2.17 to guarantees in the parameter space. For this we use again the

strong convexity of f which implies that closeness in the objective value translates

to closeness in the parameter space. For this argument we also need the following

property:

(iii) feasibility of optimal solution: w∗ ∈ Dr∗ .

Outline of the Proof of Theorem 3.1.1. The proof proceeds by solving the afore-

mentioned algorithmic problems (a) - (c) and the statistical problems (i) - (iii).

1. In Section 3.2.4 we describe our initialization step which solves problem (a).

2. We start in Section 3.2.4 we describe the rejection sampling algorithm to get

an unbiased estimate of the gradient which solves the problem (b).

3. In Section 3.2.4 we present a detailed analysis of our projection onto the set

Dr algorithm which gives a solution to algorithmic problem (c).

4. In Section 3.2.4 we present a proof of the (i) bounded variance property. For

the property (ii) strong convexity we use Lemma 3.2.8 from Section 3.2.1.
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5. The feasibility of the optimal solution follows directly from Corollary 3.2.12

which resolves the problem (iii).

6. Finally in Section 3.2.4 we use all the mentioned results to prove our main

Theorem 3.1.1.

We define t = T[ and w =

t

v

 for simplicity. Our algorithm iterates over the

estimation w of the true parameters w∗. Let also O the sample oracle from the

unknown distribution N (µ∗, Σ∗, S).

Initialization Step

The initialization step of our algorithm computes the empirical mean µ̂ and the

empirical covariance matrix Σ̂ of the truncated distribution N (µ∗, Σ∗, S) using

n = Õ
(

d2

ε2

)
samples x1, . . . , xn.

µ̂S =
1
n

n

∑
i=1

xi, Σ̂S =
1
n

n

∑
i=1

(xi − µ̂S) (xi − µ̂S)
T . (3.2.20)

Then, we apply the affine transformation in our basis so that µ̂S = 0 and Σ̂S = I.

Then we set our initial estimate w(0) =

I[

0

.

Unbiased Estimation of the Gradient

From Section 3.2.1 given some parameters (ν, T) the expected gradient of the

population log-likelihood function ` is equal to

− E
x∼N (µ∗,Σ∗,S)

(−1
2 xxT

)[
x

+ E
z∼N (T−1ν,T−1,S)

(−1
2 zzT

)[
z

 .

To compute an unbiased estimate of the first term we use one of the samples

provided by the oracle O. To compute an unbiased estimate of the second term

we sample a vector z from N (T−1ν, T−1) and we check if z ∈ S using MS. If z is

in S then we use it to get an unbiased estimate of the second term of the gradient,
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otherwise we repeat the rejection sampling procedure until we succeed. From

the definition of the projection set Dr and from Corollary 3.2.16 we have that this

rejection sampling procedure takes only O(1/cα) samples, with high probability,

where cα is the constant from Corollary 3.2.16.

Projection Algorithm

The next Lemma 3.2.19 shows gives the missing details and proves the correctness

of Algorithm 3.

Lemma 3.2.19. Given (ν′, T ′), there exists an efficient algorithm that solves the following

problem which corresponds to projecting (ν, T) to the set Dr

argmin
(ν,T)∈Dr

∥∥ν− ν′
∥∥2

2 +
∥∥T − T ′

∥∥2
F .

Proof. Because of the form of Dr and the objective function of our program, ob-

serve that we can project ν and T separetely. The projection of ν′ to Dr is the

solution of the following problem arg minν:‖ν‖2≤r ‖ν− ν′‖2
2 which has a closed

form. So we focus on the projection of T .

To project T to Dr we need to solve the following program.

argmin
T

∥∥T − T ′
∥∥2

F

s.t. ‖T − I‖2
F ≤ r2

T � 1
r

I

Equivalently, we can perform binary search over the Lagrange multiplier λ and

at each step solve the following program.

arg min
T

∥∥T − T ′
∥∥2

F + λ ‖T − I‖2
F

s.t. T � 1
r

I
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After completing the squares on the objective, we can set H = I − 1
1+λ (T ′ + λI)

and make the change of variables R = I − T and solve the program.

arg min
T
‖R− H‖2

F

s.t. R �
(

1− 1
r

)
I

Observe now that without loss of generality H is diagonal. If this is not the case

we can compute the singular value decomposition of H and change the base of

the space so that H is diagonal. Then, after finding the answer to this case we

transform back the space to get the correct R. When H is diagonal the solution to

this problem is very easy and it even has a closed form.

Bound on the Variance of Gradient Estimation

As we explained before, apart from efficient projection (Lemma 3.2.19) and strong

convexity (Lemma 3.2.8) we also need a bound on the square of the norm of the

gradient vector in order to prove theoretical guarantees for our SGD algorithm.

Lemma 3.2.20. Let v(i) the gradient of the log likelihood function at step i as computed

in the line 6 of Algorithm 1. Let ν, T be the guesses of the parameters after step i − 1

according to which the gradient is computed with µ = T−1ν and Σ = T−1. Let µ∗, Σ∗

be the parameters we want to recover, with ν∗ = Σ∗−1µ∗ and T∗ = Σ∗−1. Define We

assume that (ν, T) ∈ Dr, (ν∗, T∗) ∈ Dr and that N (µ, Σ; S) ≥ β, N (µ∗, Σ∗; S) ≥ β.

Then, we have that

E

[∥∥∥v(i)
∥∥∥2

2

]
≤ 100

β
d2r2.

Proof. Let µ = T−1ν and Σ = T−1. According to Algorithm 2 and equation (3.2.3)
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we have that

E

[∥∥∥v(i)
∥∥∥2

2

]
= E

x∼N (µ∗,Σ∗,S)

 E
y∼N (µ,Σ,S)


∥∥∥∥∥∥
(−1

2 xxT
)[

x

−
(−1

2 yyT
)[

y

∥∥∥∥∥∥
2

2




≤ 3 E
x∼N (µ∗,Σ∗,S)


∥∥∥∥∥∥
(−1

2 xxT
)[

x

∥∥∥∥∥∥
2

2

+ 3 E
y∼N (µ,Σ,S)


∥∥∥∥∥∥
(−1

2 yyT
)[

y

∥∥∥∥∥∥
2

2

 .

In order to bound each of these terms we use two facts: (1) that the parameters

(µ∗, Σ∗), (µ, Σ) belong in Dr, (2) the measure of S is greater than β for both sets of

parameters, i.e. N (µ, Σ; S) ≥ β and N (µ∗, Σ∗; S) ≥ β. Hence, we will show how

to get an upper bound for the second term and the upper bound of the first term

follows the same way.

E
x∼N (µ,Σ,S)


∥∥∥∥∥∥
(−1

2 xxT
)[

x

∥∥∥∥∥∥
2

2

 =
1
2

E
x∼N (µ,Σ,S)

[∥∥∥xxT
∥∥∥2

F

]
+ E

x∼N (µ,Σ,S)

[
‖x‖2

2

]

≤ 1
2

1
β

E
x∼N (µ,Σ)

[∥∥∥xxT
∥∥∥2

F

]
+

1
β

E
x∼N (µ,Σ)

[
‖x‖2

2

]

We define ρ =
[
σ11 σ22 · · · σdd

]T
, by straightforward calculations of the last

two expressions we get that

E
x∼N (µ,Σ,S)


∥∥∥∥∥∥
(−1

2 xxT
)[

x

∥∥∥∥∥∥
2

2

 ≤ 2
β

(
‖Σ‖2

F + ‖ρ‖
4
2 + ‖ρ‖

2
2 ‖µ‖

2
2

+2µTΣµ + ‖µ‖4
2 + ‖ρ‖

2
2 + ‖µ‖

2
2

)
But from the fact that (ν, T) ∈ Dr we can get the following bounds

‖Σ‖2
F ≤ d · r, ‖ρ‖2

2 ≤ d · r, µTΣµ ≤ r, ‖µ‖2
2 ≤ r
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From which we get that

E
x∼N (µ,Σ,S)


∥∥∥∥∥∥
(−1

2 xxT
)[

x

∥∥∥∥∥∥
2

2

 ≤ 16
β
· d2 · r2

Finallly, we apply these bounds to the first bound for E

[∥∥∥v(i)
∥∥∥2

2

]
and the lemma

follows.

Proof of Theorem 3.1.1

Now we have all the ingredients to use the basic tools for analysis of projected

stochastic gradient descent. As we already explained, the formulation we use is

from Chapter 14 of [SSBD14].

Before stating the proof we present a simple lemma for strongly convex functions

that follows easily from the definition of strong convexity.

Lemma 3.2.21 (Lemma 13.5 of [SSBD14].). If f is λ-strongly convex and w∗ is a

minimizer of f , then, for any w it holds that

f (w)− f (w∗) ≥ λ

2
‖w−w∗‖2

2 .

Using Theorem 3.2.17, together with Lemmata 3.2.8, 3.2.20 and 3.2.21 we can get

our first theorem that bounds the expected cost of Algorithm 1. Then we can also

use Markov’s inequality to get and our first result in probability.

Lemma 3.2.22. Let µ∗, Σ∗ be the underline parameters of our model, f = −`, r∗ =

O
(

log(1/α)
α2

)
and also

β∗ = min
(ν,T)∈Dr

N (T−1ν, T−1; S) and λ∗ = min
(ν,T)∈Dr

λm(T−1ν, T−1) ≥ h(r∗).

then there exists a universal constant C > 0 such that

E [ f (w)]− f (w∗) ≤ C · h(r∗)
β5
∗
· d2

M
(1 + log(M)) ,
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where w is the output of Algorithm 1, and h(x) , x
4(1+x)2x2+

√
1+x

.

Proof. This result follows directly from Theorem 3.2.17, if our initial estimate w(0)

belongs to Dr∗ . To ensure this we set r∗ = O
(

log(1/α)
α2

)
and we apply Proposition

3.2.14 and the Lemma follows.

Using Lemma 3.2.22 and applying Markov’s inequality we get that

P

(
f (w)− f (w∗) ≥ 3C · h(r∗)

β5
∗

· d2

M
(1 + log(M))

)
≤ 1

3
. (3.2.21)

We can easily amplify the probability of success to 1− δ by repeating log(1/δ)

from scratch the optimization procedure and keeping the estimation that achieves

the maximum log-likelihood value. The high probability result enables the use of

Lemma 3.2.21 to get closeness in parameter space.

To get our estimation we first repeat the SGD procedure K = log(1/δ) times

independently, with parameter M each time. We then get the set of estimates

E = {w1, w2, . . . , wK}. Our ideal final estimate would be

ŵ = arg min
w∈E

`(w)

but we don’t have access to the exact value of `(w). Because of (3.2.21) we know

that, with high probability 1− δ, for at least the 2/3 of the points w in E it is

true that `(w) − `(w∗) ≤ η where η = 3C·h(r∗)
β5∗

· d2

M (1 + log(M)). Moreover we

will prove later that `(w) − `(w∗) ≤ η implies ‖w−w∗‖ ≤ c · η, where c is a

universal constant. Therefore with high probability 1− δ for at least the 2/3 of

the points w, w′ in E it is true that ‖w−w′‖ ≤ 2c · η. Hence if we set ŵ to be a

point that is at least 2c · η close to more that the half of the points in E then with

high probability 1− δ we have that f (w)− f (w∗) ≤ η.

Hence we can condition on the event f (ŵ) − f (w∗) ≤ 2C·h(r∗)
β5∗

· d2

M (1 + log(M))

and we only lose probability at most δ. Now remember that for Lemma 3.2.22

to apply we have r∗ = O
(

log(1/α)
α2

)
. Also, using Corollary 3.2.16 we get that

β∗ ≥ cα where is a constant cα that depends only on the constant α. Hence, with
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probability at least 1− δ we have that

f (ŵ)− f (w∗) ≤ c′α ·
d2

M
(1 + log(M)) ,

where c′α is a constant that depends only on α. Now we can use Lemma 3.2.21 to

get that

‖ŵ−w∗‖2 ≤ c′′α

√
d2

M
(1 + log(M)). (3.2.22)

Also, it holds that

‖ŵ−w∗‖2
2 = ‖ν− ν∗‖2

2 + ‖T − T∗‖2
F =

∥∥∥Σ−1µ− Σ∗−1µ∗
∥∥∥2

2
+
∥∥∥Σ−1 − Σ∗−1

∥∥∥2

F
.

Hence, for M ≥ Õ
(

d2

ε2

)
and using (3.2.22) we have that

∥∥∥Σ−1µ− Σ∗−1µ∗
∥∥∥2

2
+
∥∥∥Σ−1 − Σ∗−1

∥∥∥2

F
≤ ε.

The number of samples is O(KM) and the running time is poly(K, M, 1/ε, d).

Hence for K = log(1/δ) and M ≥ Õ
(

d2

ε2

)
our theorem follows.
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Algorithm 1 Projected Stochastic Gradient Descent. Given access to samples from
N (µ∗, Σ∗, S).

1: procedure Sgd(M, λ) . M: number of steps, λ: parameter

2: Compute µ̂S and Σ̂S and apply affine transformation so that µ̂S = 0 and

Σ̂S = I

3: w(0) ←

I[

0


4: for i = 1, . . . , M do

5: Sample x(i) from O

6: ηi ← 1
λ·i

7: v(i) ← GradientEstimation(x(i), w(i−1))

8: r(i) ← w(i−1) − ηiv(i)

9: w(i) ← ProjectToDomain(r(i))

10: w← 1
M ∑M

i=1 w(i) . Output the average.

11: w← Σ−1/2
S w + µ̂S . Apply inverse affine transformation

12: return w

Algorithm 2 The function to estimate the gradient of log-likelihood as in (3.2.3).

1: function GradientEstimation(x, w) . x: sample from N (µ, Σ, S)

2:

T[

ν

← w

3: µ← T−1ν

4: Σ← T−1

5: repeat

6: Sample y from N (µ, Σ)

7: until MS (y) = 1 . MS is the membership oracle of the set S.

8: return −

(−1
2 xxT

)[
x

+

(−1
2 yyT

)[
y



93



Algorithm 3 The function that projects a current guess back to the domain D.

1: function ProjectToDomain(r) . let r be the parameter of the domain Dr

2:

T[

ν

← r

3: ν′ ← arg minb:‖b‖≤r1
‖b− ν‖2

2

4: repeat binary search over λ

5: solve the projection problem

T ′ ← arg min
T ′�r3 I

∥∥T − T ′
∥∥2

F + λ
∥∥I − T ′

∥∥2
F

6: until a T ′ is found with minimum objective value and ‖I − T ′‖2
F ≤ r2

2

7: return (ν′, T ′)

Figure 3-1: Description of the Stochastic Gradient Descent (SGD) algorithm for
estimating the parameters of a truncated Normal.

3.3 Impossibility with Unknown Arbitrary Truncation

We have showed that if one assumes query access to the truncation set, the es-

timation problem for truncated Normals can be efficiently solved with very few

queries and samples.

If the truncation set is unknown, as we show in this section, it is information

theoretically impossible to produce an estimate that is closer than a constant in

total variation distance to the true distribution even for single-dimensional trun-

cated Gaussians.

To do this, we consider two Gaussian distributions N (µ1, σ2
1 ) and N (µ2, σ2

2 )

with

dTV(N (µ1, σ2
1 ),N (µ2, σ2

2 )) = α.

We show that there exist a distribution over truncation sets S1 with N (µ1, σ2
1 ; S1),

D1, and a distribution over truncation sets S2 with N (µ2, σ2
2 ; S2), D2, such that

a random instance {S1,N (µ1, σ2
1 )} with S1 drawn from D1 is indistinguishable
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from a random instance {S2,N (µ2, σ2
2 )} with S2 drawn from D2.

Lemma 3.3.1 (Indistinguishability with unknown set). Consider two single-dimensional

Gaussian distributions N (µ1, σ2
1 ) and N (µ2, σ2

2 ) with

dTV(N (µ1, σ2
1 ),N (µ2, σ2

2 )) = 1− α.

The truncated GaussianN (µ1, σ2
1 , S1) with an unknown set S1 such thatN (µ1, σ2

1 ; S1) =

α is indistinguishable from the distribution N (µ2, σ2
2 ; S2) with unknown set S2 such that

N (µ2, σ2
2 ; S2) = α.

Proof. We define the randomized family of sets Di: The random set Si ∼ Di is

constructed by adding every point x ∈ R with probability min
{
N (µ3−i,σ2

3−i;x)
N (µi,σ2

i ;x)
, 1
}

.

Now consider the distribution p with density 1
α min{N (µ1, σ2

1 ; x),N (µ2, σ2
2 ; x)}.

This is a proper distribution as dTV(N (µ1, σ2
1 ),N (µ2, σ2

2 )) = 1− α. Note that sam-

ples from p can be generated by performing the following rejection sampling pro-

cess: Pick a sample from the distribution N (µi, σ2
i ) and reject it with probability

min{N (µ3−i, σ2
3−i; x)/N (µi, σ2

i ; x), 1}.

We now argue that samples from the distribution N (µi, σ2
i ; Si) for a random

Si ∼ Di are indistinguishable from p. This is because an alternative way of sam-

pling the distribution N (µi, σ2
i ; Si) can be sampled as follows. Draw a sample x

from N (µi, σ2
i ) and then check if x ∈ Si. By the principle of deferred randomness,

we may not commit to a particular set Si only decide whether x ∈ Si after drawing

x as long as the selection is consistent. That is every time we draw the same x we

must output the same answer. This sampling process is identical to the sampling

process of p until the point where an xi is sampled twice. As the distributions

are continuous and every time a sample is accepted with probability α > 0 no

collisions will be found in this process.

The following corollary completes the proof of Theorem 3.1.2.

Corollary 3.3.2. For all α > 0, given infinitely many samples from a univariate normal

N (µ, σ2), which are truncated to an unknown set S of measure α, it is impossible to
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estimate parameters µ̂ and σ̂2 such that the distributions N (µ, σ2) and N (µ̂, σ̂2) are

guaranteed to be within 1−α
2 .

To see why the corollary is true, note that since it is impossible to distinguish

between the truncated Gaussian distributionsN (µ1, σ2
1 , S1) andN (µ2, σ2

2 , S2) with

dTV(N (µ1, σ2
1 ),N (µ2, σ2

2 )) > 1− α, any estimated N (µ̂, σ̂2) will satisfy either

dTV(N (µ1, σ2
1 ),N (µ̂, σ̂2)) >

1− α

2
or dTV(N (µ2, σ2

2 ),N (µ̂, σ̂2)) >
1− α

2
.

Remark 3.3.3. The construction in Lemma 3.3.1 uses random sets S1 and S2 that

select each point on the real line with some probability. One may use coarser sets

by including all points within some range ε of the randomly chosen points. In

this case the collision probability is no longer 0 and depends on ε. Given that no

collisions are seen the two cases are again indistinguishable. Moreover, for very

small ε, an extremely large number of samples are needed to see a collision.
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Chapter 4

Truncated Linear Regression

In this chapter, we provide a computationally and statistically efficient estima-

tor for the classical problem of truncated linear regression, where the dependent

variable y = wTx + ε and its corresponding vector of covariates x ∈ Rk are only

revealed if the dependent variable falls in some subset S ⊆ R; otherwise the exis-

tence of the pair (x, y) is hidden. This problem has remained a challenge since the

early works of [Tob58, Ame73, HW77, Bre96], its applications are abundant, and

its history dates back even further to the work of Galton, Pearson, Lee, and Fisher

[Gal97, PL08, Lee14, Fis31]. While consistent estimators of the regression coeffi-

cients have been identified, the error rates are not well-understood, especially in

high-dimensional settings.

Under a “thickness assumption” about the covariance matrix of the covari-

ates in the revealed sample, we provide a computationally efficient estimator for

the coefficient vector w from n revealed samples that attains `2 error Õ(
√

k/n),

almost recovering the guarantees of least squares in the standard (untruncated)

linear regression setting. Our estimator uses Projected Stochastic Gradient De-

scent (PSGD) without replacement on the negative log-likelihood of the truncated

sample. For the statistically efficient estimation we only need an oracle access to

the set S, which may otherwise be arbitrary. In order to achieve computational

efficiency also we need assume that S is a union of a finite number of intervals but

still can be very complicated. PSGD without replacement must be restricted to an
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appropriately defined convex cone to guarantee that the negative log-likelihood is

strongly convex, which in turn is established using concentration of matrices on

variables with sub-exponential tails. We perform experiments on simulated data

to illustrate the accuracy of our estimator.

As a corollary of our work, we show that SGD provably learns the parameters

of single-layer neural networks with noisy activation functions [NH10, BLC13,

GMDB16], given linearly many, in the number of network parameters, input-

output pairs in the realizable setting.

4.1 Formal Statement of the Result

In this chapter, we revisit the classical problem of truncated linear regression, which

has been a challenge since the early works of [Tob58, Ame73, HW77, Bre96]. Like

standard linear regression, the dependent variable y ∈ R is assumed to satisfy

a linear relationship y = wTx + ε with the vector of covariates x ∈ Rk, where

ε ∼ N (0, 1), and w ∈ Rk is some unknown vector of regression coefficients.

Unlike standard linear regression, however, neither x nor y are observed, unless

the latter belongs to some set S ⊆ R. Given a collection (x(i), y(i))i=1,...,n of samples

that survived truncation, the goal is to estimate w. In the closely related and easier

setting of censored linear regression, we are also given the set of covariates resulting

in a truncated response.

Let S ⊆ R be a measurable subset of the real line. We assume that we have

access to n truncated samples of the form (x(i), y(i)) generated as follows:

1. one x(i) ∈ Rk is picked arbitrarily,

2. the value y(i) is computed according to

y(i) = w∗Tx(i) + ε(i), (4.1.1)

where ε(i) is sampled from a standard normal distribution N (0, 1),

3. if y(i) ∈ S then return (x(i), y(i)), otherwise go to step 1 with the same i.
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Without any assumptions on the truncation set S, it is easy to see that no

meaningful estimation is possible. When k = 1 the regression problem becomes

the estimation of the mean of a Gaussian distribution that we presented in Chap-

ter 3. In this case the necessary and sufficient condition is that the Gaussian

measure of the set S is at least a constant α. When k > 1 though, for every x ∈ Rk

we have a different α(x) defined as we can see in the following definition.

Definition 4.1.1 (Survival Probability). Let S be a measurable subset of R.

Given x ∈ Rk and w ∈ Rk we define the survival probability α(w, x; S) of the

sample with feature vector x and parameters w as

α(w, x; S) = N (wTx, 1; S).

When S is clear from the context we may refer to α(w, x; S) simply as α(w, x).

Since S has a different mass for every x, the assumption that we need in this

regime is more complicated than the assumption that we used in Chapter 3. A

natural candidate assumption, for the setting of this Chapter, is that for every x(i)

the mass α(w, x(i)) is large enough. We propose an even weaker condition which

is sufficient for recovering the regression parameters and only lower bounds an

average of α(w, x(i)).

Assumption 4.1.2 (Constant Survival Probability Assumption). Let (x(1), y(1)),

. . . , (x(n), y(n)) be samples from the regression model (4.1.1). There exists a con-

stant a > 0 such that

n

∑
i=1

log
(

1
α(x(i), w∗)

)
x(i)x(i)T � log

(
1
a

) n

∑
i=1

x(i)x(i)T.

Our second assumption involves only the x(i)’s that we observe and is similar to

the usual assumption in linear regression that covariance matrix of x(i)’s has high

enough variance in every direction.
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Assumption 4.1.3 (Thickness of Covariance Matrix of Covariates Assump-

tion). Let X be the k× k matrix defines as X = 1
n ∑n

i=1 x(i)x(i)T, where x(i) ∈ Rk.

Then for every i ∈ [n], it holds that

X � log(k)
n

x(i)x(i)T, and X � b2 · I1

for some value b ∈ R+.

The aforementioned thickness assumption can also be replaced by the assumption

(1) X � I, and (2)
∥∥∥x(i)

∥∥∥2

2
≤ n

log(k) , for all i ∈ [n]. This pair of assumptions

hold with high probability if the covariates are sampled from some well-behaved

distribution, e.g. a multi-dimensional Gaussian.

We continue with the formal statement of our main theorem about the param-

eter estimation of the truncated linear regression model (4.1.1).

Theorem 4.1.4. Let (x(1), y(1)), . . . , (x(n), y(n)) be n samples from the linear regression

model (4.1.1) with parameters w∗, such that
∥∥∥x(i)

∥∥∥
∞
≤ B, and ‖w∗‖2 ≤ C. If Assump-

tions 4.1.2 and 4.1.3 hold, then there exists an algorithm with success probability at least

2/3, that outputs ŵ ∈ Rk such that

‖ŵ−w∗‖2 ≤ poly(1/a) · B · C
b2 ·

√
k
n

log(n).

Moreover if the truncation set S is a union of r intervals then the algorithm runs in time

poly(n, r, k, 1/a).

We conclude this section with some applications of our result as well as a

high-level overview of the techniques involved in proving the above result.

Learning Single-Layer Neural Networks with Noisy Activation Functions. Our

main result implies as an immediate corollary the learnability, via SGD, of single-

layer neural networks with noisy Relu activation functions proposed by [NH10,
1We want to highlight that the assumption X � b2 · I in Assumption 4.1.3 can be eliminated

if we allow the error to be measured in the Mahalanobis distance with scale matrix X. We prefer
to keep this assumption throughout the chapter due to the simplicity of exposition of the formal
statements and the proofs but it is not hard to see that all our proofs generalize.
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BLC13, GMDB16]. The noisy Relu activations, considered in these papers for the

purposes of improving the stability of gradient descent, are similar to the standard

Relu activations, except that noise is added to their inputs before the application

of the non-linearity. In particular, if z is the input to a noisy Relu activation, its

output is max{0, z + ε}, where ε ∼ N (0, 1). In turn, a single-layer neural network

with noisy Relu activations is a random mapping, fw : x 7→ max{0, wTx + ε},

where ε ∼ N (0, 1).

We consider the learnability of single-layer neural networks of this type in the

realizable setting. In particular, given a neural network fw of the above form, and

a sequence of inputs x(1), . . . , x(n), suppose that y(1), . . . , y(n) are the (random)

outputs of the network on these inputs. Given the collection (x(i), y(i))n
i=1 our

goal is to recover w. This problem can be trivially reduced to the main learning

problem studied in this chapter as a special case where: (i) the truncation set

is very simple, namely the half open interval [0,+∞); and (ii) the identities of

the inputs x(i) resulting in truncation are also revealed to us, namely we are in

a censoring setting rather than a truncation setting. As such, our more general

results are directly applicable to this setting. See also Section 4.3.

4.1.1 Overview of the Techniques.

We present a high-level overview of our time- and statistically-efficient algorithm

for truncated linear regression (Theorem 4.1.4). Our algorithm, shown in Figure

4-1, is Projected Stochastic Gradient Descent (PSGD) without replacement on the

negative log-likelihood of the truncated samples. Notice that we cannot write a

closed-form expression for the negative log-likelihood, as the set S can be very

complicated. Indeed, for the statistical efficiency we only need to assume that

we have oracle access to this set and can thus not write down a formula for the

measure of S under different estimates of the coefficient vector w. While we

cannot write a closed-form expression for the negative log-likelihood, it is not

hard to see that the negative log-likelihood is still convex with respect to w for
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arbitrary truncation sets S ⊆ R.

To effectively run the Stochastic Gradient Descent without replacement on the

negative log-likelihood, we need however to ensure that the algorithm remains

within a region where it is strongly convex. To accomplish this we define a convex

set of vectors (w) in Definition 4.2.3 and show in Theorem 4.2.7 that the nega-

tive log-likelihood is strongly convex on that set; see in particular (4.2.14) in the

statement of the theorem, whose left hand side is the Hessian of the negative

log-likelihood. We also show that this set contains the true coefficient vector in

Lemma 4.2.8. Finally, we show that we can efficiently project on this set; see

Section 4.2.5.

Thus we run our Projected Stochastic Gradient Descent without replacement

procedure on this set. As we have already noted, we have no closed-form ex-

pression for the negative log-likelihood or its gradient. Nevertheless, we show

that, given oracle access to set S, we can get an un-biased sample of the gradi-

ent. If (x(t), y(t)) is a sample processed by PSGD without replacement at step

t, and wt the current iterate, we perform rejection sampling to obtain a sample

from the Gaussian N (w(t)Tx(t), 1) conditioned on the truncation set S, in order

to compute an unbiased estimate of the gradient as per Eq. (4.2.4). The rejection

sampling that we use could be computationally inefficient. For this reason to get

a computationally efficient algorithm we also assume that the set S is a union of

r subintervals. In this case we can use a much faster sampling procedure and get

an efficient algorithm as a result, as we explain in Appendix B.2.

Once we have established the strong convexity of the negative log-likelihood

as well as the efficient procedure to sample unbiased estimated of its gradi-

ent, we are ready to analyze the performance of the PSGD without replace-

ment. The latter is a very challenging topic in the Machine Learning and only

very recently there have been works that analyze PSGD without replacement

[Sha16, PVRB18, NJN19]. In this chapter we use the framework and the results of

[Sha16] to analyze our algorithms.
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4.2 Estimation of Truncated Linear Regression

In this section we present the proof that leads to our main result in this chapter,

Theorem 4.1.4. The postpone the detailed proofs of the most technical and tedious

parts of the proof to the Appendix B.

As we already mentioned, our estimation algorithm is Projected Stochastic

Gradient Descent without replacement with objective function the population log-

likelihood function with the careful choice of the projection set. We first present an

outline of the proof of Theorem 4.1.4 and then we present the individual lemmas

that complete every step of the proof.

The framework that we use for to analyze the Projected Stochastic Gradient

Descent without replacement is based on the paper by Ohad Shamir [Sha16].

We start by presenting this framework adapted so that is fits with our truncated

regression setting.

4.2.1 Stochastic Gradient Descent Without Replacement

Let f : Rk → R be a convex function of the form

f (w) =
1
n

n

∑
i=1

fi(w),

where we assume that the function fi are enumerated in a random order. The fol-

lowing algorithm describes projected stochastic gradient descent without replace-

ment applied to f , with projection set D ⊆ Rk. We define formally the particular

set D that we consider in Definition 4.2.3. For now D should be thought of an

arbitrary convex subset of Rk.
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Algorithm (B). PSGD Without Replacement for λ-Strongly Convex Functions.

1: w(0) ← arbitrary point in D . (a) initial feasible point

2: for i = 1, . . . , n do

3: Sample v(i) s.t. E
[
v(i) | w(i−1)

]
= ∇ fi(w(i−1)) . (b) estimation of gradient

4: r(i) ← w(i−1) − 1
λ·i v

(i)

5: w(i) ← argminw∈D

∥∥∥w− r(i)
∥∥∥ . (c) projection step

6: return w← 1
M ∑M

i=1 w(i)

Our goal is to apply the Algorithm (B) to the negative log-likelihood function

of the truncated linear regression model. It is clear from the above description that

in order to apply Algorithm (B) we have to solve the following three algorithmic

problems

(a) initial feasible point: efficiently compute an initial feasible point in D,

(b) unbiased gradient estimation: efficiently sample an unbiased estimation of

each ∇ fi,

(c) efficient projection: design an efficient algorithm to project to the set D.

Solving (a) - (c) is the first step in the proof of Theorem 4.1.4. Then our goal is to

apply the following Theorem 3 of [Sha16].

Theorem 4.2.1 (Theorem 3 of [Sha16]). Let f : Rk → R be a convex function, such that

f (w) = 1
n ∑n

i=1 fi(w) where fi(w) = ci ·wTx(i) + q(w), ci ∈ R and x(i) ∈ Rk with∥∥∥x(i)
∥∥∥

2
≤ 1. Let also w(1), . . . , w(n) be the sequence produced by Algorithm (B) where

v(1), . . . , v(n) is a sequence of random vectors such that E
[
v(i) | w(i−1)

]
= ∇ fi(w(i−1))

for all i ∈ [n] and w∗ = arg minw∈D f (w) be a minimizer of f . If we assume the

following:

(i) bounded variance step: E

[∥∥∥v(i)
∥∥∥2

2

]
≤ ρ2,

(ii) strong convexity: q(w) is λ-strongly convex,

104



(iii) bounded parameters: the diameter of D is at most ρ and also maxi |ci| ≤ ρ,

then, E [ f (w)]− f (w∗) ≤ c · ρ2

λn · log(n), where w is the output of the Algorithm (B)

and c ∈ R+.

Theorem 4.2.1 is essentially the same as Theorem 3 of [Sha16], slightly adapted

to fit to our problem. The bigger difference is that in [Sha16] the variable v(i) is

exactly equal to the gradient ∇ fi(w(i−1)) instead of being an unbiased estimate of

∇ fi(w(i−1)). It is easy to check in Section 6.5 of [Sha16] that this slight difference

does not change the proof and the above theorem holds.

As we can see from the expression of Theorem 4.2.1 one bottleneck is that is

applies only in the setting where
∥∥∥x(i)

∥∥∥
2
≤ 1. To solve our problem in our more

general setting where we have only assumed that
∥∥∥x(i)

∥∥∥
∞
≤ B, we make sure,

before running the algorithm, to divide all the covariates x(i) by B
√

k. This way

the norm of w will correspondingly multiplied by B
√

k. So for the rest of the

proof we may replace the pair of assumptions
∥∥∥x(i)

∥∥∥
∞
≤ B and ‖w‖2 ≤ C of

Theorem 4.1.4 with the pair of assumptions

∥∥∥x(i)
∥∥∥

2
≤ 1 and ‖w‖2 ≤ B (4.2.1)

where B = B · C ·
√

k.

4.2.2 Outline of Proof of Theorem 4.1.4

In this section we outline how to use Theorem 4.2.1 for the estimation of the

parameters of the truncated linear regression that we described in the Section

4.1. Our abstract goal is to maximize the population log-likelihood function using

projected stochastic gradient descent without replacement. We start with the def-

inition of the log-likelihood function and we proceed in the next sections with the

necessary lemmas to prove the algorithmic properties (a) - (c) and the statistical

properties (i) - (iv)2 that allow us to use Theorem 4.2.1.

2Property (iv) is not discussed yet, but we explain it later in this section.
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We first present the negative log-likelihood of a single sample and then we

present the population version of the negative log-likelihood function and its first

two derivatives.

Given the sample (x, y) ∈ Rk ×R, the log-likelihood that (x, y) is a sample

of the form the truncated linear regression model (4.1.1), with survival set S and

parameters w is equal to

`(w; x, y) ,− 1
2
(y−wTx)2 − log

(∫
S

exp
(
−1

2
(z−wTx)2

)
dz
)

=− 1
2

y2 + y ·wTx− log
(∫

S
exp

(
−1

2
z2 + z ·wTx

)
dz
)

(4.2.2)

The population log-likelihood function with n samples is equal to

`(w) ,
1
n

n

∑
i=1

E
y∼N (w∗T x(i),1,S)

[
`(w; x(i), y)

]
. (4.2.3)

We now compute the gradient of `(w).

∇`(w) =
1
n

n

∑
i=1

E
y∼N (w∗T x(i),1,S)

[
y · x(i)

]
− 1

n

n

∑
i=1

E
z∼N (wT x(i),1,S)

[
z · x(i)

]
. (4.2.4)

Finally, we compute the Hessian H`

H` =−
1
n

n

∑
i=1

Cov
z∼N (wT x(i),1,S)

[
z · x(i), z · x(i)

]
. (4.2.5)

Since the covariance matrix of a random variable is always positive semidef-

inite, we conclude that H` is negative semidefinite, which implies the following

lemma.

Lemma 4.2.2. The population log-likelihood function `(w) is a concave function.

Our goal is to use Theorem 4.2.1 with f (w) equal to −`(w) but ignoring the

parts that do not have any dependence of w. For our analysis to work we choose
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we the following decomposition of f into a sum of the following fi’s

fi(w) = −E [y] ·wTx(i) +
1
n

n

∑
i=1

log
(∫

S
exp

(
−1

2
z2 + z ·wTx(i)

)
dz
)

. (4.2.6)

where y ∼ N (w∗Tx(i), 1, S).

It is easy to see that the above functions fi are in the form of Theorem 4.2.1 with

ci , − E
y∼N (w∗T x(i),1,S)

[y] and

q(w) ,
1
n

n

∑
i=1

log
(∫

S
exp

(
−1

2
z2 + z ·wTx(i)

)
dz
)

.

Unfortunately, none of the properties (i) - (iii) of f hold for all vectors w ∈ Rk

and for this reason, we add the projection step. We identify a projection set Dr∗,B

such that log-likelihood satisfies both (i) and (ii) for all vectors w ∈ Dr∗,B.

Definition 4.2.3 (Projection Set). We define

Dr,B =

{
w ∈ Rk |

n

∑
i=1

(
y(i) −wTx(i)

)2
x(i)x(i)T � r

n

∑
i=1

x(i)x(i)T and ‖w‖2 ≤ B

}
.

We set r∗ = 4 log(2/a) + 7 and B from (4.2.1). We say that x ∈ Rk is feasible if

and only if x ∈ Dr∗,B.

Using the projection set Dr∗,B, we can prove (i), (ii) and (iii) and hence we can ap-

ply Theorem 4.2.1. The last step is to transform the conclusions of Theorem 4.2.1

to guarantees in the parameter space. For this we use again the strong convexity

of f which implies that closeness in the objective value translates to closeness in

the parameter space. For the latter we also need the following property:

(iv) feasibility of optimal solution: w∗ ∈ Dr∗,B.

With these definitions in mind we are ready to sketch how to solve the algo-

rithmic problems (a) - (c) and prove the statistical properties (i) - (iv). For the

problem (a) we observe that is reducible to (c) since once we have an efficient
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procedure to project we can start from an arbitrary point in Rk, e.g. w = 0 and

project to Dr∗,B and this is our initial point.

1. In Section 4.2.3 we provide some technical lemmas that are useful to under-

stand the formal statements of the rest of the proof.

2. In Section 4.2.4 we present the details of the Algorithm 5 that is used to

compute an unbiased estimation of the gradient, which gives a solution to

the algorithmic problem (b).

3. In Section 4.2.5 we present a detailed analysis of our projection Algorithm

6, which gives a solution to algorithmic problems (a) and (c).

4. In Section 4.2.6 we present the statements that prove the (i) bounded vari-

ance and (ii) strong convexity of the log-likelihood function. This is the

main technical part of this chapter and uses the results that we have proved

in Section 4.2.3 together with Assumptions 4.1.2, 4.1.3.

5. In Section 4.2.7 we prove the feasibility of the optimal solution, i.e. w∗ ∈

Dr∗,B which proves the property (iv).

6. In Section 4.2.8 we prove that the diameter of Dr,B is bounded and that

the coefficient ci of the Theorem 4.2.1 are also bounded, which proves the

property (iii).

7. Finally in Section 4.2.9 we use all the mentioned results to prove our main

Theorem 4.1.4.

4.2.3 Survival Probability of Feasible Points

One necessary technical lemma is how to correlate the survival probabilities

α(w, x), α(w′, x) for two different points w, w′. In Lemma 4.2.4 we show that

this is possible based on their distance with respect to x. Then in Lemma 4.2.5

we show how the expected second moment with respect to the truncated Guas-

sian error is related with the value of the corresponding survival probability. We
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present the proofs of Lemma 4.2.4 and Lemma 4.2.5 in the Appendix B.1.1 and

B.1.2 respectively.

Lemma 4.2.4. Let x, x′, w, w′ ∈ Rk, then

log
(

1
α(w, x)

)
≤ 2 log

(
1

α(w′, x)

)
+
∣∣∣(w−w′

)T x
∣∣∣2 + 2,

and also

log
(

1
α(w, x)

)
≤ 2 log

(
1

α(w, x′)

)
+
∣∣∣wT (x− x′

)∣∣∣2 + 2.

Lemma 4.2.5. Let x ∈ Rk, w ∈ Rk, then it holds that

E
y∼N (wT x,1,S)

[
(y−wTx)2

]
≤ 2 log

(
1

α(w, x)

)
+ 4.

One corollary of these lemmas is an interesting property of feasible points,

i.e. points w inside Dr∗,B, namely that they satisfy Assumption 4.1.2, under the

assumption that w∗ ∈ Dr∗,B, which we will prove later.

4.2.4 Unbiased Gradient Estimation

Using (4.2.4) we have that the gradient of the function fi is equal to

∇ fi(w) = E
y∼N (w∗T x(i),1,S)

[
y · x(i)

]
− 1

n

n

∑
j=1

E
z∼N (wT x(j),1,S)

[
z · x(j)

]
. (4.2.7)

Hence an unbiased estimation of∇ fi(w) can be computed given one sample from

the distribution N (w∗Tx(i), 1, S) and one sample from N (wTx(j), 1, S) where j is

chosen uniformly at random from the set [n]. For the first sample we can just

use y(i). For the second sample though we need a sampling procedure that given

w and x produces a sample from N (wTx, 1, S). For this we could simply use

rejection sampling, but because we have not assumed that α(w, x) is always large,

we use a more elaborate argument starting with following Lemma 4.2.6 whose

proof is presented in the Appendix B.1.3.
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Lemma 4.2.6. If
∥∥∥x(i)

∥∥∥
2
≤ 1 for all i ∈ [n] then for all w ∈ Dr∗,B it holds that

α
(

w, x(i)
)
≥ poly(a) · exp

(
−O(B)

)
.

Now if we do not care about computational efficiency we can just apply rejec-

tion sampling using the membership oracle MS. But if we make the additional

assumption of Theorem 4.1.4 that S is a union of r intervals then once we have

established that the survival probability α(w, x(i)) is lower bounded by an expo-

nential on poly(B, k) we can use a much more efficient sampling procedure that is

based on accurate computations of the error function of a Gaussian distribution.

The latter is a simple algorithm that involves an inverse transform sampling and

we discuss the technical details in the Appendix B.2.

4.2.5 Projection to the Feasible Set

The convex problem we need to solve in this step is the following

min
z∈Dr,B

‖z−w‖2 . (4.2.8)

For simplicity in this section we may assume without loss of generality that

∑n
i=1 x(i)x(i)T = I.

The main idea of the algorithm to solve 4.2.8 is to use the ellipsoid method

with separating hyperplane oracle as descripted in Chapter 3 of [GLS12]. This

yields a polynomial time algorithm as it is proved in [GLS12]. We now explain in

more detail each step of the algorithm.

1. The binary search over τ is the usual procedure to reduce the minimization

of the norm ‖z−w‖2 to satifiability queries of a set of convex constraints,

in our case z ∈ Dr,B and ‖z−w‖2 ≤ τ.

2. The fact that the constraint ‖z−w‖2 ≤ τ is satisfied through the execution

of the ellipsoid algorithm is guaranteed because of the selection of the initial
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ellipsoid to be

E0 = {z | ‖z−w‖2 ≤ τ}.

3. The main technical difficulty is how to find a separating hyperplane between

a vector u that is outside the set Dr,B and the convex set Dr,B. First observe

that z ∈ Dr,B is equivalent with ‖z‖2 ≤ B and the following set of constraints

n

∑
i=1

(
y(i) − zTx(i)

)2 (
vTx(i)

)2
≤ r ∀v ∈ Rk, ‖v‖2 = 1 (4.2.9)

which after of simple calculations is equivalent with

zTPvz + qT
v z + sv ≤ r ∀v ∈ Rk, ‖v‖2 = 1 (4.2.10)

with

Pv =
n

∑
i=1

(
vTx(i)

)2
x(i)x(i)T,

qv = −2
n

∑
i=1

y(i)
(

vTx(i)
)2

x(i)

and sv =
n

∑
i=1

(
y(i)
)2 (

vTx(i)
)2

.

It is clear from the definition that Pv � 0. Also observe that for any vector

z such that zTPvz = 0 it also holds that qT
v z = 0. This holds because

zTPvz = 0 is a sum of squares, hence it is zero if and only if all the terms

are zero and qT
v z = 0 is a linear combination of these terms. Hence for any

unit vector v the equivalent inequalities (4.2.9), (4.2.10) describe an ellipsoid

with its interior. Also the constraint ‖z‖2 ≤ B can also be described as an

ellipsoid constraint hence we may add this to the previous set of ellipsoid

constraints that we want to satisfy.

Let us assume that u violates some of the ellipsoid inequalities (4.2.10). To

find such one of the ellipsoids that does not contain u it suffices to com-
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pute the eigenvector vm that corresponds to the maximum eigenvalue of the

following matrix

A =
k

∑
i=1

(
y(i) − uTx(i)

)2
xi

(i)xi
(i)T.

If λmax(A) ≤ r then u satisfies all the ellipsoid constraints, otherwise it holds

that

g , vT
m

(
k

∑
i=1

(
y(i) − uTx(i)

)2
xi

(i)xi
(i)T

)
vm > r. (4.2.11)

This implies that u is outside the ellipsoid

E =
{

z | zTPvm z + qT
vm

z + svm ≤ r
}

and also from the definition of Dr,B we have Dr,B ⊆ E . Hence it suffices

to find a hyperplane that separates u with E . This is an easy task since we

can define ellipsoid surface S that is parallel to E and passes through u as

follows

S =
{

z | zTPvm z + qT
vm

+ svm = g
}

where g is defined in (4.2.11) and the tangent hyperplane of S at u is a sep-

arating hyperplane between u and E . To compute the tangent hyperplane

we can compute the gradient d = ∇z

(
zTPvm z + qT

vm
+ svm

)
|z=u and define

the following hyperplane

H = {z | dTz = dTu}. (4.2.12)

4.2.6 Bounded Step Variance and Strong Convexity

We are now ready to prove the (i) bounded variance and (ii) strong convexity

properties as descripted in the beginning of Section 4.2. The results are summa-

rized in the following Theorem 4.2.7. The proof of Theorem 4.2.7 is presented in
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the Appendix B.1.5.

Theorem 4.2.7. Let (x(1), y(1)), . . . , (x(n), y(n)) be n samples from the linear regression

model (4.1.1) with parameter vector w∗. If Assumptions 4.1.2 and 4.1.3 and
∥∥∥x(i)

∥∥∥
2
≤ 1

hold, then for every w ∈ Dr∗,B it holds that

E

[∥∥∥v(i)
∥∥∥2

2

]
≤ O(poly(1/a) · B2

), (4.2.13)

H−`(w) =
1
n

n

∑
i=1

E

[(
z(i) −E

[
z(i)
])2

x(i)x(i)T
]
� e−16 · a10 · 1

b2 · I, (4.2.14)

where y(i) ∼ N (w∗Tx(i), 1, S), z(i) ∼ N (wTx(i), 1, S), v(i) is the unbiased estimate of

∇ fi(w) according to Algorithm 4, and r∗ = 4 log
(2

a
)
+ 7.

4.2.7 Feasibility of Optimal Solution

As described in the high level description of our proof in the beginning of the

section, in order to be able to use strong convexity to prove the closeness in pa-

rameter space of our estimator, we have to prove that w∗ ∈ Dr∗,B. This is also

needed to prove that all the points w ∈ Dr∗,B satisfy the Assumption 4.1.2, which

we have used to prove the bounded variance and the strong convexity property

in Section 4.2.6. The proof of the following Lemma can be found in the Appendix

B.1.4.

Lemma 4.2.8. Let (x(1), y(1)), . . . , (x(n), y(n)) be n samples from the linear regression

model (4.1.1) with parameters w∗. If Assumptions 4.1.2 and 4.1.3 hold and ‖w∗‖2 ≤ B

then, P
(

w∗ ∈ Dr∗,B

)
≥ 2/3.

4.2.8 Bounded Parameters

Now we provide the necessary guarantees for the upper bound on the diameter

of Dr∗,B and the absolute values of the coefficients ci that are needed to apply

Theorem 4.2.1.
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Lemma 4.2.9. The diameter of Dr∗,B is at most 2B. If we also assume that
∥∥∥x(i)

∥∥∥
2
≤ 1

then we have that ∣∣∣∣∣ E
y∼N (w∗T x(i),1,S)

[y]

∣∣∣∣∣ ≤ B + poly(log(1/a)).

Proof. The bound on the diameter of the set Dr∗,B follows directly from its defini-

tion. For the coefficients ci we have that |ci| =
∣∣∣Ey∼N (w∗T x(i),1,S) [y]

∣∣∣ we have from

Lemma 6 of [DGTZ18] that∣∣∣∣∣ E
y∼N (w∗T x(i),1,S)

[y]−w∗Tx(i)
∣∣∣∣∣ ≤ √log(1/a)

and hence using the assumption that
∥∥∥x(i)

∥∥∥
2
≤ 1 we get that

|ci| ≤ ‖w∗‖2

∥∥∥x(i)
∥∥∥

2
+
√

log(1/a) ≤ B ++
√

log(1/a). (4.2.15)

and the lemma follows.

4.2.9 Proof of Theorem 4.1.4

In this section we analyze Algorithm 4-1, which implements the projected stochas-

tic gradient descent without replacement on the negative log-likelihood land-

scape. Before running Algorithm 4-1, as we explained before (4.2.1) we apply

a normalization so that (4.2.1). Now we can use of the Lemmas and Theorems

that we proved in the previous sections with B = B · C ·
√

k.

First we observe that from Section 4.2.4 and 4.2.5 we have a proof that we

can: (a) efficiently find one initial feasible point, (b) we can compute efficiently

an unbiased estimation of the gradient and (c) we can efficiently project to the

set Dr∗,B. These results prove that the Algorithm 4-1 that we analyze has running

time that is polynomial in the number of steps M of stochastic gradient descent,

and in the dimension k.

It remains to upper bound the number of steps that the PSGD algorithm needs
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to compute an estimate that is close in parameter space with w∗. The analysis of

this estimation algorithm will be based on Theorem 4.2.7 combined with the the-

orem about the performance of the projected stochastic gradient descent without

replacement (Theorem 4.2.1). This is summarized in the following Lemma whose

proof follows from the lemmas that we presented in the previous sections together

with Theorem 4.2.1.

Lemma 4.2.10. Let w∗ be the underlying parameters of our model, let

f (w) =
1
n

n

∑
i=1

fi(w) = −`(w)

where

. fi(w) = ci ·wTx(i) + q(w),

. ci = Ey∼N (w∗T x(i),1,S) [y],

. q(w) = 1
n ∑n

i=1 log
(∫

S exp
(
−1

2 z2 + z ·wTx(i)
)

dz
)

.

If for all i ∈ [n],
∥∥∥x(i)

∥∥∥
2
≤ 1, then it holds that

E [ f (w)]− f (w∗) ≤ poly
(

1
a

)
· B2

b2 ·
1
n
(1 + log(n))

where w is the output of Algorithm 4 after n steps.

Proof. Due to the first point of Theorem 4.2.7 we have that the condition (i) of

Theorem 4.2.1 is satisfied with ρ = poly(1/a) · B. Also it is not hard to see that

the Hessian H−` is equal to the Hessian Hq. Therefore from the second point of

Theorem 4.2.7 we have that the condition (ii) of Theorem 4.2.1 is satisfied with

λ = poly(a)/b2. Finally from Lemma 4.2.9 we have that the condition (iii) of

Theorem 4.2.1 is satisfied. Hence we can apply Theorem 4.2.1 and the lemma

follows.
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Proof of Theorem 4.1.4: Applying Markov’s inequality to Lemma 4.2.10 we get

that

P

(
f (w)− f (w∗) ≥ poly

(
1
δa

)
· B2

b2 ·
k
n
(1 + log(n))

)
≤ δ. (4.2.16)

Hence we can condition on the event f (w)− f (w∗) ≤ poly
(

1
δa

)
· B2

b2 · k
n (1 + log(n))

and we only loose probability at most δ. Now we can use Theorem 4.2.7 which

establishes the λ-strong convexity of f , for λ = poly(α)/b2, which implies that

f (w)− f (w∗) ≥ λ
2 ‖w−w∗‖2

2, to get that

‖w−w∗‖2
2 ≤ poly

(
1
a

)
· B2

b4 ·
k
n
(1 + log(n)) , (4.2.17)

and our theorem follows if we replace B = B · C ·
√

k as we explained in (4.2.1). �

4.2.10 Full Description of the Algorithm

Algorithm 4 Projected Stochastic Gradient Descent.

1: procedure Sgd(M, λ) . M: number of steps, λ: parameter

2: Apply a random permutation of samples {(x(i), y(i))}n
i=1

3: w(0) ← ProjectToDomain(r∗, B, 0)

4: for i = 1, . . . , M do

5: ηi ← 1
λ·i

6: v(i) ← GradientEstimation(x(i), w(i−1), y(i))

7: r(i) ← w(i−1) − ηiv(i)

8: w(i) ← ProjectToDomain(r∗, B, r(i))

9: return w← 1
M ∑M

i=1 w(i) . output the average
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Algorithm 5 The function to estimate the gradient of the function fi as in (4.2.7).

1: function GradientEstimation(r, w, y)

2: pick x at random from the set
{

x(1), . . . , x(n)
}

3: Sample z from N (wTx, 1, S) according to the Appendix B.2

4: return yr− zx

Algorithm 6 The function that projects a current guess back to the domain Dr,B
(see Section 4.2.5).

1: function ProjectToDomain(r, B, w)

2: τ̂ ← arg minτ{Ellipsoid(w, τ, r) 6= “Empty”} . find τ via binary search

3: return Ellipsoid(w, τ̂, r)

4: function Ellipsoid(w, τ, r, B) . return z ∈ Dr,B with ‖z−w‖2 ≤ τ or “Empty”

5: E0 ← {z | ‖z−w‖2 ≤ τ}

6: return the result of the ellipsoid method with initial ellipsoid E0 and
FindSeparationas a separation oracle

7: function FindSeparation(u, r, B) . find separating plane between u and Dr,B

8: A← ∑n
i=1

(
y(i) − uTx(i)

)2
xi

(i)xi
(i)T

9: if λmax(A) ≤ r then

10: if ‖u‖2 ≤ B then

11: return “is member”

12: else

13: return a separating hyperplane between the vector u and the ball
with radius B

14: else

15: vm ← eigenvector of A of the maximum eigenvalue λmax(A)

16: E ←
{

z ∈ Rk | ∑n
i=1

(
y(i) − zTx(i)

)2 (
vT

mx(i)
)2
≤ r
}

17: return a separating hyperplane between the vector u and the ellipsoid
E (See (4.2.12))

Figure 4-1: Description of the Stochastic Gradient Descent (SGD) algorithm with-
out replacement for estimating the parameters of a truncated linear regression.
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4.3 Learning 1-Layer Neural Networks with Noisy Ac-

tivation Function

In this section we will describe how we can use our truncated regression algo-

rithm to provably learn the parameters of an one layer neural network with noisy

activation functions. Noisy activation function have been explored by [NH10],

[BLC13] and [GMDB16] as we have discussed in the introduction. The problem

of estimating the parameters of such a neural network is a challenging problem

and no theoretically rigorous methods are known. In this section we show that

this problem can be formulated as a truncated linear regression problem which

we can efficiently solve using our Algorithm 4.

Let g : R → R be a random map that corresponds to a noisy rectifier linear

unit, i.e. g(x) = max{0, x + ε} where ε is a standard normal random variable.

Then an one layer neural network with noisy activation functions is the multival-

ued function f parameterized by the vector w ∈ Rk such that fw(x) = g(wTx).

In the realizable, supervised setting we observe n labeled samples of the form(
x(i), y(i)

)
and we want to estimate the parameters W that better capture the

samples we have observed. We remind that the assumption that
(

x(i), y(i)
)

is

realizable means that there exists a w∗ such that for all i it holds

y(i) = fw∗
(

x(i)
)
= g(w∗Tx).

Our SGD algorithm then gives a rigorous method to estimate W∗ if we assume

that the inputs x(i) together with the truncation of the activation function satisfy

Assumption 4.1.2 and Assumption 4.1.3. Using Theorem 4.1.4 we can then bound

the number of samples that we need for this learning task. These results are

summarized in the following corollary which directly follows from Theorem 4.1.4.

Corollary 4.3.1. Let
(

x(i), y(i)
)

be n i.i.d. samples drawn according to the following

distribution

y(i) = fw∗
(

x(i)
)
= max{0, w∗Tx(i) + ε(i)}
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with ε(i) ∼ N (0, 1). Assume also that
(

x(i), y(i)
)

and w∗ satisfy Assumption 4.1.2 and

4.1.3, and that
∥∥∥x(i)

∥∥∥
∞
≤ B and ‖w∗‖2 ≤ C. Then the SGD Algorithm 4 outputs an

estimate ŵ such that

‖ŵ−w∗‖2 ≤ poly
(

1
a

)
· B · C

b2 ·
√

k
n

log n

with probability at least 2/3. Moreover if S is a union of r subintervals then Algorithm 4

runs in polynomial time.

Note that the aforementioned problem is easier than the problem that we solve in

Section 4.2. The reason is that in the neural network setting even the samples y(i)

that are filtered by the activation function are available to us and hence we have

the additional information that we can compute their percentage. In Corollary

4.3.1 we don’t use at all this information.

4.4 Experiments

To validate the performance of our proposed algorithm we constructed a synthetic

dataset with various datapoints xi ∈ R10 that were drawn uniformly at random

from a Gaussian Distribution N (0, I). For each of these datapoints, we generated

the corresponding yi as yi = wTxi + εi, where εi where drawn independently

from N (0, 1) and w was chosen to be the all-ones vector 1. We filtered the dataset

to keep all samples with yi > 4 and wTx < 2. We note that to run the projection

step of our algorithm we use the convex optimization library cvxpy.

Figure 4-2 shows the comparison with ordinary least squares. You can see that

even though the OLS estimator quickly converges, its estimate is biased due to

the data truncation. As a result, the estimates produced tend to be significantly

larger in magnitude than the true w = 1. In contrast, our proposed method is

able to correct for this bias achieving an estimate that improves with the number

of samples n at an optimal rate of 1/
√

n, despite the adversarial nature of the

filtering that kept only significantly high values of y.
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Figure 4-2: Comparison of the proposed method with ordinary least squares.
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Chapter 5

Truncated Statistics with Unknown

Truncation

In this chapter we study the problem of estimating the parameters of a Gaussian

distribution when samples are only shown if they fall in some (unknown) subset

S ⊆ Rd. This core problem in truncated statistics has long history going back to

Galton, Lee, Pearson and Fisher. Recent work by Daskalakis et al. (FOCS’18), pro-

vides the first efficient algorithm that works for arbitrary sets in high dimension

when the set is known, but leaves as an open problem the more challenging and

relevant case of unknown truncation set.

Our main result is a computationally and sample efficient algorithm for es-

timating the parameters of the Gaussian under arbitrary unknown truncation

sets whose performance decays with a natural measure of complexity of the set,

namely its Gaussian surface area. Notably, this algorithm works for large families

of sets including intersections of halfspaces, polynomial threshold functions and

general convex sets. We show that our algorithm closely captures the tradeoff

between the complexity of the set and the number of samples needed to learn the

parameters by exhibiting a set with small Gaussian surface area for which it is

information theoretically impossible to learn the true Gaussian with few samples.

Given samples from a truncated Gaussian N ∗S , N (µ∗, Σ∗, S), our goal is

to learn the parameters (µ∗, Σ∗) and recover the set S. We denote by α∗ =
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N (µ∗, Σ∗; S), the total mass contained in set S by the untruncated Gaussian N ∗ ,

N (µ∗, Σ∗). Throughout this chapter, we assume that we know an absolute con-

stant α > 0 such that

N (µ∗, Σ∗; S) = α∗ ≥ α. (5.0.1)

5.1 Identifiability with bounded VC dimension

In this section we analyze the sample compexity of learning the true Gaussian

parameters when the truncation set has bounded VC-dimension. In particular we

show that the overhead over the d2/ε2 samples (which is the sample compexity

of learning the parameters of the Gaussian without truncation) is proportional to

the VC dimension of the class.

Theorem 5.1.1. Let S be a family of sets of finite VC dimension, and let N (µ, Σ, S) be a

truncated Gaussian distribution such that N (µ, Σ; S) ≥ α. Given N samples with

N = poly(1/α) Õ
(

d2

ε2 +
VC(S)

ε

)
.

Then, with probability at least 99%, it is possible to identify (µ̃, Σ̃) that satisfy

dTV(N (µ, Σ),N (µ̃, Σ̃)) ≤ ε

or equivalently
∥∥∥Σ−1/2(µ− µ̃)

∥∥∥
2
≤ ε and

∥∥∥I − Σ−1/2Σ̃Σ−1/2
∥∥∥

F
≤ ε.

Our algorithm first estimates the truncated distribution within total variation

distance ε. To do this, we first assume that we have a correct guess of the under-

lying Gaussian distribution. Given such a guess we draw N = Θ(
VC(S) log(1/ε)

ε )

samples from the distribution. Any set in the class S that contains the samples

only excludes at most an ε fraction of the total mass. Picking the set S̃ that maxi-

mizes the likelihood of those samples, i.e. the set with minimum mass according

to the guessed Gaussian distribution, guarantees that the total variation distance

between the learned truncated distribution and the true is at most ε, if the guess
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of the parameters was accurate, as per Lemma 5.1.2 whose proof can be found in

Appendix C.2.

Lemma 5.1.2. Let S be a family of subsets of Rd, N (µ, Σ, S∗) be a Gaussian distribution

truncated on the set S∗ ∈ S with N (µ, Σ; S∗) ≥ α > 0, ε ∈ (0, 1), δ ∈ (0, 1/4), and

also let {x(i)}N
i=1 be N samples from N (µ, Σ, S∗), with

N = O
(

VC(S) log(1/ε)

ε
+ log

(
1
δ

))
.

If µ̃, Σ̃ satisfy dTV(N (µ̃, Σ̃),N (µ, Σ)) ≤ ε and S̃ is the solution of the problem

min
S∈S
N (µ̃, Σ̃; S) s.t. x(i) ∈ S ∀ i ∈ [N]

Then with probability at least 1− δ we have dTV(N (µ̃, Σ̃, S̃),N (µ, Σ, S∗)) ≤ 3ε/(2α).

Note that by choosing the set of the smallest mass consistent with the samples,

we guarantee that the guess will have higher density at every point apart from

those outside the support S̃. However, as we argued the outside mass is at most ε

with respect to the true distribution which gives the bound in the total variation

distance.

To remove the assumption that the true parameters of The Gaussian distribu-

tion are known, we build a cover of all possible mean and covariance matrices

that the underlying Gaussian might have and run the tournament from [DK14]

to identify the best one, as per Lemma C.2.1. While there are (d/ε)O(d2) such

parameters, the number of samples needed for running the tournament is only

logarithmic which shows that an additional Õ(d2/ε2) are sufficient to find a hy-

pothesis in total variation distance ε, as per Lemma 5.1.3. The proof of Lemma

5.1.3 can be found in Appendix C.2.

Lemma 5.1.3. Let S ∈ S be a subset of Rd and N (µ, Σ, S) be the corresponding trun-

cated normal distribution. Then Õ
(
VC(S)/ε + d2/ε2) samples are sufficient to find

parameters µ̃, Σ̃, S̃ such that dTV(N (µ, Σ, S),N (µ̃, Σ̃, S̃)) ≤ ε with probability at least

99%.
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We finally argue that the ε error in total variation of the truncated distributions

translates to an O(ε) bound in total variation distance of the untruncated distri-

butions, as shown in Lemma 5.1.4. We show that this is true in general and does

not depend on the complexity of the set. To prove this statement, we consider two

Gaussians with parameters that are far from each other and construct the worst

possible set to make their truncated distributions as close as possible. We show

that under the requirement that the set contains at least α mass, the total variation

distance of the truncated distributions will be large.

A technical tool that we use to prove Lemma 5.1.4 a theorem by Carbery-

Wright that provides a strong anticoncentration bound for polynomial function

under a Gaussian measure as we expressed in Theorem 2.6.1. With this we are

now ready to state and prove Lemma 5.1.4.

Lemma 5.1.4 (Total Variation of Truncated vs Non-Truncated Gaussians). Let D1 =

N (µ1, Σ1, S1) and D2 = N (µ2, Σ2, S2) be two truncated Normal distributions such that

N (µ1, Σ1; S1) ≥ α and N (µ2, Σ2; S2) ≥ α. Then

dTV(D1, D2) ≥ Cα dTV(N (µ1, Σ1),N (µ2, Σ2))

where Cα < α/8 is a positive constant that only depends on α and Cα = Ω(α3).

Proof. Observe that we can assume that (µ1, Σ1) = (0, I) and then the general case

follows by applying an affine transformation to the space. Once we have estab-

lished that, we have one additional freedom to transform the space. In particular,

after applying the aforementioned affine transformation we have that µ1 = 0 and

Σ1 = I, hence if we apply any additional unitary transformation to the space we

still have µ = 0 and Σ = I. Also we know that since Σ2 is a symmetric matrix, it

can be diagonalized by a unitary matrix. Therefore we can apply also this trans-

formation of the space that does not change anything in the results of this lemma

since it is unitary. We conclude that we can assume without loss of generality that

D1 = N (0, I, S1) and D2 = N (µ, Λ, S2), where Λ is a diagonal matrix.

Our goal is to find the worst sets S1, S2 so that dTV(D1, D2) is small. If D1(S1 \
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S2) ≥ α/2 then the statement holds. Therefore, we consider the set S = S1 ∩ S2

and relax the constraint that the truncated Gaussian D2 integrates to 1. Taking into

account the fact that the set S = S1 ∩ S2 must have at least some mass α/2 with

respect to N (0, I), it is clear that the following optimization problem provides a

lower bound on the total variation distance of D1 and D2.

min
S∈S ,β>0

1
α

∫ ∣∣∣∣N (0, I; x)− α

β
N (µ, Λ; x)

∣∣∣∣ · 1S(x) · dx

s.t.
∫
N (0, I; x) · 1S(x) · dx ≥ α/2,

For any fixed β > 0 this is a fractional knapsack problem and therefore we should

include in the set the points x that have the largest ratio of weight, that is contribu-

tion to the L1 error
∣∣∣N (0, I; x)− α

βN (µ, Λ; x)
∣∣∣, over value, that is densityN (0, I; x)

until we reach some threshold T. Therefore, the set that solves the aforementioned

optimization problem is defined to be

S =

x ∈ Rd :

∣∣∣N (0, I; x)− α
βN (µ, Λ; x)

∣∣∣
N (0, I; x)

≤ T


=
{

x ∈ Rd : |1− exp(p(x))| ≤ T
}

,

where p(x) = −1
2(µ − x)TΛ−1(µ − x) + 1

2 xTx + log(α/(
√
|Λ|β)). Using Theo-

rem 2.6.1 for the degree 2 polynomial p(x) and if we set the parameters q = 4,

γ = α2(Ex∼N0 p2(x))1/2/(256C2), where C is the absolute constant of Theo-

rem 2.6.1, we get that

N0({z : |p(z)| ≤ γ}) ≤ α

4
.

To simplify notation we define Q = {z : |p(z)| ≤ γ}. Therefore, for any x in the

remaining α/4 mass of the set S we know that |p(x)| ≥ γ. Next, we lower bound
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γ in terms of the distance of the parameters of the two Gaussians. We have that

E
x∼N0

[p2(x)] ≥ Var
x∼N0

[p(x)] = Var
x∼N0

[
−1

2
(µ− x)TΛ−1(µ− x) +

1
2

xTx
]

= Var
x∼N0

[
d

∑
i=1

(
µi

λi
x + x2 (1− 1/λi)

2

)]
=

d

∑
i=1

Var
x∼N (0,1)

[
µi

λi
x + x2 (1− 1/λi)

2

]

=
d

∑
i=1

1
2

(
1
λi
− 1
)2

+
µ2

i
λ2

i
=

1
2

∥∥∥Λ−1 − I
∥∥∥2

F
+
∥∥∥Λ−1/2µ

∥∥∥2

2

Therefore, using the inequality
√

2
√

x + y ≥
√

x +
√

y we obtain

γ ≥ α2

256
√

2C2

(
1√
2

∥∥∥Λ−1 − I
∥∥∥

F
+
∥∥∥Λ−1/2µ

∥∥∥
2

)
≥ α2

256C2 dTV(N (µ1, Σ1),N (µ2, Σ2)),

where we used the technical Lemma C.1.1 from Appendix C.1. Assume first that

γ ≤ 1. We have that the L1 distance between the functions f (x) = N (0, I; x)1S(x)

and g(x) = α
βN (µ, Λ; x)1S(x) is

∫
| f (x)− g(x)|dx = E

x∼N0
[|1− exp(p(x))|1S(x)] ≥ E

x∼N0

[
|p(x)|

2
1S\Q(x)

]
≥ γ E

x∼N0

[
1S\Q(x)

]
≥ αγ

4
≥ CαdTV(N (µ1, Σ1),N (µ2, Σ2)),

where for the first inequality we used the inequality |1− ex| ≥ |x|/2 for |x| ≤ 1.

Note that Ca = Ω(α3). If γ > 1 we have

∫
| f (x)− g(x)|dx = E

x∼N0
[|1− exp(p(x))|1S(x)] ≥ E

x∼N0

[
1
2

1S\Q(x)
]
≥ α/8,

where we used the inequality |1− ex| ≥ 1/2 for |x| > 1.
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5.2 Gaussian Estimation for Truncation with bounded

Gaussian Surface Area

In this section, we present the main steps of our estimation algorithm. In later

sections, we provide details of the individual components. The algorithm can be

thought of in 3 stages.

First Stage. In the first stage, our goal is to learn a weighted characteristic function

of the underlying set. Even though we cannot access the underlying set directly,

for any given function f we can evaluate the expectation Ex∼N (µ∗,Σ∗,S)[ f (x)] using

truncated samples.

This expectation can be equivalently written as Ex∼N (0,I)[ f (x)ψ(x)] for the

function

ψ(x) ,
1S(x)

α∗
N (µ∗, Σ∗; x)
N (0, I; x)

=
1S(x)

α∗
N ∗(x)
N0(x)

.

By evaluating the above expectation for different functions f corresponding

to the Hermite polynomials HV(x), we can recover ψ(x), through its Hermite

expansion:

ψ(x) = ∑
V∈Nd

E
x∼N0

[HV(x)ψ(x)]HV(x) = ∑
V∈Nd

E
x∼N ∗S

[HV(x)]HV(x).

Of course, it is infeasible to calculate the Hermite expansion for any V ∈ Nd.

In Section 5.2.1, we show that by estimating only terms of degree at most k, we

can achieve a good approximation to ψ where the error depends on the Gaussian

surface area of the underlying set S. To do this, we show that most of the mass of

the coefficients cV = Ex∼N0 [HV(x)ψ(x)] is concentrated on low degree terms, i.e.

∑|V|>k c2
V is significantly small. Moreover, we show that even though we can only

estimate the coefficients cV through sampling, the sampling error is significantly

small.

Overall, after the first stage, we obtain a non-negative function ψk that is close

to ψ. The approximation error guarantees are given in Theorem 5.2.10.
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Second Stage. Given the function ψk that was recovered in the first stage, our

goal is to decouple the influence of the set 1S(x)
α∗ and the influence of the underly-

ing Gaussian distribution which corresponds to the multiplicative term N (µ∗,Σ∗;x)
N (0,I;x) .

This would be easy if we had the exact function ψ in hand. In contrast, for the

polynomial function ψk the problem is significantly challenging as it is only close

to ψ on average but not pointwise.

To perform the decoupling and identify the underlying Gaussian we explicitly

multiply the function ψk with a corrective term of the form N (0,I;x)
N (µ,Σ;x) . We set up an

optimization problem seeking to minimize the function

C(µ, Σ) E
x∼N ∗S

[
N (0, I; x)
N (µ, Σ; x)

ψk(x)
]

with an appropriate choice of C(µ, Σ) so that the unique solution corresponds to

(µ, Σ) = (µ∗, Σ∗). Under the reparameterization (u, B) = (Σ−1µ, Σ−1), we show

that the corresponding problem is strongly convex. Still, optimizing it directly

is non-trivial as it involves taking the expectation with respect to the unknown

truncated Gaussian. Instead, we perform stochastic gradient descent (SGD) and

show that it quickly converges in few steps to point close to the true minimizer,

see also Algorithm 7.

This allows us to recover parameters (µ̂, Σ̂) so that the total variation distance

between the recovered and the true (untruncated) Gaussian is very small, i.e.

dTV
(
N (µ̂, Σ̂),N (µ∗, Σ∗)

)
≤ ε. Theorem 5.2.2 describes the guarantees of the

second stage. Further details are provided in Section 5.2.2.

Third Stage. Given the weighted indicator function ψk and the recovered Gaus-

sian N (µ̂, Σ̂), we move on to recover the underlying set S. To do this, we compute

the function N (0,I;x)
N (µ̂,Σ̂;x)

ψk(x) and set a threshold at 1/2. It is easy to check that if

there were no errors, i.e. ψk = ψ and dTV
(
N (µ̂, Σ̂),N (µ∗, Σ∗)

)
= 0, that this

thresholding step would correctly identify the set. In Section 5.2.3 we bound the

error guarantees of this approach. We show that it is possible to obtain an esti-

mate Ŝ of the underlying set so that the mass of the symmetric difference with the
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true Gaussian is small, i.e. N (µ∗, Σ∗; S4Ŝ) < ε. Overall, our algorithm requires

at most dpoly(1/α,1/ε)Γ2(S), where Γ(S) is the Gaussian surface area of the set S and

α is a lower-bound on the mass that is assigned by the true Gaussian on the set S.

The running time of our algorithm is linear in the number of samples.

Formal Guarantees of our Estimation Algorithm. We first show our algorithmic

results under the assumption that the untruncated Gaussian N ∗ is known to have

a specific form that we call near-isotropic position.

Definition 5.2.1 (Near-Isotropic Position). Let µ ∈ Rd, Σ ∈ Rd×d be a positive

semidefinite symmetric matrix and a, b > 0. We say that (µ, Σ) is in (a, b)-isotropic

position if the following hold

‖µ‖2
2 ≤ a, ‖Σ− I‖2

F ≤ a, (1− b)I � Σ � 1
1− b

I.

Theorem 5.2.2. Let N (µ∗, Σ∗) be a d-dimensional Gaussian distribution that is in

(O(log(1/α∗), 1/16)-isotropic position and let S ⊆ Rd such that N (µ∗, Σ∗; S) ≥ α.

There exists an algorithm such that for all ε > 0, the algorithm uses n > dpoly(1/α) Γ2(S)
ε8

samples and produces, in poly(n) time, estimates µ̂, Σ̂ that, with probability at least 99%,

satisfy dTV(N (µ∗, Σ∗),N (µ̂, Σ̂)) ≤ ε.

We can apply this theorem to estimate the parameters of any Gaussian distri-

bution with an unknown mean and an unknown diagonal covariance matrix by

bringing the Gaussian to an (O(log(1/α∗), 1/16)-isotropic position. Lemma C.1.3

shows that with high probability, we can obtain initial estimates µ̃S and Σ̃S so that∥∥Σ−1/2(µ̃S − µ∗)
∥∥2

2 ≤ O(log 1
α ) and

Σ̃S � Ω(α2)Σ∗, and ‖F‖2
Σ∗−1/2Σ̃SΣ∗−1/2−I ≤ O

(
log

1
α

)
.

Given these estimates, we can apply an affine transformation to the space so

that µ̃S = 0, and Σ̃S = I. We note that after this transformation, the mean will be

at the right distance from 0, while the eigenvalues λi of Σ∗ will all be within the

desired range 15
16 ≤ λi ≤ 16

15 apart from at most O(log(1/α)). This is because the
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condition ‖F‖2
Σ∗−1/2Σ̃SΣ∗−1/2−I ≤ O(log 1

α ) implies that ∑i(1− 1
λi
)2 ≤ O(log(1/α)).

With this observation, and since we know of the eigenvectors of Σ∗ due to the

fact that before applying the affine transformation Σ∗ was a diagonal matrix, we

would be able to search over all possible corrections to the eigenvalues to bring

the Gaussian in (O(log(1/α)), 1
16)-isotropic position as required by Theorem 5.2.2.

We only need to correct O(log(1/α)) of them.

Therefore, we can form a space of candidate hypotheses for the underlying

distribution, for each choice of O(log(1/α)) out of the d vectors along with the all

possible scalings. These hypotheses are at most dO(log(1/α)) · (log(1/α))O(log(1/α))

for all possible scalings. Thus, there are at most dO(log(1/α)) hypotheses. Running

the algorithm for each one of them, we would learn at least one distribution and

one set that is accurate according to the guarantees of Theorems 5.2.2. Running

the generic hypothesis testing algorithm of Lemma C.2.1, we can identify one

that is closest in total variation distance to the true distribution N ∗S . The sam-

ple complexity and runtime would thus only increase by at most dO(log(1/α)). As

we showed in Lemma 5.1.4, knowing the truncated Gaussian in total variation

distance suffices to learn in accuracy ε the parameters of the untruncated distri-

bution. We thus obtain as corollary, that we can estimate the parameters when

the covariance is diagonal. Using this argument together with Theorem 5.2.2.

Theorem 5.2.3. Let N (µ∗, Σ∗) be a d-dimensional Gaussian distribution such that Σ∗

is a diagonal matrix and consider a set S ⊆ Rd such that N (µ∗, Σ∗; S) ≥ α. There

exists an algorithm such that for all ε > 0, the algorithm uses n > dpoly(1/α) Γ2(S)
ε8 samples

and produces, in poly(n) time, estimates µ̂, Σ̂ that, with probability at least 99%, satisfy

dTV(N (µ∗, Σ∗),N (µ̂, Σ̂)) ≤ ε.

Similar results hold when we want to recover the underlying set S too.

We proceed with the proof of Theorem 5.2.2 following the steps that we de-

scribed in the beginning of the section.
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5.2.1 Learning a Weighted Characteristic Function

Our first goal is to recover a weighted characteristic function of the set S, using

conditional samples from N ∗S . In particular, we will show that it is possible to

learn a good approximation to the following function

ψ(x) =
1S(x)

α∗
N (µ∗, Σ∗; x)
N (0, I; x)

=
1S(x)

α∗
N ∗(x)
N0(x)

. (5.2.1)

We later use this function to extract the unknown parameters µ∗ and Σ∗ and learn

the set S.

Hermite Concentration

We start by showing that the function ψ(x) admits strong Hermite concentration.

This means that we can well-approximate ψ(x) if we ignore the higher order terms

in its Hermite expansion.

Theorem 5.2.4 (Low Degree Approximation). Let Skψ denote the degree k Hermite

expansion of function ψ defined in (5.2.1). We have that

E
x∼N0

[
(Skψ(x)− ψ(x))2

]
= ∑
|V|≥k

ψ̂(V)2 ≤ poly(1/α)

(√
Γ(S)

k1/4 +
1
k

)
.

where Γ(S) is the Gaussian surface area of S, and a < α∗ is the absolute constant of

(5.0.1).

We note that the Hermite expansion of ψ is well-defined as ψ(x) ∈ L2(R
d,N0).

This can be seen from the following lemma which will be useful in many calcula-

tions throughout this chapter.

Lemma 5.2.5. Let N (µ1, Σ1) and N (µ2, Σ2) be two (B, 1−δ
2k )-isotropic Gaussians for

some parameters B, δ > 0 and k ∈N. It holds

exp
(
−13k2

δ
B
)
≤ E

x∼N0

[(N (µ1, Σ1; x)
N (µ2, Σ2; x)

)k
]
≤ exp

(
13k2

δ
B
)

.
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If we apply Lemma 5.2.5 for N0 and N ∗ and for k = 2 this implies that ψ(x) ∈

L2(R
d,N0).

To get the desired bound for Theorem 5.2.4 we use the following lemma, which

allows us to bound the Hermite concentration of a function f through its noise

stability.

Lemma 5.2.6. For any function f : Rd 7→ R and parameter ρ ∈ (0, 1), it holds

∑
|V|≥1/ρ

f̂ (V)2 ≤ 2 E
x∼N (0,I)

[
f (x)2 − f (x)T1−ρ f (x)

]

Lemma 5.2.6 was originally shown in [KKMS05] for indicator functions of sets,

but their proof extends to arbitrary real functions. We provide the proof in the

appendix for completeness.

Using Lemma 5.2.6, we can obtain Theorem 5.2.4 by bounding the noise sen-

sitivity of the function ψ. The following lemma directly gives the desired result.

Lemma 5.2.7. For any ρ ∈ (0, 1), it holds that

E
x∼N0

[
ψ(x)2 − ψ(x)T1−ρψ(x)

]
≤ poly(1/α)

(√
Γ(S)ρ1/4 + ρ

)
.

To prove Lemma 5.2.7, we require the following lemma whose proof is provided

in Appendix C.3.

Lemma 5.2.8. Let r(x) ∈ L2(R
d,N (0, I)) be differentiable at every x ∈ Rd. Then

1
2

E
(x,z)∼Dρ

[(r(x)− r(z))2] ≤ ρ E
x∼N (0,I)

[
‖2‖2

∇r(x)

]
Based on the above lemma we can now move on to the proof of Lemma 5.2.7.

Proof of Lemma 5.2.7: For ease of notation we define the following distribution

Dρ = N

0,

 I (1− ρ)I

(1− ρ)I I

 .
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We also denote by r(x) = N ∗(x)/N0(x) We can now write

2 E
x∼N0

[
ψ(x)2 − ψ(x)T1−ρψ(x)

]
= E

(x,z)∼Dρ

[
ψ(x)2 − ψ(x)ψ(z)

]
=

1
α∗2 E

(x,z)∼Dρ

[1S(x)r2(x)− 1S(x)1S(z)r2(x)]+

E
(x,z)∼Dρ

[1S(x)1S(z)r2(x)− 1S(x)1S(z)r(x)r(z)]

We bound each of the two terms separately. For the first term, using Schwarz’s

inequality we get

E
(x,z)∼Dρ

[1S(x)r2(x)− 1S(x)1S(z)r2(x)]

≤
(

E
(x,z)∼Dρ

[1S(x)1S(z)]
)1/2(

E
(x,z)∼Dρ

[r4(x)]
)1/2

≤ (NS[S])1/2poly(1/α) ≤
√

Γ(S)ρ1/4poly(1/α)

where the bound on the expectation of r4(x) follows from Lemma 5.2.5 and the

last inequality follows from Lemma 2.3.9. For the second term, we have that

E
(x,z)∼Dρ

[1S(x)1S(z)(r2(x)− r(x)r(z))]

= E
(x,z)∼Dρ

[
1S(x)1S(z)

(
r2(x)

2
+

r2(z)
2
− r(x)r(z)

)]
= E

(x,z)∼Dρ

[
1S(x)1S(z)

1
2
(r(x)− r(z))2

]
≤ 1

2
E

(x,z)∼Dρ

[
(r(x)− r(z))2

]
≤ ρ E

x∼N0
[‖2‖2

∇r(x)],

where the last inequality follows from Lemma 5.2.8. It thus suffices to bound the

expectation of the gradient of r. We have
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E
x∼N0

[‖2‖2
∇r(x)] = E

x∼N0

[
‖2‖2

−Σ∗−1(x−µ∗)+x r2(x)
]

≤ 2 E
x∼N0

[‖2‖2
(I−Σ∗)−1x r2(x)] + 2 ‖2‖2

Σ∗−1µ∗ E
x∼N0

[r2(x)]

≤ 2
√

E
x∼N0

[‖2‖4
(I−Σ∗−1)x] E

x∼N0
[r4(x)] + 2 ‖2‖2

Σ∗−1µ∗ E
x∼N0

[r2(x)]

≤ poly(1/α),

where the bound on the expectation of r4(x) and r2(x) follows from Lemma 5.2.5

and the expectation

E
x∼N0

[
‖2‖4

(I−Σ∗−1)x

]
= E

x∼N0

(∑
i
(1− λi)

2x2
i

)2


≤ 3

(
∑

i
(1− λi)

2

)2

≤ 3 log2(1/α) ≤ poly(1/α).

�

Learning the Hermite Expansion

In this section we deal with the sample complexity of estimating the coefficients

of the Hermite expansion. We have

cV = E
x∼N (µ,Σ,S)

[HV(x)]

Using samples xi from N (µ, Σ, S), we can estimate this expectation empirically

with the unbiased estimate

c̃V =
∑N

i=1 HV(xi)

N
.

We now show an upper bound for the variance of the above estimate. The

proof of this lemma can be found in Appendix C.3.

134



Lemma 5.2.9. Let N (µ∗, Σ∗, S) be the unknown truncated Gaussian. The variance of

the following unbiased estimator of the Hermite coefficients c̃V = ∑N
i=1 HV(xi)

N , is upper

bounded

E
x∼N (µ,Σ,S)

[(c̃V − cV)
2] ≤ poly(1/α)

5|V|

N
.

Theorem 5.2.10. Let S be an arbitrary (Borel) subset of Rd. Let α be the constant of

(5.0.1). LetN (µ∗, Σ∗, S) be the corresponding truncated Gaussian in (O log(1/α), 1/16)-

isotropic position (see Definition 5.2.1), Then, for the estimate

ψk(x) = max

0, ∑
V:0≤|V|≤k

c̃V HV(x)

 , c̃V =
∑N

i=1 HV(xi)

N

it holds for k� d, Γ(S) > 1,

E
x1,...,xN∼N (µ∗,Σ∗,S)

[
E

x∼N (0,I)

[
(ψk(x)− ψ(x))2

]]
≤ poly(1/α)

(√
Γ(S)

k1/4 +
(5d)k

N

)
.

Alternatively, for k = poly(1/α)Γ(S)2/ε4 we obtain that with N = dpoly(1/α)Γ(S)2/ε4

samples, with probability at least 9/10, it holds Ex∼N0 [(ψN,k(x)− ψ(x))2] ≤ ε.

Proof. Instead of considering the positive part of the Hermite expansion, we will

prove the claim for the empirical Hermite expansion of degree k and N samples

pN,k = ∑
V:0≤|V|≤k

c̃V HV(x).

As usual we denote by Skψ(x) the true (exact) Hermite expansion of degree k of

ψ(x). Using the inequality (a− b)2 ≤ 2(a− c)2 + 2(c− b)2 we obtain

E
x∼N0

[
(pN,k(x)− f (x))2

]
≤ 2 E

x∼N0

[
(pN,k(x)− Skψ(x))2

]
+ 2 E

x∼N0

[
(Skψ(x)− ψ(x))2

]
Since Hermite polynomials form an orthonormal system with respect to N0, we
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obtain

E
x∼N0

[
(pN,k(x)− Skψ(x))2

]
= E

x∼N0


 ∑

V:0≤|V|≤k
(c̃V − cV)HV(x)

2


= ∑
V:0≤|V|≤k

(c̃V − cV)
2.

Using Lemma 5.2.9 we obtain

E
x1,...,xN∼N ∗

 ∑
V:0≤|V|≤k

(c̃V − cV)
2

 ≤ poly(1/α)

N ∑
V:0≤|V|≤k

5|V|

≤ poly(1/α)

N

(
d + k

k

)
5k,

where we used the fact that the number of all multi-indices V of d elements such

that 0 ≤ |V| ≤ k is (d+k
k ). Moreover, from Theorem 5.2.4 we obtain that

E
x∼N0

[
(Skψ(x)− ψ(x))2

]
≤ poly(1/α)

(√
Γ(S)

k1/4 +
1
k

)
.

The theorem follows.

5.2.2 Optimization of Gaussian Parameters

In this section we show that we can formulate a convex objective function that can

be optimized to yield the unknown parameters µ∗, Σ∗ of the truncated Gaussian.

Let S be the unknown (Borel) subset of Rd such that N (µ∗, Σ∗; S) = α∗ and let

N ∗S = N (µ∗, Σ∗, S) be the corresponding truncated Gaussian.

To find the parameters µ∗, Σ∗, we define the function

M f (u, B) , E
x∼N ∗S

[
eh(u,B;x)N (0, I; x) f (x)

]
(5.2.2)

where h(u, B; x) = xT Bx
2 − tr((B−I)(Σ̃S+µ̃Sµ̃T

S ))
2 − uT(x− µ̃S) +

d
2 log 2π.
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We will show that the minimizer of M f (u, B) for the polynomial function

f = ψk, will satisfy (B−1u, B−1) ≈ (µ∗, Σ∗). Note that M f (u, B) can be estimated

through samples. Our goal will be to optimize it through stochastic gradient

descent.

In order to make sure that SGD algorithm for Mψk converges fast in the pa-

rameter space we need to project after every iteration to some subset of the space

as we will see in more details later in this Section. Assuming that the pair (µ∗, Σ∗)

is in (
√

log(1/α∗), 1/16)-isotropic position we define the following set

D =

{
(u, B) | (B−1u, B−1) is in

(
c · log

(
1
α∗

)
,

1
16

)
-isotropic position

}
(5.2.3)

Where c is the universal constant guaranteed to exist from Appendix C.1 so that

max
{
‖µ∗ − µ̃S‖Σ∗ ,

∥∥∥Σ∗−1/2Σ̃SΣ∗−1/2 − I
∥∥∥

F

}
≤ c · log(1/α∗).

It is not hard to see that D is a convex set and that for any (u, B) the projection

to D can be done efficiently. For more details we refer to Chapter 3. Since after

every iteration of our algorithm we project to D we will assume for the rest of this

Section that (u, B) ∈ D.

An equivalent formulation of M f (u, B) that is useful for the analysis of the

SGD algorithm is

M f (u, B) = e−
1
2(tr((B−I)(Σ̃S+µ̃Sµ̃T

S )))+uT B−1u−uT µ̃S)
√
|B| E

x∼N ∗S

[
N (0, I; x)

N (B−1u, B−1; x)
f (x)

]
, Cu,B E

x∼N ∗S

[
N0(x)

Nu,B(x)
f (x)

]
(5.2.4)

Lemma 5.2.11. For (u, B) ∈ D, we have that poly(α) ≤ Cu,B ≤ poly(1/α).
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Proof. We have that

|2 log Cu,B| =
∣∣∣tr((B− I)(Σ̃S + µ̃Sµ̃T

S ))) + uTB−1u− uTµ̃S − log |B|
∣∣∣

=
∣∣∣tr(B− I) + tr((B− I)(Σ̃S − I)) + uTB−1u− log |B|

∣∣∣
≤ |tr(B− I)− log |B||+

∣∣∣tr((B− I)(Σ̃S − I))
∣∣∣+ ∣∣∣uTB−1u

∣∣∣
We now bound each of the terms separately. Let λ1, ..., λd be the eigenvalues

of B.

1. For the first term, we have that

|tr(B− I)− log |B|| =
∣∣∣∣∣ d

∑
i=1

(λi − 1− log λi)

∣∣∣∣∣ ≤ d

∑
i=1

(λi − 1)2

λi
≤ ‖B− I‖2

F
λmin

where we used the fact that 0 ≤ x− 1− log x ≤ (x−1)2

x for all x > 0.

2. For the second term, we have that
∣∣∣tr((B− I)(Σ̃S − I))

∣∣∣ ≤ ‖B− I‖F‖Σ̃S −

I‖F

3. For the third term, we have that
∣∣uTB−1u

∣∣ = uTB−1BB−1u ≤ λmax‖B−1u‖2
2

Now from the assumption (u, B) ∈ D we have that ‖B− I‖F ≤ O(
√

log(1/α∗)),∥∥B−1u
∥∥

2 ≤ O(
√

log(1/α∗)), λmin ≥ 15/16 and λmax ≤ 17/16. From Lemma C.1.3

we also get that
∥∥Σ̃S − I

∥∥
F ≤ O(

√
log(1/α∗)) and hence |2 log Cu,B| ≤ O(log(1/α∗)).

This means that Cu,B = poly(1/α) and the lemma follows.

The Objective Function and its Approximation

To show that the minimizer of the function Mψk is a good estimator for the un-

known parameters µ∗, Σ∗, we consider the function M′f , defined as M′f (u, B) =

Ex∼N ∗S

[
eh′(u,B;x)N (0, I; x) f (x)

]
for h′(u, B; x) = xT Bx

2 −
tr((B−I)(ΣS+µSµT

S ))
2 − uT(x−

µS) +
d
2 log 2π. This function corresponds to an ideal situation where we know
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the parameters µS, ΣS exactly. Similarly to (5.2.4), we can write M′f as

M′f (u, B) = C′u,B E
x∼N ∗S

[
N0(x)

Nu,B(x)
f (x)

]
.

We next argue that both M f and M′f are convex.

Claim 5.2.12. For any positive real valued funcion f : Rd → R+, it holds that the

functions M f (u, B) and M′f (u, B) are convex functions of the parameters (u, B).

Proof. We show the statement for M f . The proof for M′f is identical. The proof

follows by computing the Hessian of M f and arguing that it is positive semidefi-

nite.

The gradient with respect to (u, B) is

∇M f (u, B) = E
x∼N (µ∗,Σ∗,S)

[
∇h(u, B; x)eh(u,B;x)N (0, I; x) f (x)

]
= E

x∼N (µ∗,Σ∗,S)

 1
2

(
xxT − Σ̃S − µ̃Sµ̃T

S
)[

µ̃S − x

 eh(u,B;x)N (0, I; x) f (x)

 (5.2.5)

Moreover, the Hessian is

HM f (u, B) =

E


1

2

(
xxT − Σ̃S − µ̃Sµ̃T

S
)[

µ̃S − x

 1
2

(
xxT − Σ̃S − µ̃Sµ̃T

S
)[

µ̃S − x

T

eh(u,B;x)N0(x) f (x)


where the expectation is over x ∼ N (µ∗, Σ∗, S). This matrix is clearly positive

semidefinite since for any z ∈ Rd×d+d we have

zTHM f (u, B)z =

E
x∼N (µ∗,Σ∗,S)


zT

 1
2

(
xxT − Σ̃S − µ̃Sµ̃T

S
)[

µ̃S − x

2

eh(u,B;x)N (0, I; x) f (x)

 ≥ 0.
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We now argue that the minimizer of the convex function M′ψ for the weighted

characteristic function ψ(x) = 1S(x)
α∗
N (µ∗,Σ∗;x)
N (0,I;x) is (u, B) = (Σ∗−1, Σ∗−1µ∗).

Claim 5.2.13. The minimizer of M′ψ(u, B) is (u, B) = (Σ∗−1, Σ∗−1µ∗).

Proof. The gradient of M′ψ with respect to (u, B) is

∇M′ψ(u, B)

= E
x∼N ∗S

1
2

(
xxT − ΣS − µSµT

S
)[

µS − x

 eh(u,B;x)N (0, I; x)
1S(x)

α∗
N (µ∗, Σ∗; x)
N (0, I; x)


= E

x∼N ∗S

1
2

(
xxT − ΣS − µSµT

S
)[

µS − x

 eh(u,B;x)N (µ∗, Σ∗; x)
α∗


For (u, B) = (Σ∗−1µ∗, Σ∗−1), this is equal to

∇M′ψ(Σ
∗−1µ∗, Σ∗−1)

= Cu,B · E
x∼N ∗S

1
2

(
xxT − ΣS − µSµT

S
)[

µS − x

 1
N (µ∗, Σ∗; x)

N (µ∗, Σ∗; x)
α∗


=

Cu,B

α∗
· E

x∼N ∗S

 1
2

(
xxT − ΣS − µSµT

S
)[

µS − x


where Cu,B that does not depend on x. This is 0 by definition of µS and ΣS.

We want to show that the minimizer of Mψk is close to that of M′ψ. To do

this, we bound the difference of the two functions pointwise. The proof of the

following lemma is technical and can be found in Appendix C.4.

Lemma 5.2.14 (Pointwise Approximation of the Objective Function). Assume that

we use Lemma C.1.2 to estimate µ̃S, Σ̃S with ε = 1
poly(1/α∗) ε′ and Theorem 5.2.10 with

ε = 1
p(1/α∗) ε′2 then ∣∣∣Mψk(u, B)−M′ψ(u, B)

∣∣∣ ≤ ε′.

Now that we have established that Mψk is a good approximation of M′ψ we
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will prove that we can optimize Mψk and get a solution that is very close to the

optimal solution of M′ψ.

Optimization of the Approximate Objective Function

Our goal in this section is to prove that using sample access to N (µ∗, Σ∗, S) we

can find the minimum of the function Mψk defined in the previous section. First

of all recall that Mψk can be written as an expectation over N (µ∗, Σ∗, S) in the

following way

Mψk(u, B) , E
x∼N ∗S

[
eh(u,B;x)N (0, I; x)ψk(x)

]
.

In Section 5.2.1 we prove that we can learn the function ψk and hence Mψk can be

written as

Mψk(u, B) = E
x∼N ∗S

[
mψk(u, B; x)

]
where mψk(u, B; x) = eh(u,B;x)N (0, I; x)ψk(x), and for any u, B and x we can com-

pute mψk(u, B; x). Since Mψk is convex we are going to use stochastic gradient

descent to find its minimum. To prove the convergence of SGD and bound the

number of steps that SGD needs to converge we will use the the formulation de-

veloped in Chapter 14 of [SSBD14]. To be able to use their results we have to

define for any (u, B) a random vector v(u, B) and prove the following

Unbiased Gradient Estimation

E [v(u, B)] = ∇Mψk ,

Bounded Step Variance

E
[
‖v(u, B)‖2

2

]
≤ ρ,

Strong Convexity for any z ∈ D it holds

zTHM f (u, B)z ≥ λ.
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We start with the definition of the random vector v. Given a sample x from

N (µ∗, Σ∗, S), for any (u, B) we define

v(u, B) = ∇u,B mψk(u, B; x) (5.2.6)

=

 1
2

(
xxT − Σ̃S − µ̃Sµ̃T

S
)[

µ̃S − x

 eh(u,B;x)N (0, I; x)ψk(x) (5.2.7)

observe that the randomness of v only comes from the random sample x ∼

N (µ∗, Σ∗, S). The fact that v(u, B) is an unbiased estimator of ∇M f (u, B) fol-

lows directly from the fact calculation of ∇M f (u, B) in Section 5.2.2. For the

other two properties that we need we have the following lemmas. The following

lemma bounds the variance of the step of the SGD algorithm. It’s rather technical

proof can be found in Appendix C.4.

Lemma 5.2.15 (Bounded Step Variance). Let α be the constant of (5.0.1). For every

(u, B) ∈ D it holds

E
x∼N ∗S

[
‖v(u, B)‖2

2

]
≤ poly(1/α) · d2k,

We are now going to prove the strong convexity of the objective function

Mψk . For this we are going to use a known anti-concentration result for poly-

nomial functions over the Gaussian measure, which we already presented in The-

orem 2.6.1.

The following lemma shows that our objective is strongly convex as long as

the guess u, B remains in the set D that we define in (5.2.3). Its proof can be found

in Appendix C.4.

Lemma 5.2.16 (Strong Convexity). Let α be the absolute constant of (5.0.1). For every

(u, B) ∈ D, any z ∈ Rd such that ‖z‖2 = 1 and the first d2 coordinated of z correspond

to a symmetric matrix, then

zTHM f (u, B)z ≥ poly(α).
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Recovering the Unconditional Mean and Covariance – Proof of Theorem 5.2.2

The framework that we use for proving the fast convergence of our SGD algorithm

is the same as the framework that we used for the analysis of SGD in Chapter 3.

We summarize the main results of the framework here again for simplicity of

exposition.

Theorem 5.2.17 (Theorem 14.11 of [SSBD14].). Let f : Rd → R. Assume that f is

λ-strongly convex, that E
[
v(i) | w(i−1)

]
∈ ∂ f (w(i−1)) and that E

[∥∥∥v(i)
∥∥∥2

2

]
≤ ρ2. Let

w∗ ∈ arg minw∈D f (w) be an optimal solution. Then,

E [ f (w)]− f (w∗) ≤ ρ2

2λT
(1 + log T) ,

where w is the output projected stochastic gradient descent with steps v(i) and projection

set D after T iterations.

Lemma 5.2.18 (Lemma 13.5 of [SSBD14].). If f is λ-strongly convex and w∗ is a

minimizer of f , then, for any w it holds that

f (w)− f (w∗) ≥ λ

2
‖w−w∗‖2

2 .

Now we have all the ingredients to present the proof of Theorem 5.2.2.

Proof of Theorem 5.2.2: The estimation procedure starts by computing the poly-

nomial function ψk using dpoly(1/α∗) Γ2(S)
ε′8 samples fromN (µ∗, Σ∗, S) as explained in

Theorem 5.2.10 to get error poly(α∗)ε′2. Then we compute µ̃S and Σ̃S as explained

in Appendix C.1 with ε = q(α∗)
8p(1/α∗)(ε

′)2 where p comes from Lemma 5.2.14 and q

comes from Lemma 5.2.16. Our estimators for µ̂, Σ̂ are the outputs of Algorithm

7.

We analyze the accuracy of our estimation by proving that the minimum of

Mψk is close in the parameter space to the minimum of M′ψ. Let u′, B′ be the

minimum of the convex function M′ψ and uk, Bk be the minimum of the convex
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function Mψk . Using Lemma 5.2.14 we have the following relations

∣∣∣M′ψ(u′, B′)−Mψk(u
′, B′)

∣∣∣ ≤ ε′,
∣∣∣M′ψ(uk, Bk)−Mψk(uk, Bk)

∣∣∣ ≤ ε′

and also

M′ψ(u
′, B′) ≤ M′ψ(uk, Bk), Mψk(uk, Bk) ≤ Mψk(u

′, B′).

These relations imply that

∣∣Mψk(u
′, B′)−Mψk(uk, Bk)

∣∣ = Mψk(u
′, B′)−Mψk(uk, Bk)

≤ Mψk(u
′, B′)−M′ψ(u

′, B′) + M′ψ(uk, Bk)−Mψk(uk, Bk)

≤
∣∣∣M′ψ(u′, B′)−Mψk(u

′, B′)
∣∣∣+ ∣∣∣M′ψ(uk, Bk)−Mψk(uk, Bk)

∣∣∣ ≤ 2ε′.

But from Lemma 5.2.16 and Lemma 5.2.18 we get that

∥∥∥∥∥∥
B′[

u′

−
B[

k

uk

∥∥∥∥∥∥
2

≤ ε′
2 .

Now we can apply the Claim 5.2.13 which implies that

∥∥∥∥∥∥
(Σ∗−1)[

Σ∗−1µ∗

−
B[

k

uk

∥∥∥∥∥∥
2

≤ ε′

2
. (5.2.8)

Therefore it suffices to find (uk, Bk) with accuracy ε′/2 to get our theorem.

Let w∗ =

B[
k

uk

 To prove that Algorithm 7 converges to w∗ we use Theorem

5.2.17 which together with Markov’s inequality, Lemma 5.2.15 and Lemma 5.2.16

gives us

P

(
Mψk(û, B̂)−Mψk(uk, Bk) ≥ poly(1/α∗) · d2k

T
(1 + log(T))

)
≤ 1

3
. (5.2.9)

To get our estimation we first repeat the SGD procedure K = log(1/δ) times

independently, with parameters T, λ each time. We then get the set of estimates

E = {w1, w2, . . . , wK}. Because of (5.2.9) we know that, with high probability
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1− δ, for at least the 2/3 of the points w in E it is true that Mψk(w)−Mψk(w
∗) ≤

η where η = poly(1/α∗) · d2k

T (1 + log(T)). Moreover we will prove later that

Mψk(w)−Mψk(w
∗) ≤ η and this implies ‖w−w∗‖ ≤ c · η, where c is a universal

constant. Therefore with high probability 1− δ for at least the 2/3 of the points

w, w′ in E it is true that ‖w−w′‖ ≤ 2c · η. Hence if we set ŵ to be a point that is at

least 2c · η close to more that the half of the points in E then with high probability

1− δ we have that f (w)− f (w∗) ≤ η. Hence we can we lose probability at most

δ if we condition on the event

Mψk(û, B̂)−Mψk(uk, Bk) ≤ poly(1/α∗) · d2k

T
(1 + log(T)) .

Using once again Lemma 5.2.18 we get that

∥∥∥∥∥∥
B̂[

û

−
B[

k

uk

∥∥∥∥∥∥
2

≤ ε′

2
.

which together with (5.2.8) implies

∥∥∥∥∥∥
B̂[

û

−
(Σ∗−1)[

Σ∗−1µ∗

∥∥∥∥∥∥
2

≤ ε′

2
.

and the theorem follows as closeness in parameter distance implies closeness in

total variation distance for the corresponding untruncated Gaussian distributions.

�
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Algorithm 7 Projected Stochastic Gradient Descent. Given access to samples from
N (µ∗, Σ∗, S).

1: procedure Sgd(T, λ) . T: number of steps, λ: parameter.

2: w(0) =

(B(0))[

u(0)

←
(Σ̃−1

S )[

Σ̃−1
S µ̃S


3: for i = 1, . . . , T do

4: Sample x(i) from N (µ∗, Σ∗, S)

5: ηi ← 1
λ·i

6:

(B(i−1))[

u(i−1)

← w(i−1)

7: v(i) ←

 1
2

(
x(i)x(i)T − Σ̃S − µ̃Sµ̃T

S

)[
µ̃S − x(i)

 eh(u(i−1),B(i−1);x(i))N (0, I; x(i))ψk

(
x(i)
)

8: r(i) ← w(i−1) − ηiv(i)

9: w(i) ← arg minw∈D

∥∥∥w− r(i)
∥∥∥2

2
. See Sections 3.2.3, 4.2.5.

10:

B̂[

û

← 1
T ∑T

i=1 w(i)

11: Σ̂← B̂−1

12: µ̂← B̂−1û

13: return (µ̂, Σ̂)

5.2.3 Recovering the Set

In this section we prove that, given only positive examples from an unknown

truncated Gaussian distribution, that is samples from the conditional distribution

on the truncation set, one can in fact learn the truncation set. We only give here

the main result, for details see Appendix C.5.

Theorem 5.2.19 (Recovering the Set). Let S be a class of measurable subsets of Rd with

Gaussian surface area at most Γ(S). Let N ∗ be a Gaussian in (O(log(1/α), 1/16))-

isotropic position. Then, given dpoly(1/α)Γ(S)2/ε32
samples from the conditional distribu-

tion N ∗S we can recover an indicator function S̃ : Rd → {0, 1} of the set S̃ such that with

probability at least 99% it holds Px∼N ∗ [S̃(x) 6= 1S(x)] ≤ ε.
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5.3 Lower Bound for Learning the Mean

of a Truncated Gaussian

Theorem 5.3.1. There exists a family of sets S with Γ(S) = O(d) such that any

algorithm that draws m samples from N (µ, I, S) and computes an estimate µ̃ with

‖µ̃− µ‖2 ≤ 1 must have m = Ω(2d/2).

Proof. Let H = [−1, 1]d+1 be the d + 1-dimensional cube. We will also use the left

and right subcubes H+ = [−1, 0] × [−1, 1]d, H− = [0, 1] × [−1, 1]d respectively.

Let N+ = N (e1, I) and N− = N (−e1, I). We denote by r the (scaled) pointwise

minimum of the two densities truncated at the cube H, that is

r(x) =
min(N+(H; x),N−(H; x))

c
=

1H(x)
c

min(N+(x),N−(x)),

where c = 1− dTV(N+,N−).

To simplify notation we assume that we work in Rd+1 instead of Rd. Let

V = (v1, . . . , vd) ∈ {+1,−1}d. For every V we define the set GV = H ∩ {y ∈

Rd : yivi ≥ 0}. We also define the subcubes HV = [0, 1] × GV . We consider

the following subset of H parameterized by the 2d parameters tV ∈ [0, 1] and

δ ∈ [−1, 1].

S+ = [−1 + δ, 0]× [−1, 1]d ∪
⋃

V∈{−1,+1}d

[0, tV ]× GV

We will argue that there exists a distribution D+ on the values tV such that on

expectation dTV(N S+
+ ,N S−

− ) is O(2−d). We show how to construct the distribution

D+ since the construction for D− is the same. In fact we will show that both

distributions are very close to r(x). Notice that for some (t, y) ∈ Rd+1 we have

We draw each tV independently from the distribution with cdf

F(t) = 1[0,1)(t)(1− e−2t) + 1[1,+∞)(t)
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Notice that for t ∈ (0, 1) and any y ∈ Rd we have that 1− F(t) = N−(t, y)/N+(t, y).

After we draw all tV from F we choose δ so that N+(S+; x) = c. We will show

that on expectation over the tV we have δ = 0, which means that no correction is

needed. In fact we show something stronger, namely that for all x ∈ H+ we have

that ES+∼D+ [N+(S+; x)] = r(x). Assume that x ∈ HV . Indeed,

E
S+∼D+

[N+(S+; x)] =
N+(x)

c
E

S+∼D+

[1S+(x)] =
N+(x)

c
E

S+∼D+

[1{x1≤tV}]

=
N+(x)

c
(1− F(tV)) =

N−(x)
c

= r(x)

Moreover, observe that for all x ∈ H− ∩ S+ we have that N+(S+; x) = r(x) always

(with probability 1). We now argue that in order to have constant probability to

distinguish N+(S+) from r(x) one needs to draw Ω(2d) samples. Since the ex-

pected density of N+(S+) matches r(x) for all x ∈ H+, to be able to distinguish

the two distributions one needs to observe at least two samples in the same cube

HV . Since we have 2d disjoint cubes HV the probability of a sample landing in HV

is at most 1/2d. Therefore, using the birthday problem, to have constant proba-

bility to observe a collision one needs to draw Ω(
√

2d) = Ω(2d/2) samples. Since

for all x ∈ H− ∩ S+, N+(S+) exactly matches r(x), to distinguish between the two

distributions one needs to observe a sample x with −1 + δ < x1 < −1. Due to

symmetry, N+ assigns to all cubes HV equal probability, call that p. Moreover, we

have that c = 2d+1p. Now let pV be the random variable corresponding to the

probability that N+ assigns to [0, tV ]× GV . We have that EtV∼F[pV ] = p for all V.

Since the independent random variables pV are bounded in [0, 1/2d], Hoeffding’s

inequality implies that |∑V∈{−1,1}d(pV − p)| < 1/2d/2 with probability at least

1− 2/e2. This means that with probability at least 3/4 one will need to draw

Ω(2d/2) samples in order to observe one with x1 < −1 + δ.

Since any set S in our family S has almost everywhere (that is except the set

of its vertices which a finite set and thus of measure zero) smooth boundary we
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Figure 5-1: The set S+ when d = 1.

may use the following equivalent (see e.g. [Naz03]) definition of its surface area

Γ(S) =
∫

∂S
N0(x)dσ(x),

where dσ(x) is the standard surface measure on Rd. Without loss of generality

we assume that S corresponds to the set S+ defined above (the proof is the same

if we consider a set S−). We have

∂S ⊆
⋃

V∈{+1,−1}d

({tV} × GV) ∪ ∂([−1,+1]d+1) ∪
d+1⋃
i=1

{x : xi = 0}.

By the definition of Gaussian surface area it is clear that Γ(A ∪ B) ≤ Γ(A) +

Γ(B). From Table 1.1 we know that Γ([−1,+1]d+1) = O(
√

log d). Moreover, we

know that a single halfspace has surface area at most
√

2/π (see e.g. [KOS08]).

Therefore Γ
(⋃d+1

i=1 {x : xi = 0}
)
≤ ∑d+1

i=1

√
2/π = O(d). Finally, we notice that for

any point x on the hyperplane {x : x1 = 0} and any y on {x : x1 = c} (for any

c ≥ 0), we have N0(x) ≥ N0(y). Therefore, the surface area of each set tV × GV

is maximized for tV = 0. In this case
⋃

V∈{+1,−1}d({tV} × GV) ⊆ {x : x1 = 0},

which implies that the set
⋃

V∈{+1,−1}d({tV} × GV) contributes at most
√

2/π to

the total surface area. Putting everything together, we have that Γ(S) = O(d).
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5.4 Identifiability via Gaussian Surface Area

In this section we investigate the sample complexity of the problem of estimat-

ing the parameters of a truncated Gaussian using a different approach that does

not depend on the VC dimension of the family S of the truncation sets to be

finite. For example, we settle the sample complexity of learning the parameters

of a Gaussian distribution truncated at an unknown convex set (recall that the

class of convex sets has infinite VC dimension). Our method relies on finding

a tuple (µ̃, Σ̃, S̃) of parameters so that the moments of the corresponding trun-

cated Gaussian N (µ̃, Σ̃, S̃) are all close to the moments of the unknown truncated

Gaussian distribution, for which we have unbiased estimates using samples. The

main question that we need to answer to determine the sample complexity of this

problem is how many moments are needed to be matched in order to be sure that

our guessed parameters are close to the parameters of the unknown truncated

Gaussian. We state now the main result. Its proof is based on Lemma 5.4.3 and

can be found in Appendix C.6.

Theorem 5.4.1 (Moment Matching). Let S be a family of subsets of Rd of bounded

Gaussian surface area Γ(S). Moreover, assume that if T is an affine map and T(S) =

{T(S) : S ∈ S} is the family of the images of the sets of S , then it holds Γ(T(S)) =

O(Γ(S)). For some S ∈ S , let N (µ, Σ, S) be an unknown truncated Gaussian, then

n = dO(Γ(S)/ε4) samples are sufficient to find parameters µ̃, Σ̃, S̃ such that

dTV(N (µ, Σ, S),N (µ̃, Σ̃, S̃)) ≤ ε.

The key lemma of this section is Lemma 5.4.3. It shows that if two truncated

normals are in total variation distance ε then there exists a moment where they

differ. The main idea is to prove that there exists a polynomial that approximates

well the indicator of the set { f1 > f2}. Notice that the total variation distance

between two densities can be written as
∫

1{ f1> f2}(x) f1(x)− f2(x)dx. In our proof

we use the chi squared divergence, which for two distributions with densities
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f1, f2 is defined as

Dχ2( f1‖ f2) =
∫

( f1(x)− f2(x))2

f2(x)
dx

To prove it we need the following nice fact about chi squared divergence between

Gaussian distributions. In general chi squared divergence may be infinite for

some pairs of Gaussians. In the following lemma we prove that for any pair of

Gaussians, there exists another Gaussian N such that Dχ2(N1‖N) Dχ2(N2‖N) are

finite even if Dχ2(N1‖N2) = ∞.

Lemma 5.4.2. Let N1 = N (µ1, Σ1), and N2 = N (µ1, Σ2) be two Normal distributions

that satisfy the conditions of Lemma C.1.3. Then there exists a Normal distribution N

such that

Dχ2(N1‖N), Dχ2(N2‖N)

≤ exp
(

2
∥∥∥Σ−1/2

1 (µ1 − µ2)
∥∥∥

2
+

1
2

max(1, ‖Σ1‖2)
∥∥∥Σ−1/2

1 Σ2Σ−1/2
1 − I

∥∥∥2

F

)
.

Now we state the main lemma of this section. We give here a sketch of its

proof. It’s full version can be found in Appendix C.6.

Lemma 5.4.3. Let S be a family of subsets of Rd of bounded Gaussian surface area Γ(S).

Moreover, assume that if T is an affine map and T(S) = {T(S) : S ∈ S} is the family

of the images of the sets of S , then it holds Γ(T(S)) = O(Γ(S)). Let N (µ1, Σ1, S1)

and N (µ2, Σ2, S2) be two truncated Gaussians with densities f1, f2 respectively. Let

k = O(Γ(S)/ε4). If dTV( f1, f2) ≥ ε, then there exists a V ∈Nd with |V| ≤ k such that∣∣∣∣∣ E
x∼N (µ1,Σ1,S1)

[xV ]− E
x∼N (µ2,Σ2,S2)

[xV ]

∣∣∣∣∣ ≥ ε/dO(k).

Proof sketch. Let W = S1 ∩ S2 ∩ { f1 > f2} ∪ S1 \ S2, that is the set of points where

the first density is larger than the second. We now write the L1 distance between

f1, f2 as ∫
| f1(x)− f2(x)|dx =

∫
1W(x)( f1(x)− f2(x))dx

Denote p(x) the polynomial that will do the approximation of the L1 distance.
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From Lemma 5.4.2 we know that there exists a Normal distribution within small

chi-squared divergence of both N (µ1, Σ1) and N (µ2, Σ2). Call the density func-

tion of this distribution g(x). We have

∣∣∣ ∫ | f1(x)− f2(x)|dx−
∫

p(x)( f1(x)− f2(x))
∣∣∣ (5.4.1)

≤
∫
|1W(x)− p(x)| | f1(x)− f2(x)|dx

≤
∫
|1W(x)− p(x)|

√
g(x)

| f1(x)− f2(x)|√
g(x)

dx

≤
√∫

(1W(x)− p(x))2g(x)dx

√∫
( f1(x)− f2(x))2

g(x)
dx, (5.4.2)

where we use Schwarzs’ inequality. From Lemma 5.4.2 we know that

∫ f1(x)2

g(x)
dx ≤

∫ N (µ1, Σ1; x)2

g(x)
dx = exp(poly(1/α)).

Similarly,
∫ f2(x)2

g(x) dx = exp(poly(1/α)). Therefore we have,

∣∣∣∣∫ | f1(x)− f2(x)|dx−
∫

p(x)( f1(x)− f2(x))
∣∣∣∣

≤ exp(poly(1/α))

√∫
(1W(x)− p(x))2g(x)dx.

Recall that g(x) is the density function of a Gaussian distribution, and let µ, Σ be

the parameters of this Gaussian. Notice that it remains to show that there exists

a good approximating polynomial p(x) to the indicator function 1W . We can now

transform the space so that g(x) becomes the standard normal. Notice that this

is an affine transformation that also transforms the set W; Since the Gaussian

surface area is "invariant" under linear transformations

Since 1W ∈ L2(Rd, N0) we can approximate it using Hermite polynomials. For

some k ∈N we set p(x) = Sk1W(x), that is

pk(x) = ∑
V:|V|≤k

1̂W HV(x).
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Combining Lemma 5.2.6 and Lemma 2.3.9 we obtain

E
x∼N0

[(1W(x)− pk(x))2] = O
(

Γ(S)
k1/2

)
.

Therefore,
∣∣∣ ∫ | f1(x)− f2(x)|dx−

∫
pk(x)( f1(x)− f2(x))

∣∣∣ = exp(poly(1/α))Γ(S)1/2

k1/4 .

Ignoring the dependence on the absolute constant α, to achieve error O(ε) we need

degree k = O(Γ(S)2/ε4).

To complete the proof, it remains to obtain a bound for the coefficients of the

polynomial q(x) = pk(Σ
−1/2(x − µ)). Using known facts about the coefficients

of Hermite polynomials we obtain that ‖q(x)‖∞ ≤ (d+k
k )

2
(4d)k/2(O(1/α2))k. To

conclude the proof we notice that we can pick the degree k so that

∣∣∣∣∫ q(x)( f1(x)− f2(x))
∣∣∣∣ =

∣∣∣∣∣∣ ∑
V:|V|≤k

xV( f1(x)− f2(x))

∣∣∣∣∣∣ ≥ ε/2.

Since the maximum coefficient of q(x) is bounded by dO(k) we obtain the result.

5.5 VC-dimension vs Gaussian Surface Area

We use two different complexity measures of the truncation set to get sample

complexity bounds, the VC-dimension and the Gaussian Surface Area (GSA) of

the class of the sets. As we already mentioned in the introduction, there are

classes, for example convex sets, that have bounded Gaussian surface area but

infinite VC-dimension. However, this is not the main difference between the two

complexity measures in our setting. Having a class with bounded VC-dimension

means that the empirical risk minimization needs finite samples. To get an effi-

cient algorithm we still need to implement the ERM for this specific class. Therefore,

it is not clear whether it is possible to get an algorithm that works for all sets

of bounded VC-dimension. On the other hand, bounded GSA means that we

can approximate the weighted indicator of the set using its low order Hermite
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coeffients. This approximation works for all sets of bounded GSA and does not

depend on the specific class of sets. Therefore, using GSA we manage to get a

unified approach that learns the parameters of the underlying Gaussian distri-

bution using only the assumption that the truncation set has bounded GSA. In

other words, our approach uses the information of the class that the truncation

set belongs only to decide how large the degree of the approximating polynomial

should be. Having said that, it is an interesting open problem to design algo-

rithms that learn the parameters of the Gaussian and use the information that the

truncation set belongs to some class (e.g. intersection of k-halfspaces) to beat the

runtime of our generic approach that only depends on the GSA of the class.
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Chapter 6

Statistical Taylor Theorem and

Extrapolation of Truncated Densities

In this chapter we show a statistical version of Taylor’s theorem and apply this

result to non-parametric density estimation from truncated samples, which is a

classical challenge in Statistics [Woo85, Stu93]. The single-dimensional version of

our theorem has the following implication: “For any distribution P on [0, 1] with

a smooth log-density function, given samples from the conditional distribution of

P on any interval [a, a + ε] ⊂ [0, 1], we can efficiently identify an approximation to

P over the whole interval [0, 1], with quality of approximation that improves with

the smoothness of P.”

Our theorem resembles the guarantees of Taylor’s theorem for smooth func-

tions, but uses no direct access to the density function or its derivatives. Rather,

only sample access is provided, and this is only to some conditional distribution.

We prove a general version of such a statement, which holds in multiple dimen-

sions as well as a general class of sets that the samples are conditioned on.

To the best of knowledge, our result is the first in the area of non-parametric

density estimation from truncated samples, which works under the hard trunca-

tion model, where the samples outside some survival set S are never observed,

and applies to multiple dimensions. In contrast, previous works assume single

dimensional data where each sample has a different survival set S so that samples
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from the whole support will ultimately be collected.

6.1 Summary of our Results

When we use a polynomial to define a probability distribution, as we will see in

Section 2.4.2, the constant term of the polynomial has to be determined from the

rest of the coefficients so that the resulting function integrates to 1. For this reason

we can ignore the constant term in the representation of multivariate polynomials

that we defined in Section 2.2. For this chapter we denote by Qd,k the space of

polynomials of degree at most k with d variables and zero constant term, where

we might drop d from the notation if it is clear from context.

Based on the notation from Section 2.4, our main focus in this chapter is on

probability distributions P( f , [0, 1]d) where f ∈ L(B, M) for some known param-

eters B, M. More specifically our main goal is to approximation the density of

P( f , [0, 1]d) given samples from P( f , S), where S is a measurable subset of [0, 1]d.

Remark 6.1.1. Throughout the paper, for simplicity of exposition, we will consider

the support K of the densities that we aim to learn to be the hypercube [0, 1]d.

Our results hold for arbitrary convex sets with the following property [a, b]d ⊆

K ⊆ [c, d]d. Then all our results will be modified by multiplying with a function

of R , d−c
b−a . We will add a note in our theorems to specify the function of R in

every case, but we will keep our main statements for K = [0, 1]d to simplify our

statements. The set K should not be confused with the survival set S from which

we see the samples, which can be an arbitrary measurable subset of K.

Our main contribution is provable extrapolation of non-parametric density

functions from samples: given samples from the conditional density on some

subset S of the support we want to recover the shape of the density function

outside of S. We consider densities proportional to e f (x), where f is some func-

tion. We observe samples from a density proportional to 1S(x)e f (x), where S is a

known (via a membership oracle) subset of the support. For this problem to even

be well-posed we need further assumptions on the density function. Even if we
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are given the exact conditional density 1S(x)e f (x), then, if f /∈ C∞, i.e. infinitely

times differentiable everywhere, there is no hope to extrapolate its curve outside

of S; for a simple example, if we observe a density proportional to e|x| truncated in

(−∞, 0] we cannot extrapolate this density to (0,+∞)—because we cannot distin-

guish whether we are observing truncated samples from e−x or e|x|. On the other

hand, if the log-density f is analytic and sufficiently smooth, then the value of f

at every x can be determined only from local information, namely its derivatives

at a single point. This well known property of analytic functions is quantified

by Taylor’s remainder theorem. In this work we build upon this intuition and

show that even given samples from a sufficiently smooth density and even if these

samples are conditioned in a small subset of the support we can still determine the

function in the entire support.

With this observation in mind we restrict our attention to functions f that sat-

isfy specific smoothness assumptions: their k-th order derivatives do not increase

faster than exponentially in k, i.e. | f (k)(x)| ≤ Mk for some M all x in the support.

For the precise smoothness assumptions see Definition 2.4.3. We remark that

such assumptions are standard in non-parametric density estimation problems,

even when no extrapolation is needed, see, for example, [BS91].

We first deal with the single dimensional version of this problem. Given a

function f and a set S we define P( f , S) to be the distribution with density pro-

portional to 1Se f (x). For simplicity we are going to assume that f is supported

on [0, 1] and we observe samples from P( f , S) where S is a subset of [0, 1]. Our

first step is to consider a parametric class of densities that can approximate the

unknown non-parametric log-density f . A natural candidate is degree k poly-

nomials. That is, we consider densities of the form ep(x), where p is a degree k

polynomial; these densities are exponential families. Our first result shows that

the polynomial which maximizes the likelihood with respect to the conditional

distribution P( f , S) (let us call this polynomial the “MLE polynomial”) approx-

imates the density e f (x) everywhere on [0, 1]. While it is conceptually clear that

the MLE polynomial of sufficiently large degree will achieve good approximation
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guarantees inside S, our result shows that the same polynomial approximates the

density on the entire interval [0, 1].

Informal Theorem 6.1.2 (MLE Extrapolation Error, Theorem 6.1.2). Let P( f , [0, 1])

be a probability distribution with sufficiently smooth log-density f and let P( f , S) be its

conditional distribution on S ⊂ [0, 1]. The MLE polynomial p∗ of degree O(log(1/ε))

w.r.t P( f , S) satisfies dTV(P( f , [0, 1]),P(p∗, [0, 1])) ≤ ε.

Our key insight for showing Informal Theorem 6.1.2 is establishing a structural

property of the MLE polynomial: the MLE polynomial p∗ of degree k has at least k + 1

intersection points with the unknown log-density f . To bound the approximation error

of p∗ we use results from approximation theory (Hermite Interpolation) which

relate the error with the number of intersection points of the polynomial with f :

more intersection points result in better approximation. Our result is essentially

the statistical counterpart of Taylor’s theorem, since the MLE polynomial enjoys

the same extrapolation properties as the Taylor polynomial.

Extending the previous result to multivariate densities is significantly more

challenging. The reason is that multivariate polynomial interpolation is much

more intricate and is a subject of active research, see for example the survey

[GS00]. Instead of trying to characterize the properties of the exact MLE polyno-

mial we give an alternative method for obtaining multivariate extrapolation guar-

antees that does not rely on multivariate polynomial interpolation. Our approach

uses the additional assumption that the set S from which we observe samples

has non-trivial volume, that is vol(S) ≥ a for some α > 0. Under this natural

assumption we obtain the following theorem.

Informal Theorem 6.1.3 (Multivariate MLE Extrapolation Error, Therorem 6.3.2).

Let P( f , [0, 1]d) be a probability distribution with sufficiently smooth log-density f and

let P( f , S) be its conditional distribution on S ⊂ [0, 1]d with vol(S) ≥ α. The MLE

polynomial p∗ of degree O(d3/α2 + log(1/ε)) w.r.t P( f , S) satisfies

dTV(P( f , [0, 1]d),P(p∗, [0, 1]d)) ≤ ε.
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Our approach for proving Informal Theorem 6.1.3 is more abstract and relies

on a structural result that quantifies the distortion of the metric space of expo-

nential families under conditioning. Given a polynomial p with corresponding

density P(p, [0, 1]d) conditioning maps it to a distribution P(p, S). We show that

conditioning distorts total variation by a factor of order (d/α)O(k). In other words

distributions that are close initially will remain close after conditioning and vice

versa.

Informal Theorem 6.1.4 (Distortion of Conditioning). Let p, q be polynomials of

degree at most k. For every S ⊆ [0, 1]d with vol(S) ≥ α it holds

(d/α)−O(k) ≤ dTV(P(p, [0, 1]d), P(q, [0, 1]d) )
dTV(P(p, S), P(q, S))

≤ (d/α)O(k)

Using the above theorem our strategy for showing Informal Theorem 6.1.3 is

as follows, see Figure 6-1. We first use Taylor’s remainder theorem to show that

for the Taylor polynomial p corresponding to f it holds that dTV(P(p, S),P( f , S))

and also dTV(P(p, [0, 1]d),P( f , [0, 1]d)) are both very small given that we use suf-

ficiently large degree. By optimizing the likelihood function on S over the space of

degree k polynomials we obtain the MLE polynomial q which achieves very small

total variation distance to f on S, i.e. dTV(P(q, S),P( f , S)) is also small. From

the triangle inequality we have that dTV(P(q, S),P(p, S)) is also very small. Now

we can apply Informal Theorem 6.1.4 to obtain that dTV(P(q, [0, 1]d),P(p, [0, 1]d))

blows up at most by a factor of (d/α)O(k). Combining the above we obtain an up-

per bound on the extrapolation error (y in Figure 6-1) that we can make arbitrarily

small by choosing high enough degree.

Our next result is an efficient algorithm that computes the MLE polynomial

using only samples from the conditional density P( f , S).

Informal Theorem 6.1.5 (Extrapolation Algorithm: Theorem 6.3.1). Let P( f , [0, 1]d)

be sufficiently smooth. Let S ⊆ [0, 1]d be such that vol(S) ≥ α. There exists an algorithm

that draws

N = 2Õ(d4/α2) · (1/ε)O(d+log(1/α))
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Figure 6-1: Using Informal Theorem 6.1.4 to show the extrapolation guarantees
of MLE. K = [0, 1]d. p is the Taylor Polynomial of f : from Taylor’s remain-
der theorem we know that, in both S and K, p is very close to f . q is the
MLE polynomial on S: it is very close to f in S. The distance x is bounded
by triangle inequality. The distance of p and q in K is upper bounded by
x (d/α)O(k) by Informal Theorem 6.1.4. Finally, y is the extrapolation error
of the MLE polynomial q on K and is bounded by another triangle inequal-
ity. Overall, y ≤ dTV(P( f , K),P(p, K)) + (d/α)O(k)x ≤ dTV(P( f , K),P(p, K)) +
(d/α)O(k)(dTV(P( f , S),P(p, S)) + dTV(P( f , S),P(q, S))).

samples from P( f , S), runs in time polynomial in the number of samples, and with prob-

ability at least 99% outputs a polynomial q of degree Õ(d3/α2) +O(log(1/ε)) such that

dTV(P( f , K),P(q, K)) ≤ ε.

6.2 Single Dimensional Densities

In this section we show our Statistical Taylor Theorem for single-dimensional den-

sities. We keep this analysis separate from our main multi-dimensional theorem

because: (1) we show a stronger result in this case; (2) the tools we use are for

the most part familiar from polynomial interpolation techniques; (3) the proof

provides intuition for our proof strategy in the multi-dimensional case.

Our goal in this section is to estimate the density of the distribution P( f , [0, 1])

using only samples from P( f , S), where f is a bounded and high-order smooth

function, i.e. f ∈ L(B, M, k0), and S is a measurable subset of [0, 1]. As we have

already discussed the set L(B, M, k0) is a non-parametric family of functions, so

the first step is to identify a parametric approximation of f that can be used to

160



approximate P( f , [0, 1]). For this purpose we use polynomial approximation and

therefore the parameters are the coefficients of the polynomial. So we need to

understand what degree of a polynomial suffices to yield a good approximation

(Section 6.2.1), and second how to identify the approximating polynomial compu-

tationally and statistically efficiently given samples from P( f , S) (Section 6.2.2).

6.2.1 Identifying the Sufficient Degree

Recall that we are only given access to P( f , S) and our goal is to identify a poly-

nomial q such that P(q, [0, 1]) approximates P( f , [0, 1]). If q minimizes the diver-

gence of P(q, S) from P( f , S), for some notion of divergence, what can we say

about the divergence of P(q, [0, 1]) from P( f , [0, 1])? Moreover, how does this de-

pend on the degree of q? As the degree of q grows, it certainly allows P(q, S) to

come closer to P( f , S). One might then expect that the same is true of P(q, [0, 1]),

coming closer to P( f , [0, 1]). Unfortunately, this is not necessarily the case, be-

cause it could be that, as the degree of the polynomial increases, the approximant

P(q, S) overfits to P( f , S), so extrapolating to [0, 1] fails to give a good approx-

imation to P( f , [0, 1]). This is the main technical difficulty in identifying what

degree of approximating polynomials we should be targeting. What we show is

that, if the function is high-order smooth, then there is some degree threshold

beyond which we get better approximations using higher degrees, i.e. overfit-

ting does not happen beyond that degree threshold. We illustrate this behavior

in Example 6.2.2, where using degree 12 is worse that using degree 10 because

of overfitting to P( f , S), but if the degree is greater than 12 then we get better

approximation as we use greater degree.

To prove closed form bounds on the error that we get when using degree k

polynomials to approximate f we assume that, once we choose a degree k, we use

maximum likelihood estimation to identify the polynomial that provides the best

approximation to the conditional density P( f , S). In this section we do not worry

about issues of sample and time complexity, which we address in the next section.
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So, from the space Qk of polynomials with degree k, we choose the polynomial q

that minimizes the KL-divergence between P( f , S) and P(q, S). We then bound

how close P(q, [0, 1]) is to P( f , [0, 1]) as a function of the degree k. This expression

of the error with respect to k can then be used to identify the sufficient degree that

yields an approximation error of at most some desired ε. Our result is formally

stated in the next theorem.

Theorem 6.2.1 (Information Projection Extrapolation Error). Let I = [0, 1] ⊆ R

and f : I 7→ R be a function that is (k + 1)-times continuously differentiable on I, with∣∣∣ f (k+1)(x)
∣∣∣ ≤ Mk+1 for all x ∈ I. Let S ⊆ I be a measurable set such that vol(S) > 0,

and p be a polynomial of degree at most k defined as

p = argmin
q∈Qk

DKL(P( f , S)‖P(q, S)) .

Then, it holds that

DKL(P( f , I)‖P(p, I)) ≤ eWkW2
k , Wk =

Mk+1

(k + 1)!
.

The proof of Theorem 6.2.1 can be found in Appendix D.2.1. It is based on a

combination of classical results in approximation theory that guarantee extrapo-

lation together with an important lemma for interpolation of densities provided

by [BS91]. We note that we can prove a more general version of Theorem 6.2.1

where instead of I being the interval [0, 1] is any interval [a, b]. The difference in

the guarantees is that the term Wk will be multiplied by Rk+1 where R , b− a.

To convey the motivation for our theorem and illustrate its guarantees, we use the

following example.

Example 6.2.2. Let f (x) = sin(10 · x) and S = [0, 0.5]. Our goal is to estimate the

probability distribution P( f , [0, 1]) with density proportional to ∝ exp(sin(10 ·

x)), using only samples from P( f , S). The guarantees of Theorem 6.2.1 are il-

lustrated in the following figure where we see the density of the distributions

P( f , [0, 1]), P( f , S), P(q, S) and P(q, [0, 1]) for various values for the degree of
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(c) The densities of
P( f , [0, 1]) and P(q, [0, 1])
for different deg(q).

Figure 6-2: In figure (a) we can see the probability density functions of the dis-
tributions P( f , [0, 1]) and P( f , S). In figure (b) we have the density of P( f , S)
together with the functions exp(q(x)) for various degrees of q normalized so that
the integral on S is 1. As we can see all the degrees approximate very well the
conditional density but they have completely different behavior outside S. In fig-
ure (c) we can see the densities P( f , [0, 1]) and P(q, [0, 1]) for various degrees of
q. The difference between (b) and (c) is that in (c) the functions are normalized
so that their integral over [0, 1] is equal to 1 whereas in (b) the integral over S is
equal to 1.

q, where q is always chosen to minimize the KL-divergence between P( f , S) and

P(q, S), i.e. using no further information about P( f , [0, 1]). As we see, P(q, S) ap-

proximates P( f , S) very well for any degree that is greater than 10, with marginal

improvement in the quality of approximation of the conditional density as the

degree of q is increased.

On the other hand the resulting quality of approximation between P( f , [0, 1])

and P(q, [0, 1]) has much more involved behavior. A crucial observation is that

for small values of the degree of q the approximation error between P( f , [0, 1])

and P(q, [0, 1]) is not monotone in the degree of q. In particular, as we see in the

figure, when the degree of q is 10 then P(q, [0, 1]) is reasonably close to P( f , [0, 1])

while when the degree of q becomes 12 then P(q, [0, 1]) is way off. This suggests

that the overfitting to the conditional occurs for degree equal to 12. This is ex-

actly the point of Theorem 6.2.1. It guarantees that, for degree greater than a

threshold degree, overfitting cannot happen and P(q, [0, 1]) will always be a good

approximation to P( f , [0, 1]).
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6.2.2 Handling the Optimization Error

Even though Theorem 6.2.1 provides a powerful extrapolation error bound, it still

assumes that the estimated density P(q, [0, 1]) is computed by interpolating opti-

mally the density P( f , S) with the density P(q, S). Such an optimal interpolation

of course is not possible from a computational and a statistical point of view, since

it requires infinite time and infinitely many samples from P( f , S). Proving a re-

laxation of Theorem 6.2.1 where optimization error is introduced, due to finite

time and samples, is not a straightforward task and this is the purpose of our

next theorem. We quantify the necessary degree of the polynomial needed and

the error up to which we need to minimize the Kullback-Leibler divergence so

that we obtain extrapolation error ε.

Theorem 6.2.3 (Appoximate Information Projection Extrapolation Error). Let I =

[0, 1], f ∈ L(B, M) be a function supported on I, S ⊆ I be a measurable set such

that vol(S) ≥ α, Dk be the convex set Dk = {p ∈ Qk : p ∈ L∞(I, 3B)} ., where

k = Ω(M + log(1/ε)), and let also r∗k = minp∈Dk DKL(P( f , S)‖P(p, S)). If some q

with q ∈ Dk satisfies

DKL(P( f , S)‖P(q, S)) ≤ r∗k + 2−O(k log(1/α)+B), (6.2.1)

then it holds that dTV(P( f , I),P(q, I)) ≤ ε.

The proof of Theorem 6.2.3 can be found in Appendix D.2.2. Now what is

left to do is to argue that we can efficiently compute a polynomial q that satisfies

(6.2.1). Hence we first need to prove an upper bound on the number of samples

needed to identify a polynomial q satisfying (6.2.1), and then design an algorithm

that given the required number of samples, efficiently computes a satisfying so-

lution to (6.2.1). We tackle both of these problems in Section 6.3.2 in the more

general context of multi-dimensional densities. We apply the results of that sec-

tion for the sufficient degree and approximation error dictated by Theorem 6.2.3

to bound the sample complexity and design our efficient algorithm. The final
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product is the following theorem.

Theorem 6.2.4 (1-D Statistical Taylor Theorem). Let I = [0, 1], f ∈ L(B, M) be a

function supported on I, and S ⊆ I be a (measurable) subset of I such that vol(S) ≥

α. There exists an algorithm that draws N = 2Õ((M+log(1/ε)) log(1/α)+B) samples from

P( f , S), runs in time polynomial in the number of samples, and outputs a vector of

coefficients v such that dTV(P( f , K),P(qv, K)) ≤ ε.

6.2.3 Proof of Theorem 6.2.4

We define the convex set

Dk =

{
v ∈ Rm : max

x∈[0,1]d

∣∣∣vTmk(x)
∣∣∣ ≤ 3B

}
,

where m = (d+k
k )− 1. From Theorem 6.2.3 we know that it suffices to fix some

degree k = O(M + log(1/ε)) and find a candidate v such that the conditional

Kullback-Leibler divergence satisfies

DKL(P( f , S)‖P(qv, S)) ≤ min
u∈Dk

DKL(P( f , S)‖P(qu, S)) + 2−O(k log(1/α)+B).

Therefore, from Theorem 6.3.5 we obtain that with N = 2Õ(k log(1/α)+B) samples

and in time polynomial in N, we can compute such a candidate v.

6.3 Multi-Dimensional Densities

In this section we show the general form of our Statistical Taylor Theorem that ap-

plies to multi-dimensional densities. Our strategy to prove this theorem is similar

to the strategy that we followed in the single dimensional case: (1) we identify the

sufficient degree that we need to use, (2) we handle approximation errors that we

get as a result of finite sample and time and (3) we design an efficient algorithm to

compute the solutions that are information-theoretically shown to exist. Putting

all these together we prove the following which is our main theorem.
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Theorem 6.3.1 (Multi-Dimensional Statistical Taylor Theorem). Let f : [0, 1]d → R

with f ∈ L(B, M) and S ⊆ [0, 1]d such that vol(S) ≥ α. Let k = Ω̃(d3M/α2 + B) +

2 log(1/ε), then there exists an algorithm that uses

N = 2Õ(d4 M/α2+Bd) · (1/ε)O(d+log(1/α)).

samples from P( f , S), runs in poly(N) time and outputs a vector of coefficients v such

that

dTV(P( f , K),P(qv, K)) ≤ ε.

The main difference with the single dimensional case is that the step (1) in

1-D follows careful combination of tools from the theory of polynomial interpola-

tion. From these results we are able to prove the extrapolation guarantees that we

want. Unfortunately in the multi-dimensional polynomial interpolation theory

there are no tools available that can be used to prove extrapolation. Surprisingly,

our formulation of the extrapolation problem in the language of probability distri-

butions enables us to be able to prove novel extrapolation results for polynomial

approximations. The main technical reason is that our formulation gives us the

power to use strong anti-concentration results for polynomial functions that are

main building block for our extrapolation lemmas. We begin this section with

a presentation of our main lemma in this direction which we call “Distortion

of Conditioning Lemma” and we believe it is a tool of independent interest for

proving extrapolation properties of multi-dimensional polynomial functions.

6.3.1 Identifying the Sufficient Degree –

The Distortion of Conditioning Lemma

The main result of this section is to upper bound the necessary degree of the

space of polynomials in which there exists a good polynomial that will approx-

imate the log-density on the whole interval. We combine the steps (1) and (2)

described above that provides a bound on the sufficient degree and also handles
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approximation error that comes from approximate optimization.

Theorem 6.3.2 (Extrapolation Error of MLE). Let K = [0, 1]d ⊆ Rd, f ∈ L(B, M) be

function supported on K, and S ⊆ K be a measurable subset of K such that vol(S) ≥ α.

Moreover, if we define k = Ω̃(d3M/α2 + B) + 2 log(1/ε), D = {v : vTmk(x) ∈

L∞(K, 3B)} and r∗k = minu∈D DKL(P( f , S)‖P(u, S)), then, for every u ∈ D such that

DKL(P( f , S)‖P(u, S)) ≤ r∗k + 2−Ω̃(d3 M/α2+B)(1/ε)−Ω(log(d/α)) ,

it holds that dTV(P( f , K),P(u, K)) ≤ ε.

As we already discussed proving the single dimensional version of the Theo-

rem 6.3.2 was a simpler task since the Lagrange remainder theorem for Hermite

Interpolation in 1-D can be used to get not only interpolation but also extrapola-

tion. Unfortunately such an extrapolation technique does not apply in multiple

dimensions and for this reason we develop a novel extrapolation technique based

on anti-concentration of polynomial functions. In particular Theorem 2.6.2 that we

presented in Section 2.6 which was first proven in [CW01]. This anti-concentration

result is very useful for extrapolation because it can be used to bound the behavior

of a polynomial function even outside the region from which we get the samples.

This is the main idea of the following lemma which is one of the main technical

contributions of the paper and we believe that it is of independent interest.

Lemma 6.3.3 (Distortion of Conditioning). Let K = [0, 1]d and let p, q be polynomials

of degree at most k such that p, q ∈ L∞(K, B). For every S ⊆ K with vol(S) > 0 it holds

that

e−2B vol(S) ≤ dTV(P(p, K),P(q, K))
dTV(P(p, S),P(q, S))

≤ 8e5B (2C min(d, 2k))k

vol(S)k+1 ,

where C is the absolute constant of Theorem 2.6.2.

Remark 6.3.4. Both Theorem 2.6.2 and Lemma 6.3.3 hold for the more general case

where K is an arbitrary convex subset of Rd. We choose to state this weaker

expression for ease of notation and to be coherent with the rest of the paper.
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The proof of the Distortion of Conditioning Lemma in presented in the Ap-

pendix D.3.1. Using Lemma 6.3.3 and the multi-variate Taylor’s Theorem (see

Theorem 2.4.2) we can now prove Theorem 6.3.2 according to the Figure 6-1. The

full proof of Theorem 6.3.2 is presented in the Appendix D.3.2.

6.3.2 Computing the MLE

In this section we describe an efficient algorithm that solves the Maximum Likeli-

hood problem that we need in order to apply Theorem 6.3.2. The same algorithm

is also used in the proof of Theorem 6.2.4 in the single dimensional setting but

since the algorithmic approaches are almost identical we show the argument only

once.

The efficient algorithm that we design in this Section solves the following task:

given sample access to the conditional distribution P( f , S) and fix a degree k, our

algorithm finds a polynomial p of degree k that approximately minimizes the

distance DKL(P( f , S)‖P(u, S)). More precisely we prove the following.

Theorem 6.3.5. Let f : [0, 1]d → R and S ⊆ [0, 1]d with vol(S) ≥ α. Fix a degree

k ∈ N and a parameter C > 0 and define D = {v : maxx∈[0,1]d |vTmk(x)| ≤

C}. There exists an algorithm that draws N = 2O(dk)(C2/ε)2 samples from P( f , S),

runs in time 2O(dk+C)/(αε2), and outputs v̂ ∈ D such that DKL(P( f , S)‖P(v̂, S)) ≤

minu∈D DKL(P( f , S)‖P(u, S)) + ε, with probability at least 99%.

The algorithm that we use for proving Theorem 6.3.5 is Projected Stochastic

Gradient Descent with projection set D. In order to prove the guarantees of The-

orem 6.3.5 we have to prove: (1) an upper bound on the number of steps that the

PSGD algorithm needs, (2) find an efficient procedure to project to the set D. For

the second we can use the celebrated algorithm by Renegar for the existential the-

ory of reals [Ren92a, Ren92b], as we explain in detail in the appendix. To bound

the number of steps that the PSGD performs we use the following lemma.

Lemma 6.3.6 (Theorem 14.8 of [SSBD14]). Let R, ρ > 0. Let f be a convex func-

tion, D ⊆ Rd be a convex set of bounded diameter, diam2(D) ≤ R, and let w∗ ∈
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argminw∈D f (w). Consider the following Projected Gradient Descent (PSGD) update

rule

wt+1 = projD(wt − ηvt),

where vt is an unbiased estimate of ∇ f (w). Assume that PSGD is run for T iterations

with η =
√

R2ρ2/T. Assume also that for all t, ‖vt‖2 ≤ ρ with probability 1. Then, for

any ε > 0, in order to achieve E[ f (w)]− f (w∗) ≤ ε it suffices that T ≥ R2ρ2/ε2.

From the above lemma we can see that it remains to find an upper bound

on the diameter of the set D and an upper bound on the norm of the stochastic

gradient ‖vt‖. The later follows from some algebraic calculations whereas the first

one from tight bounds on the coefficients of a polynomial with bounded values

[BBGK18]. A detailed proof of Theorem 6.3.5 is presented in the Appendix D.3.3.

6.3.3 Putting Everything Together – The Proof of Theorem 6.3.1

From Theorem 6.3.2 we have that if we fix the degree k = O(d3M/α2 + B) +

2 log(1/ε) then it suffices to optimize the function L(v) of Equation D.3.6 con-

strained in the convex set

D =
{

v ∈ Rm :
∥∥∥1KvTmk(x)

∥∥∥
∞
≤ 3B

}
.

From Theorem 6.3.2 we have that a vector v with optimality gap

2−Ω̃(d3 M/α2+B)(1/ε)−Ω(log(d/α)

achieves the extrapolation guarantee dTV(P( f , K),P(vT, K)) ≤ ε. From Theo-

rem 6.3.5 we have that there exists an algorithm that achieves this optimality gap

with sample complexity

N = B22O(dk)2Õ(d3 M/α2+B)(1/ε)O(log(d/α)) = 2Õ(d4 M/α2+Bd)(1/ε)d+log(1/α) .
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Part II

Min-Max Optimization
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Chapter 7

Min-Max Optimization: Model and

Definitions of Problems

In this chapter we present the model and preliminary tools that we use in for

the Min-Max problems that we explore in this part of the thesis. We start with

necessary notation and then we also present the definition of the problems that

we explore in this section.

7.1 Notation and Model

Notation. For any compact and convex K ⊆ Rd and B ∈ R+, we define L∞(K, B)

to be the set of all continuous functions f : K → R such that maxx∈K | f (x)| ≤ B.

When K = [0, 1]d, we use L∞(B) instead of L∞([0, 1]d, B) for ease of notation. For

p > 0, we define diamp(K) = maxx,y∈K ‖x− y‖p, where ‖·‖p is the usual `p-norm

of vectors. For an alphabet set Σ, the set Σ∗, called the Kleene star of Σ, is equal

to ∪∞
i=0Σi. For any string q ∈ Σ we use |q| to denote the length of q. We use the

symbol log(·) for base 2 logarithms and ln(·) for the natural logarithm. We use

[n] , {1, . . . , n}, [n]− 1 , {0, . . . , n− 1}, and [n]0 = {0, . . . , n}.

Lipschitzness, Smoothness, and Normalization. Our objects of study are Lips-

chitz and smooth multi-variate functions f : [0, 1]d → R. A continuously differ-

entiable function f : [0, 1]d → R is called G-Lipschitz if | f (x)− f (y)| ≤ G ‖x− y‖2
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and L-smooth if ‖∇ f (x)−∇ f (y)‖2 ≤ L ‖x− y‖2.

Remark 7.1.1 (Function Normalization). The G-Lipschitzness of the function f im-

plies that ‖∇ f (·)‖2 ≤ G. Additionally we know that for any x and y it holds that

| f (x)− f (y)| ≤ G
√

d so without loss of generality we can assume that the range of

| f (·)| ≤ G
√

d and this can be accomplished by setting f̃ (x) = f (x)− f (x0) for some

fixed x0 in the domain of f . For all the problems that we consider in this paper any solu-

tion for f̃ is also a solution for f and vice-versa. The reason why we prefer to work with

f̃ rather than f is to avoid computational representation issues when f takes arbitrarily

large values.

Function Access. We study optimization problems involving real-valued func-

tions, considering two access models to such functions.

I Black Box Model. In this model, we are given access to an oracle O f such

that given a point x ∈ [0, 1]d the oracle O f returns the values f (x) and

∇ f (x). In this model, we assume that we can perform real number arith-

metic operations. This is the traditional model used to prove lower bounds

in Optimization and Machine Learning [NY83].

I White Box Model. In this model, the input is the description of a polynomial-

time Turing machine C f that computes f (x) and ∇ f (x). More precisely,

given some input x ∈ [0, 1]d, described using B bits, and some accuracy ε, C f

runs in time polynomial in B and log(1/ε) and outputs approximate values

for f (x) and∇ f (x), with approximation error that is at most ε in `2 distance.

Promise Problems. To simplify the exposition of our paper, make the definitions

of our computational problems and theorem statements clearer, and make our

intractability results stronger, we choose to enforce the following constraints on

our function access, O f or C f , as a promise, rather than enforcing these constraints

in some syntactic manner.

1. Consistency of Function Values and Gradient Values. Given some oracle

O f or Turing machine C f , it is difficult to determine by querying the oracle
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or examining the description of the Turing machine whether the function

and gradient values output on different inputs are consistent with some

differentiable function. In all our computational problems, we will only

consider instances where this is promised to be the case. Moreover, for all

our computational hardness results, the instances of the problems arising

from our reductions will satisfy this constraint, which will be guaranteed

syntactically by our reduction.

2. Lipschitzness and Smoothness. Similarly, given some oracle O f or Turing

machine C f , it is difficult to determine, by querying the oracle or examining

the description of the Turing machine, whether the function and gradient

values output by O f or C f are consistent with some Lipschitz and smooth

function with some prescribed Lipschitzness and smoothness parameters.

In all our computational problems, we will only consider instances where

the G-Lipschitzness and L-smoothness of the function is promised to hold

for the prescribed, in the input of the problem, parameters G and L. More-

over, for all our computational hardness results, the instances of the prob-

lems arising from our reductions will satisfy this constraint, which will be

guaranteed syntactically by our reduction.

In summary, in the rest of this paper, whenever we prove an upper bound for

some computational problem, namely an upper bound on the number of steps

or queries to the function oracle required to solve the problem in the black-box

model, or the containment of the problem in some complexity class in the white-

box model, we assume that the afore-described properties are satisfied by the

O f or C f provided in the input. On the other hand, whenever we prove a lower

bound for some computational problem, namely a lower bound on the number

of steps/queries required to solve it in the black-box model, or its hardness for

some complexity class in the white-box model, the instances arising in our lower

bounds are guaranteed to satisfy the above properties syntactically by our con-

structions. As such, our hardness results will not exploit the difficulty in checking
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whether O f or C f satisfy the above constraints in order to infuse computational

complexity into our problems, but will faithfully target the computational prob-

lems pertaining to min-max optimization of smooth and Lipschitz objectives that

we aim to understand in this paper.

7.1.1 Complexity Classes and Reductions

In this section we define the main complexity classes that we use in this paper,

namely NP, FNP and PPAD, as well as the notion of reduction used to show

containment or hardness of a problem for one of these classes.

Definition 7.1.2 (Search Problems, NP, FNP). A binary relation Q ⊆ {0, 1}∗ ×

{0, 1}∗ is in the class FNP if (i) for every x, y ∈ {0, 1}∗ such that (x, y) ∈ Q, it

holds that |y| ≤ poly(|x|); and (ii) there exists an algorithm that verifies whether

(x, y) ∈ Q in time poly(|x| , |y|). The search problem associated with a binary

relation Q takes some x as input and requests as output some y such that (x, y) ∈

Q or outputting ⊥ if no such y exists. The decision problem associated with Q takes

some x as input and requests as output the bit 1, if there exists some y such that

(x, y) ∈ Q, and the bit 0, otherwise. The class NP is defined as the set of decision

problems associated with relations Q ∈ FNP.

To define the complexity class PPAD we first define the notion of polynomial-

time reductions between search problems1, and the computational problem End-

of-a-Line
2.

Definition 7.1.3 (Polynomial Time Reductions). A search problem P1 is polynomial-

time reducible to a search problem P2 if there exist polynomial-time computable

functions f : {0, 1}∗ → {0, 1}∗ and g : {0, 1}∗ × {0, 1}∗ × {0, 1}∗ → {0, 1}∗ with

the following properties: (i) if x is an input to P1, then f (x) is an input to P2; and

1In this paper we only consider Karp-reductions between search problems and hence we define
here only this notion of reducibility.

2This problem is sometimes called End-of-the-Line, but we adopt the nomenclature proposed
by [Rub16] since we agree that it describes the problem better.
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(ii) if y is a solution to P2 on input f (x), then g(x, f (x), y) is a solution to P1 on

input x.

End-of-a-LineEnd-of-a-Line

Input: Binary circuits CS (for successor) and CP (for predecessor) with n inputs

and n outputs.

Output: One of the following:

0. 0 if either both CP(CS(0)) and CS(CP(0)) are equal to 0, or if they are both

different than 0, where 0 is the all-0 string.

1. an x ∈ {0, 1}n such that x 6= 0 and CP(CS(x)) 6= x or CS(CP(x)) 6= x.

To make sense of the above definition, we envision that the circuits CS and CP

implicitly define a directed graph, with vertex set {0, 1}n, such that the directed

edge (x, y) ∈ {0, 1}n × {0, 1}n belongs to the graph if and only if CS(x) = y and

CP(y) = x. As such, all vertices in the implicitly defined graph have in-degree and

out-degree at most 1. The above problem permits an output of 0 if 0 has equal in-

degree and out-degree in this graph. Otherwise it permits an output x 6= 0 such

that x has in-degree or out-degree equal to 0. It follows by the parity argument

on directed graphs, namely that in every directed graph the sum of in-degrees

equals the sum of out-degrees, that End-of-a-Line is a total problem, i.e. that for

any possible binary circuits CS and CP there exists a solution of the “0.” kind or

the “1.” kind in the definition of our problem (or both). Indeed, if 0 has unequal

in- and out-degrees, there must exist another vertex x 6= 0 with unequal in- and

out-degrees, thus one of these degrees must be 0 (as all vertices in the graph have

in- and out-degrees bounded by 1).

We are finally ready to define the complexity class PPAD introduced by [Pap94b].

Definition 7.1.4 (PPAD). The complexity class PPAD contains all search problems

that are polynomial-time reducible to the End-of-a-Line problem.

The complexity class PPAD is of particular importance, since it contains lots

of fundamental problems in Game Theory, Economics, Topology and several
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other fields [DGP09, Das18]. A particularly important PPAD-complete problem

is finding fixed points of continuous functions, whose existence is guaranteed by

Brouwer’s fixed point theorem.

BrouwerBrouwer

Input: Scalars L and γ and a polynomial-time Turing machine CM evaluating a

L-Lipschitz function M : [0, 1]d → [0, 1]d.

Output: A point z? ∈ [0, 1]d such that ‖z? −M(z?)‖2 < γ.

While not stated exactly in this form, the following is a straightforward implica-

tion of the results presented in [CDT09].

Lemma 7.1.5 ([CDT09]). Brouwer is PPAD-complete even when d = 2. Additionally,

Brouwer is PPAD-complete even when γ = poly(1/d) and L = poly(d).

7.2 Computational Problems of Interest

In this section, we define the computational problems that we study in this pa-

per and discuss our main results, postponing formal statements to Section 8.1.

We start in Section 7.2.1 by defining the mathematical objects of our study, and

proceed in Section 7.2.2 to define our main computational problems, namely: (1)

finding approximate stationary points; (2) finding approximate local minima; and

(3) finding approximate local min-max equilibria. In Section 7.2.3, we present

some bonus problems, which are intimately related, as we will see, to problems

(2) and (3). As discussed in Section 7.1, for ease of presentation, we define our

problems as promise problems.

7.2.1 Mathematical Definitions

We define the concepts of stationary points, local minima, and local min-max equilibria

of real valued functions, and make some remarks about their existence, as well as

their computational complexity. The formal discussion of the latter is postponed

to Sections 7.2.2 and 8.1.
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Before we proceed with our definitions, recall that the goal of this paper is to

study constrained optimization. Our domain will be the hypercube [0, 1]d, which

we might intersect with the set {x | g(x) ≤ 0}, for some convex (potentially

multivariate) function g. Although most of the definitions and results that we

explore in this paper can be extended to arbitrary convex functions, we will focus

on the case where g is linear, and the feasible set is thus a polytope. Focusing

on this case avoids additional complications related to the representation of g in

the input to the computational problems that we define in the next section, and

avoids also issues related to verifying the convexity of g.

Definition 7.2.1 (Feasible Set and Refutation of Feasibility). Given A ∈ Rd×m and

b ∈ Rm, we define the set P(A, b) of feasible solutions to be P(A, b) = {z ∈

[0, 1]d | ATz ≤ b}. Observe that testing whether P(A, b) is empty can be done in

polynomial time in the bit complexity of A and b.

Definition 7.2.2 (Projection Operator). For a nonempty, closed, and convex set

K ⊂ Rd, we define the projection operator ΠK : Rd → K as follows ΠK x =

argminy∈K ‖x− y‖2. It is well-known that for any nonempty, closed, and convex

set K the argminy∈K ‖x− y‖2 exists and is unique, hence ΠK is well defined.

Now that we have defined the domain of the real-valued functions of interest we

are ready to define a notion of approximate stationary points.

Definition 7.2.3 (ε-Stationary Point). Let f : [0, 1]d → R be a G-Lipschitz and

L-smooth function and A ∈ Rd×m, b ∈ Rm. We call a point x? ∈ P(A, b) a

ε-stationary point of f if ‖∇ f (x?)‖2 < ε.

It is easy to see that there exist continuously differentiable functions f that do

not have any (approximate) stationary points, e.g. linear functions. As we will

see later in this paper, deciding whether a given function f has a stationary point

is NP-hard and, in fact, it is even NP-hard to decide whether a function has an

approximate stationary point of a very gross approximation. At the same time,

verifying whether a given point is (approximately) stationary can be done effi-

ciently given access to a polynomial-time Turing machine that computes ∇ f , so
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the problem of deciding whether an (approximate) stationary point exists lies in

NP, as long as we can guarantee that, if there is such a point, there will also

be one with polynomial bit complexity. We postpone a formal discussion of the

computational complexity of finding (approximate) stationary points or deciding

their existence until we have formally defined our corresponding computational

problem and settled the bit complexity of its solutions.

For the definition of local minima and local min-max equilibria we need the

notion of closed d-dimensional Euclidean balls.

Definition 7.2.4 (Euclidean Ball). For r ∈ R+ we define the closed Euclidean ball

of radius r to be the set Bd(r) =
{

x ∈ Rd | ‖x‖2 ≤ r
}

. We also define the closed

Euclidean ball of radius r centered at z ∈ Rd to be Bd(r; z) =
{

x ∈ Rd | ‖x− z‖2 ≤ r
}

.

Definition 7.2.5 ((ε, δ)-Local Minimum). Let f : [0, 1]d → R be a G-Lipschitz and

L-smooth function, A ∈ Rd×m, b ∈ Rm, and ε, δ > 0. A point x? ∈ P(A, b) is an

(ε, δ)-local minimum of f constrained on P(A, b) if and only if f (x?) < f (x) + ε

for every x ∈ P(A, b) such that x ∈ Bd(δ; x?).

To be clear, using the term “local minimum” in Definition 7.2.5 is a bit of a mis-

nomer, since for large enough values of δ the definition captures global minima

as well. As δ ranges from large to small, our notion of (ε, δ)-local minimum

transitions from being an ε-globally optimal point to being an ε-locally optimal

point. Importantly, unlike (approximate) stationary points, a (ε, δ)-local minimum

is guaranteed to exist for all ε, δ > 0 due to the compactness of [0, 1]d ∩ P(A, b)

and the continuity of f . Thus the problem of finding an (ε, δ)-local minimum is

total for arbitrary values of ε and δ. On the negative side, for arbitrary values of

ε and δ, there is no polynomial-size and polynomial-time verifiable witness for

certifying that a point x? is an (ε, δ)-local minimum. Thus the problem of finding

an (ε, δ)-local minimum is not known to lie in FNP. As we will see in Section 8.1,

this issue can be circumvented if we focus on particular settings of ε and δ, in

relationship to the Lipschitzness and smoothness of f and the dimension d.
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Finally we define (ε, δ)-local min-max equilibrium as follows, recasting Defi-

nition 1.3.7 to the constraint set P(A, b).

Definition 7.2.6 ((ε, δ)-Local Min-Max Equilibrium). Let f : [0, 1]d1 × [0, 1]d2 → R

be a G-Lipschitz and L-smooth function, A ∈ Rd×m and b ∈ Rm, where d = d1 +

d2, and ε, δ > 0. A point (x?, y?) ∈ P(A, b) is an (ε, δ)-local min-max equilibrium of

f if and only if the following hold:

I f (x?, y?) < f (x, y?) + ε for every x ∈ Bd1(δ; x?) with (x, y?) ∈ P(A, b); and

I f (x?, y?) > f (x?, y)− ε for every y ∈ Bd2(δ; y?) with (x?, y) ∈ P(A, b).

Similarly to Definition 7.2.5, for large enough values of δ, Definition 7.2.6 captures

global min-max equilibria as well. As δ ranges from large to small, our notion

of (ε, δ)-local min-max equilibrium transitions from being an ε-approximate min-

max equilibrium to being an ε-approximate local min-max equilibrium. Moreover,

in comparison to local minima and stationary points, the problem of finding an

(ε, δ)-local min-max equilibrium is neither total nor can its solutions be verified

efficiently for all values of ε and δ, even when P(A, b) = [0, 1]d. Again, this issue

can be circumvented if we focus on particular settings of ε and δ values, as we

will see in Section 8.1.

7.2.2 First-Order Local Optimization Computational Problems

In this section, we define the search problems associated with our definitions of

approximate stationary points, local minima, and local min-max equilibria in the

previous section. We state our computational problems in terms of white-box

access to the function f and its gradient. Switching to the black-box variants of

our computational problems amounts to simply replacing the Turing machines

provided in the input of the problems below with oracle access to the function

and its gradient, as discussed in Section 7.1. As per our discussion in the same

section, we define our computational problems as promise problems, the promise

being that the Turing machine (or oracle) provided in the input to our problems

179



outputs function values and gradient values that are consistent with a smooth

and Lipschitz function with the prescribed in the input to our problems smooth-

ness and Lipschitzness. Besides making the presentation cleaner, as we discussed

in Section 7.1, the motivation for doing so is to prevent the possibility that com-

putational complexity is tacked into our problems due to the possibility that the

Turing machines/oracles provided in the input do not output function and gradi-

ent values that are consistent with a Lipschitz and smooth function. Importantly,

all our computational hardness results will syntactically guarantee that the Turing

machines/oracles provided as input to our constructed hard instances will satisfy

these constraints.

Before stating our main computational problems below, we note that, for each

problem, the dimension d (in unary representation) is also an implicit input, as

the description of the Turing machine C f (or the interface to the oracle O f in the

black-box counterpart of each problem below) has size at least linear in d.

StationaryPointStationaryPoint

Input: Scalars ε, G, L > 0 and a polynomial-time Turing machine C f evaluating a

G-Lipschitz and L-smooth function f : [0, 1]d → R and its gradient∇ f : [0, 1]d →

Rd; a matrix A ∈ Rd×m and vector b ∈ Rm such that P(A, b) 6= ∅.

Output: If there exists some point x ∈ P(A, b) such that ‖∇ f (x)‖2 < ε/2,

output some point x? ∈ P(A, b) such that ‖∇ f (x?)‖2 < ε; if, for all x ∈ P(A, b),

‖∇ f (x)‖2 > ε, output ⊥; otherwise, it is allowed to either output x? ∈ P(A, b)

such that ‖∇ f (x?)‖2 < ε or to output ⊥.

It is easy to see that StationaryPoint lies in FNP. Indeed, if there exists some

point x ∈ P(A, b) such that ‖∇ f (x)‖2 < ε/2, then by the L-smoothness of f there

must exist some point x? ∈ P(A, b) of bit complexity polynomial in the size of

the input such that ‖∇ f (x?)‖2 < ε. On the other hand, it is clear that no such

point exists if for all x ∈ P(A, b), ‖∇ f (x)‖2 > ε. We note that the looseness of

the output requirement in our problem for functions f that do not have points

x ∈ P(A, b) such that ‖∇ f (x)‖2 < ε/2 but do have points x ∈ P(A, b) such
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that ‖∇ f (x)‖2 ≤ ε is introduced for the sole purpose of making the problem lie

in FNP, as otherwise we would not be able to guarantee that the solutions to

our search problem have polynomial bit complexity. As we show in Section 8.1,

StationaryPoint is also FNP-hard, even when ε is a constant, the constraint set

is very simple, namely P(A, b) = [0, 1]d, and G, L are both polynomial in d.

Next, we define the computational problems associated with local minimum

and local min-max equilibrium. Recall that the first is guaranteed to have a so-

lution, because, in particular, a global minimum exists due to the continuity of f

and the compactness of P(A, b).

LocalMinLocalMin

Input: Scalars ε, δ, G, L > 0 and a polynomial-time Turing machine C f evaluating

a G-Lipschitz and L-smooth function f : [0, 1]d → R and its gradient ∇ f :

[0, 1]d → Rd; a matrix A ∈ Rd×m and vector b ∈ Rm such that P(A, b) 6= ∅.

Output: A point x? ∈ P(A, b) such that f (x?) < f (x) + ε for all x ∈ Bd(δ; x?) ∩

P(A, b).

LocalMinMaxLocalMinMax

Input: Scalars ε, δ, G, L > 0; a polynomial-time Turing machine C f evaluating

a G-Lipschitz and L-smooth function f : [0, 1]d1 × [0, 1]d2 → R and its gradient

∇ f : [0, 1]d1 × [0, 1]d2 → Rd1+d2 ; a matrix A ∈ Rd×m and vector b ∈ Rm such that

P(A, b) 6= ∅, where d = d1 + d2.

Output: A point (x?, y?) ∈ P(A, b) such that

. f (x?, y?) < f (x, y?) + ε for all x ∈ Bd1(δ; x?) with (x, y?) ∈ P(A, b) and

. f (x?, y?) > f (x?, y)− ε for all y ∈ Bd2(δ; y?) with (x?, y) ∈ P(A, b),

or ⊥ if no such point exists.

Unlike StationaryPoint the problems LocalMin and LocalMinMax exhibit

vastly different behavior, depending on the values of the inputs ε and δ in rela-

tionship to G, L and d, as we will see in Section 8.1 where we summarize our

computational complexity results. This range of behaviors is rooted at our earlier

remark that, depending on the value of δ provided in the input to these prob-
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lems, they capture the complexity of finding global minima/min-max equilibria,

for large values of δ, as well as finding local minima/min-max equilibria, for small

values of δ.

7.2.3 Bonus Problems: Fixed Points of GD/GDA

Next we present a couple of bonus problems, GDFixedPoint and GDAFixedPoint,

which respectively capture the computation of fixed points of the (projected) gra-

dient descent and the (projected) gradient descent-ascent dynamics, with learning

rate = 1. As we see in Section 8.2, these problems are intimately related, in-

deed equivalent under polynomial-time reductions, to problems LocalMin and

LocalMinMax respectively, in certain regimes of the approximation parameters.

Before stating problems GDFixedPoint and GDAFixedPoint, we define the map-

pings FGD and FGDA whose fixed points these problems are targeting.

Definition 7.2.7 (Projected Gradient Descent). For a closed and convex K ⊆ Rd

and some continuously differentiable function f : K → R, we define the Projected

Gradient Descent Dynamics with learning rate 1 as the map FGD : K → K, where

FGD(x) = ΠK(x−∇ f (x)).

Definition 7.2.8 (Projected Gradient Descent/Ascent). For a closed and convex

K ⊆ Rd1 × Rd2 and some continuously differentiable function f : K → R, we

define the Unsafe Projected Gradient Descent/Ascent Dynamic with learning rate 1 as

the map FGDA : K → Rd1 ×Rd2 defined as follows

FGDA(x, y) ,

ΠK(y)(x−∇x f (x, y))

ΠK(x)(y +∇y f (x, y))

 ,
FGDAx(x, y)

FGDAy(x, y)


for all (x, y) ∈ K, where K(y) = {x′ | (x′, y) ∈ K} and K(x) = {y′ | (x, y′) ∈ K}.

Note that FGDA is called “unsafe” because the projection happens individually for

x−∇x f (x, y) and y +∇y f (x, y), thus FGDA(x, y) may not lie in K. We also define

the “safe” version FsGDA, which projects the pair (x−∇x f (x, y), y +∇y f (x, y))
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jointly onto K. As we show in Section 8.2 (in particular inside the proof of Theo-

rem 8.2.2), computing fixed points of FGDA and FsGDA are computationally equiv-

alent so we stick to FGDA which makes the presentation slightly cleaner.

We are now ready to define GDFixedPoint and GDAFixedPoint. As per ear-

lier discussions, we define these computational problems as promise problems, the

promise being that the Turing machine provided in the input to these problems

outputs function values and gradient values that are consistent with a smooth and

Lipschitz function with the prescribed, in the input to these problems, smoothness

and Lipschitzness.

GDFixedPointGDFixedPoint

Input: Scalars α, G, L > 0 and a polynomial-time Turing machine C f evaluating a

G-Lipschitz and L-smooth function f : [0, 1]d → R and its gradient∇ f : [0, 1]d →

Rd; a matrix A ∈ Rd×m and vector b ∈ Rm such that P(A, b) 6= ∅.

Output: A point x? ∈ P(A, b) such that ‖x? − FGD(x?)‖2 < α, where K =

P(A, b) is the projection set used in the definition of FGD.

GDAFixedPointGDAFixedPoint

Input: Scalars α, G, L > 0 and a polynomial-time Turing machine C f evaluating

a G-Lipschitz and L-smooth function f : [0, 1]d1 × [0, 1]d2 → R and its gradient

∇ f : [0, 1]d1 × [0, 1]d2 → Rd1+d2 ; a matrix A ∈ Rd×m and vector b ∈ Rm such that

P(A, b) 6= ∅, where d = d1 + d2.

Output: A point (x?, y?) ∈ P(A, b) such that ‖(x?, y?)− FGDA(x?, y?)‖2 < α,

where K = P(A, b) is the projection set used in the definition of FGDA.

In Section 8.2 we show that the problems GDFixedPoint and LocalMin are

equivalent under polynomial-time reductions, and the problems GDAFixedPoint

and LocalMinMax are equivalent under polynomial-time reductions, in certain

regimes of the approximation parameters.
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7.3 Further Related Work

There is a broad literature on the complexity of equilibrium computation prob-

lems (see e.g. [FPT04, DGP09, CDT09, EY10, VY11, Meh14, Rub15, Rub16, CPY17,

KM18, DFS20]), and the computational complexity of Total Search Problems more

generally (see e.g. [HPV89, PSY90, SY91, Pap94b, BCE+95, DP11, BPR15, Jeř16,

DTZ18, FG18, FG19, GH19, FGMS19]), which has found profound connections to

many areas of Game Theory, Economics, Cryptography, Optimization, and Math-

ematics. For a recent survey, see [Das18].

As already discussed, min-max optimization has intimate connections to the

foundations of Game Theory, Mathematical Programming, Online Learning, Statis-

tics, and several other fields. Recent applications of min-max optimization to

Machine Learning, such as Generative Adversarial Networks and Adversarial

Training, have motivated a slew of recent work targeting first-order (or other

light-weight online learning) methods for solving min-max optimization prob-

lems for convex-concave, nonconvex-concave, as well as nonconvex-nonconcave

objectives. Work on convex-concave and nonconvex-concave objectives has fo-

cused on obtaining online learning methods with improved rates and last-iterate

convergence guarantees, while work on nonconvex-nonconcave problems has fo-

cused on identifying different notions of local min-max solutions and studying the

existence and (local) convergence properties of learning methods at these points;

for some very recent work see e.g. [DISZ17, DP18, MR18, MPP18, RLLY18, HA18,

ADLH18, DP19, LS19, GHP+19, MOP19, JNJ19, KM19, LJJ19, TJNO19, NSH+19,

LTHC19, OX19, Zha19, ZHZ19, ADSG19, GBV+19, ALW19, WZB19, AMLJG20,

GPDO20, LJJ20] and their references.
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Chapter 8

The Complexity of Constrained

Min-Max Optimization

Despite its important applications in Machine Learning, min-max optimization

of nonconvex-nonconcave objectives remains elusive. Not only are there no known

first-order methods converging even to approximate local min-max points, but

the computational complexity of identifying them is also poorly understood. In

this paper, we provide a characterization of the computational complexity of

the problem, as well as of the limitations of first-order methods in constrained

min-max optimization problems with nonconvex-nonconcave objectives and lin-

ear constraints.

As a warm-up, we show that, even when the objective is a Lipschitz and

smooth differentiable function, deciding whether a min-max point exists, in fact

even deciding whether an approximate local min-max point exists, is NP-hard.

More importantly, we show that an approximate local min-max point of large

enough approximation is guaranteed to exist, but finding one such point is PPAD-

complete. The same it true of computing a stationary point of the Gradient De-

scent/Ascent update rule.

An important byproduct of our proof is to establish an unconditional hardness

result in the Nemirovsky-Yudin [NY83] oracle optimization model. We show that,

given oracle access to some function f (x, y) and its gradient ∇ f , and given some
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known linear constraints on x and y, every algorithm that finds a ε-approximate

local min-max point needs to make a number of queries that is exponential in at

least one of 1/ε, L, G, or d where L and G are respectively the smoothness and

Lipschitzness of f and d is the dimension. This comes in sharp contrast to mini-

mization problems, where finding approximate local minima in the same setting

can be done using Gradient Descent in time poly(L/ε). Our result is the first

to show an exponential separation between these two fundamental optimization

problems in the oracle model.

All NP-hardness results mentioned above are proven using a cute applica-

tion of Lovasz Local Lemma to drive the inapproximability all the way to an

absolute constant. The proof of our PPAD-completeness result defines a PPAD-

complete variant of the computational problem Sperner, which in d dimensions

uses 2d colors corresponding to different facets of [0, 1]d. The challenge in re-

ducing this variant of Sperner to our problem is that the min and max play-

ers of the min-max optimization problem share the same objective. This makes

inapplicable classical PPAD-hardness reductions for equilibrium computation in

games [DGP09, CDT09, EY10], as these reductions capitalize on the flexibility of

assigning different objectives to different players in non zero-sum games. Instead,

our hardness reduction for zero-sum games has the min and max players chasing

each other in the simplicizes of the Sperner instance in a way that local min-max

solutions require them to coordinate on a panchromatic simplex of the Sperner

instance. We make sure that the objective function resulting from implementing

this chase is both smooth and Lipschitz.

8.1 Summary of Results

In this section we summarize our results for the optimization problems that we

defined in the previous section. We start with our theorem about the complexity

of finding approximate stationary points, which we show to be FNP-complete

even for large values of the approximation.
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Theorem 8.1.1 (Complexity of Finding Approximate Stationary Points). The com-

putational problem StationaryPoint is FNP-complete, even when ε is set to any value

≤ 1/24, and even when P(A, b) = [0, 1]d, G = O(poly(d)), and L = O(poly(d)).

It is folklore and easy to verify that approximate stationary points always

exist and can be found in time poly(1/ε, L) when the domain of f is uncon-

strained, i.e. it is the whole Rd, and the range of f is bounded, e.g. when f (Rd) ⊆

[−1, 1]. Theorem 8.1.1 implies that such a guarantee should not be expected in the

bounded domain case, where the existence of approximate stationary points is not

guaranteed and must also be verified. In particular, it follows from our theorem

that any algorithm that verifies the existence of and computes approximate sta-

tionary points in the constrained case should take time that is super-polynomial

in at least one of G, L, or d, unless P = NP. The proof of Theorem 8.1.1 is based

on an elegant construction for converting (real valued) stationary points of an

appropriately constructed function to (binary) solutions of a target Sat instance.

This conversion involves the use of Lovász Local Lemma. The details of the proof

can be found in Appendix E.1.

The complexity of LocalMin and LocalMinMax is more difficult to charac-

terize, as the nature of these problems changes drastically depending on the rela-

tionship of δ with with ε, G, L and d, which determines whether these problems

ask for a globally vs locally approximately optimal solution. In particular, there are

two regimes wherein the complexity of both problems is simple to characterize.

. (Global Regime) When δ ≥
√

d then both LocalMin and LocalMinMax

ask for a globally optimal solution. In this regime it is not difficult to see

that both problems are FNP-hard to solve even when ε = Θ(1) (see Theo-

rem 8.7.1).

. (Trivial Regime) When δ satisfies δ < ε/G, then for every point z ∈ P(A, b)

it holds that | f (z)− f (z′)| < ε for every z′ ∈ Bd(δ; z) with z′ ∈ P(A, b).

Thus, every point z in the domain P(A, b) is a solution to both LocalMin

and LocalMinMax.

187



It is clear from our discussion above, and in earlier sections, that, to really capture

the complexity of finding local as opposed to global minima/min-max equilibria,

we should restrict the value of δ. We identify the following regime, which we

call the “local regime.” As we argue shortly, this regime is markedly different

from the global regime identified above in that (i) a solution is guaranteed to exist

for both our problems of interest, where in the global regime only LocalMin is

guaranteed to have a solution; and (ii) their computational complexity transitions

to lower complexity classes.

. (Local Regime) Our main focus in this paper is the regime defined by δ <
√

2ε/L. In this regime it is well known that Projected Gradient Descent can

solve LocalMin in time poly(G, L, 1/ε, d) (see Appendix E.5). Our main

interest is understanding the complexity of LocalMinMax, which is not

well understood in this regime. We note that the use of the constant 2

in the constraint δ <
√

2ε/L which defines the local regime has a natural

motivation: consider a point z where a L-smooth function f has ∇ f (z) = 0;

it follows from the definition of smoothness that z is both an (ε, δ)-local min

and an (ε, δ)-local min-max equilibrium, as long as δ <
√

2ε/L.

The following theorems provide tight upper and lower bounds on the computa-

tional complexity of solving LocalMinMax in the local regime. For compactness,

we define the following problem:

Definition 8.1.2 (Local Regime LocalMinMax). We define the local-regime local

min-max equilibrium computation problem, in short LR-LocalMinMax, to be the

search problem LocalMinMax restricted to instances in the local regime, i.e.

satisfying δ <
√

2ε
L .

Theorem 8.1.3 (Existence of Approximate Local Min-Max Equilibrium). It holds

that LR-LocalMinMax ∈ PPAD. As a byproduct, if some function f is G-Lipschitz and

L-smooth, then an (ε, δ)-local min-max equilibrium is guaranteed to exist when δ <
√

2ε
L ,

i.e. in the local regime.
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Theorem 8.1.4 (Hardness of Finding Approximate Local Min-Max Equilibrium).

LR-LocalMinMax is PPAD-hard, even when 1/ε = O(poly(d)), G = O(poly(d)),

and L = poly(d).

Theorem 8.1.4 implies that any algorithm that computes an (ε, δ)-local min-max

equilibrium of a G-Lipschitz and L-smooth function f in the local regime should

take time that is super-polynomial in at least one of 1/ε, G, L or d, unless FP =

PPAD. As such, the complexity of computing local min-max equilibria in the local

regime is markedly different from the complexity of computing local minima,

which can be found using Projected Gradient Descent in poly(G, L, 1/ε, d) time

and function/gradient evaluations (see Appendix E.5).

An important property of our reduction in the proof of Theorem 8.1.4 is that

it is a black-box reduction. We can hence prove the following unconditional lower

bound in the black-box model.

Theorem 8.1.5 (Black-Box Lower Bound for Finding Approximate Local Min-Max

Equilibrium). Suppose A ∈ Rd×m and b ∈ Rm are given. Suppose also that we are

given an oracle O f that outputs a G-Lipschtz and L-smooth function f : P(A, b) → R

and its gradient ∇ f , and let (ε, δ) be in the local regime. Then any algorithm that has

access to f and ∇ f only through the oracle O f and computes an (ε, δ)-local min-max

equilibrium has to make a number of queries to O f that is exponential in at least one of

the parameters: 1/ε, G, L or d.

Our main goal in the rest of the paper is to provide the proofs of Theorems

8.1.3, 8.1.4 and 8.1.5. In Section 8.2, we show how to use Brouwer’s fixed point

theorem to prove the existence of approximate local min-max equilibrium in the

local regime. Moreover, we establish an equivalence between LocalMinMax and

GDAFixedPoint, in the local regime, and show that both belong to PPAD. In

Sections 8.3 and 8.4, we provide a detailed proof of our main result, i.e. Theorem

8.1.4. Finally, in Section 8.6, we show how our proof from Section 8.4 produces

as a byproduct the black-box, unconditional lower bound of Theorem 8.1.5. In
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Section 8.5, we outline a useful interpolation technique which allows as to inter-

polate a function given its values and the values of its gradient on a hypergrid, so

as to enforce the Lipschitzness and smoothness of the interpolating function. We

make heavy use of this technically involved result in all our hardness proofs.

8.2 Existence of Approximate Local Min-Max

In this section, we establish the totality of LR-LocalMinMax, i.e. LocalMinMax

for instances satisfying δ <
√

2ε/L as defined in Definition 8.1.2. In particular,

we prove that every G-Lipschitz and L-smooth function admits a (ε, δ)-local min-

max equilibrium, as long as δ <
√

2ε/L. A byproduct of our proof is in fact that

LR-LocalMinMax lies inside PPAD. Specifically the main tool that we use to

prove our result is a computational equivalence between the problem of finding

fixed points of the Gradient Descent/Ascent dynamic, i.e. GDAFixedPoint, and

the problem LR-LocalMinMax. A similar equivalence between GDFixedPoint

and LocalMin also holds, but the details of that are left to the reader as a simple

exercise. Next, we first present the equivalence between GDAFixedPoint and

LR-LocalMinMax, and we then show that GDAFixedPoint is in PPAD, which

then also establishes that LR-LocalMinMax is in PPAD.

Theorem 8.2.1. The search problems LR-LocalMinMax and GDAFixedPoint are

equivalent under polynomial-time reductions. That is, there is a polynomial-time reduc-

tion from LR-LocalMinMax to GDAFixedPoint and vice versa. In particular, given

some A ∈ Rd×m and b ∈ Rm such that P(A, b) 6= ∅, along with a G-Lipschitz and

L-smooth function f : P(A, b)→ R:

1. For arbitrary ε > 0 and 0 < δ <
√

2ε
L , suppose that (x∗, y∗) ∈ P(A, b) is

an α-approximate fixed point of FGDA, i.e. ‖(x∗, y∗)− FGDA(x∗, y∗)‖2 < α, where

α ≤
√

(G+δ)2+4(ε− L
2 δ2)−(G+δ)

2 . Then (x∗, y∗) is a (ε, δ)-local min-max equilibrium.

2. For arbitary α > 0, suppose that (x∗, y∗) is an (ε, δ)-local min-max equilibrium of

f for ε = α2·L
(5L+2)2 and δ =

√
ε/L. Then (x∗, y∗) is also an α-approximate fixed
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point of FGDA.

The proof of Theorem 8.2.1 is presented in Appendix E.2.1. As already dis-

cussed, we use GDAFixedPoint as an intermediate step to establish the totality of

LR-LocalMinMax and to show its inclusion in PPAD. This leads to the following

theorem.

Theorem 8.2.2. The computational problems GDAFixedPoint and LR-LocalMinMax

are both total search problems and they both lie in PPAD.

The proof of Theorem 8.2.2 is presented in Appendix E.2.2.

8.3 Hardness of Local Min-Max Equilibrium –

Four-Dimensions

In Section 8.2, we established that LR-LocalMinMax belongs to PPAD. Our proof

is via the problem GDAFixedPoint which we showed that it is computationally

equivalent to LR-LocalMinMax. Our next step is to prove the PPAD-hardness of

LR-LocalMinMax using again GDAFixedPoint as an intermediate problem.

In this section we prove that GDAFixedPoint is PPAD-hard in four dimen-

sions. To establish this hardness result we introduce a variant of the classical

2D-Sperner problem which we call 2D-BiSperner which we show is PPAD-hard.

The main technical part of our proof is to show that 2D-BiSperner with input size

n reduces to GDAFixedPoint, with input size poly(n), α = exp(−poly(n)), and

G = L = exp(poly(n)). This reduction proves the hardness of GDAFixedPoint.

Formally, our main result of this section is the following theorem.

Theorem 8.3.1. The problem GDAFixedPoint is PPAD-complete even in dimension

d = 4. Therefore, LR-LocalMinMax is PPAD-complete even in dimension d = 4.

The above result excludes the existence of an algorithm for GDAFixedPoint

whose running time is poly(log G, log L, log(1/α)) and, equivalently, the exis-

tence of an algorithm for the problem LR-LocalMinMax with running time
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poly(log G, log L, log(1/ε), log(1/δ)), unless FP = PPAD. Observe that it would

not be possible to get a stronger hardness result for the four dimensional problem

GDAFixedPoint since it is simple to construct brute-force search algorithms with

running time poly(1/α, G, L). We elaborate more on such algorithms towards the

end of this section. In order to prove the hardness of GDAFixedPoint for poly-

nomially (rather than exponentially) bounded (in the size of the input) values of

1/α, G, and L (See Theorem 8.1.4) we need to consider optimization problems

in higher dimensions. This is explored in Section 8.4. Beyond establishing the

hardness of the problem for d = 4 dimensions, the purpose of this section is to

provide a simpler reduction that helps in the understanding of our main result in

the next section.

8.3.1 The 2D Bi-Sperner Problem

We start by introducing the 2D-BiSperner problem. Consider a coloring of the

N×N, 2-dimensional grid, where instead of coloring each vertex of the grid with

a single color (as in Sperner’s lemma), each vertex is colored via a combination of

two out of four available colors. The four available colors are 1−, 1+, 2−, 2+. The

rules that define a proper coloring of the grid are the following.

1. The first color of every vertex is either 1− or 1+ and the second color is either

2− or 2+.

2. The first color of all vertices on the left boundary of the grid is 1+.

3. The first color of all vertices on the right boundary of the grid is 1−.

4. The second color of all vertices on the bottom boundary of the grid is 2+.

5. The second color of all vertices on the top boundary of the grid is 2−.

Using similar proof ideas as in Sperner’s lemma it is not hard to establish via a

combinatorial argument that, in every proper coloring of the N × N grid, there

exists a square cell where each of the four colors in {1−, 1+, 2−, 2+} appears in

at least one of its vertices. We call such a cell a panchromatic square. In the 2D-

BiSperner problem, defined formally below, we are given the description of some
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Figure 8-1: Left: Summary of the rules from a proper coloring of the grid. The
gray color on the left and the right side can be replaced with either blue or green.
Similarly the gray color on the top and the bottom side can be replaced with either
red or yellow. Right: An example of a proper coloring of a 9× 9 grid. The brown
boxes indicate the two cells where all the colors appear.

coloring of the grid and are asked to find either a panchromatic square or the vio-

lation of the proper coloring conditions. In this paper, we will not present a direct

combinatorial argument guaranteeing the existence of panchromatic squares un-

der proper colorings of the grid, since the existence of panchromatic squares will

be implied by the totality of the 2D-BiSperner problem, which will follow from

our reduction from 2D-BiSperner to GDAFixedPoint as well as our proofs in

Section 8.2 establishing the totality of GDAFixedPoint. In Figure 8-1 we summa-

rize the five rules that define proper colorings and we present an example of a

proper coloring of the 9× 9 grid.

In order to formally define the computational problem 2D-BiSperner in a

way that is useful for our reductions we need to allow for colorings of the N × N

grid described in a succinct way, where the value N can be exponentially large

compared to the size of the input to the problem. A standard way to do this, in-

troduced by [Pap94b] in defining the computational version of Sperner’s lemma,

is to describe a coloring via a binary circuit Cl that takes as input the coordinates

of a vertex in the grid and outputs the combination of colors that is used to color
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this vertex. In the input, each one of the two coordinates of the input vertex is

given via the binary representation of a number in [N]− 1. Setting N = 2n we

have that the representation of each coordinate belongs to {0, 1}n. In the rest of

the section we abuse the notation and we use a coordinate i ∈ {0, 1}n both as a

binary string and as a number in [2n]− 1 and it is clear from the context which

of the two we use. The output of Cl should be a combination of one of the colors

{1−, 1+} and one of the colors {2−, 2+}. We represent this combination as an

element of {−1, 1}2, whose first coordinate refers to the choice of 1− or 1+ and

respectively for the second coordinate.

In the definition of the computational problem 2D-BiSperner the input is a

circuit Cl, as described above. One type of possible solutions to 2D-BiSperner is

providing a pair of coordinates (i, j) ∈ {0, 1}n × {0, 1}n indexing a cell of the grid

whose bottom left vertex is (i, j). For this type of solution to be valid it must be

that the output of Cl when evaluated on all the vertices of this square contains at

least one negative and one positive value for each one of the two output coordi-

nates of Cl, i.e. the cell must be panchromatic. Another type of possible solution to

2D-BiSperner is a vertex whose coloring violates the proper coloring conditions

for the boundary, namely 2–5 above. For notational convenience we refer to the

first coordinate of the output of Cl by C1
l and to the second coordinate by C2

l . The

formal definition of 2D-BiSperner is then the following.

2D-BiSperner2D-BiSperner

Input: A boolean circuit Cl : {0, 1}n × {0, 1}n → {−1, 1}2.

Output: A vertex (i, j) ∈ {0, 1}n × {0, 1}n such that one of the following holds

1. i 6= 1, j 6= 1, aligned
⋃

i′−i∈{0,1}
j′−j∈{0,1}

C1
l (i
′, j′) = {−1, 1} and

⋃
i′−i∈{0,1}
j′−j∈{0,1}

C2
l (i
′, j′) =

{−1, 1}, or

2. i = 0 and C1
l (i, j) = −1, or

3. i = 1 and C1
l (i, j) = +1, or

4. j = 0 and C2
l (i, j) = −1, or

5. j = 1 and C2
l (i, j) = +1.
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Our next step is to show that the problem 2D-BiSperner is PPAD-hard. Thus

our reduction from 2D-BiSperner to GDAFixedPoint in the next section es-

tablishes both the PPAD-hardness of GDAFixedPoint and the inclusion of 2D-

BiSperner to PPAD.

Lemma 8.3.2. The problem 2D-BiSperner is PPAD-hard.

Proof. To prove this Lemma we will use Lemma 7.1.5. Let CM be a polynomial-

time Turing machine that computes a function M : [0, 1]2 → [0, 1]2 that is L-

Lipschitz. We know from Lemma 7.1.5 that finding γ-approximate fixed points

of M is PPAD-hard. We will use CM to define a circuit Cl such that a solution of

2D-BiSperner with input Cl will give us a γ-approximate fixed point of M.

Consider the function g(x) = M(x)− x. Since M is L-Lipschitz, the function

g : [0, 1]2 → [−1, 1]2 is also (L + 1)-Lipschitz. Additionally g can be easily com-

puted via a polynomial-time Turing machine Cg that uses CM as a subroutine. We

construct a proper coloring of a fine grid of [0, 1]2 using the signs of the outputs of

g. Namely we set n = dlog(L/γ) + 2e and this defines a 2n × 2n grid over [0, 1]2

that is indexed by {0, 1}n × {0, 1}n. Let gη : [0, 1]2 → [−1, 1]2 be the function that

the Turing Machine Cg evaluate when the requested accuracy is η > 0. Now we

can define the circuit Cl as follows, 1

C1
l (i, j) =



1 i = 0

−1 i = 2n − 1

1 gη,1

(
i

2n−1 , j
2n−1

)
≥ 0 and i 6= −1

−1 gη,1

(
i

2n−1 , j
2n−1

)
< 0 and i 6= 0

,

1We remind that we abuse the notation and we use a coordinate i ∈ {0, 1}n both as a binary
string and as a number in ([2n − 1]− 1) and it is clear from the context which of the two we use.
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C2
l (i, j) =



1 i = 0

−1 i = 2n − 1

1 gη,2

(
i

2n−2 , j
2n−1

)
≥ 0 and i 6= −1

−1 gη,2

(
i

2n−2 , j
2n−1

)
< 0 and i 6= 0

,

where gi is the ith output coordinate of g. It is not hard then to observe that the

coloring Cl is proper, i.e. it satisfies the boundary conditions due to the fact that

the image of M is always inside [0, 1]2. Therefore the only possible solution to

2D-BiSperner with input Cl is a cell that contains all the colors {1−, 1+, 2−, 2+}.

Let (i, j) be the bottom-left vertex of this cell which we denote by R, namely

R =

{
x ∈ [0, 1]2 | x1 ∈

[
i

2n − 1
,

i + 1
2n − 1

]
, x2 ∈

[
j

2n − 1
,

j + 1
2n − 1

]}
.

Claim 8.3.3. Let η = γ

2
√

2
, there exists x ∈ R such that |g1(x)| ≤ γ

2
√

2
and y ∈ R such

that |g2(y)| ≤ γ

2
√

2
.

Proof of Claim 8.3.3. We will prove the existence of x and the existence of y follows

using an identical argument. If there exists a corner x of R such that g1(x) is in

the range [−η, η] then the claim follows. Suppose not. Using this together with

the fact that the first color of one of the corners of R is 1− and also the first color

of one of the corners of R is 1+ we conclude that there exist points x, x′ such that

gη,1(x) ≥ 0 and gη,1(x′) ≤ 0 2. But we have that
∥∥gη − g

∥∥
2 ≤ η. This together

with the fact that g1(x) 6∈ [−η, η] and g1(x′) 6∈ [−η, η] implies that g1(x) ≥ 0 and

also g1(x′) ≤ 0. But because of the L-Lipschitzness of g and because the distance

between x and x′ is at most
√

2 γ
4L we conclude that |g1(x)− g1(x′)| ≤ γ

2
√

2
. Hence

due to the signs of g1(x) and g1(x′) we conclude that |g1(x)| ≤ γ

2
√

2
. The same

way we can prove that |g1(y)| ≤ γ

2
√

2
and the claim follows.

2 The latter is inaccurate for the cases where the vertex (0, j) belongs to either facets i = 0 or
i = 2n − 1. Notice that the coloring in such vertices does not depend on the value of gη . However
in case where the color of such a corner is not consistent with the value of gη , i.e. gη,1(0, j) < 0
and C1

l (0, j) = 1 then this means that |g1(0, j)| ≤ η. This is due to the fact that g1(0, j) ≥ 0 and
|g1(0, j)− g1,η(0, j)| ≤ η.
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Using the Claim 8.3.3 and the L-Lipschitzness of g we get that for every z ∈ R

|g1(z)− g1(x)| ≤ L ‖x− z‖2 ≤
√

2 · L · γ

4L
=⇒ |g1(z)| ≤

γ√
2

, and

|g2(z)− g2(y)| ≤ L ‖y− z‖2 ≤
√

2 · L · γ

4L
=⇒ |g2(z)| ≤

γ√
2

where we have used also the fact that for any two points z, w it holds that

‖z−w‖2 ≤
√

2 γ
4L which follows from the definition of the size of the grid. There-

fore we have that ‖g(z)‖2 ≤ γ and hence ‖M(z)− z‖2 ≤ γ which implies that

any point z ∈ R is a γ-approximate fixed point of M and the lemma follows.

Now that we have established the PPAD-hardness of 2D-BiSperner we are ready

to present our reduction from 2D-BiSperner to GDAFixedPoint.

8.3.2 From 2D Bi-Sperner to Fixed Points of GDA

We start with presenting a construction of a Lipschitz and smooth real-valued

function f : [0, 1]2 × [0, 1]2 → R based on a given coloring circuit Cl : {0, 1}n ×

{0, 1}n → {−1, 1}2. Then in Section 8.3.2 we will show that any solution to

GDAFixedPoint with input the representation C f of f is also a solution to the

2D-BiSperner problem with input Cl. Constructing Lipschitz and smooth func-

tions based on only local information is a surprisingly challenging task in high-

dimensions as we will explain in detail in Section 8.4. Fortunately in the low-

dimensional case that we consider in this section the construction is much more

simple and the main ideas of our reduction are more clear.

The basic idea of the construction of f consists in interpreting the coloring of

a given point in the grid as the directions of the gradient of f (x, y) with respect

to the variables x1, y1 and x2, y2 respectively. More precisely, following the ideas

in the proof of Lemma 8.3.2, we divide the [0, 1]2 square in square-cells of length

1/(N − 1) = 1/(2n − 1) where the corners of these cells correspond to vertices

of the N × N grid of the 2D-BiSperner instance described by Cl. When x is

on a vertex of this grid, the first color of this vertex determines the direction of
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gradient with respect to the variables x1 and y1, while the second color of this

vertex determines the direction of the gradient of the variables x2 and y2. As an

example, if x = (x1, x2) is on a vertex of the N × N grid, and the coloring of this

vertex is (1−, 2+), i.e. the output of Cl on this vertex is (−1,+1), then we would

like to have

∂ f
∂x1

(x, y) ≥ 0,
∂ f
∂y1

(x, y) ≤ 0,
∂ f
∂x2

(x, y) ≤ 0,
∂ f
∂y2

(x, y) ≥ 0.

The simplest way to achieve this is to define the function f locally close to (x, y)

to be equal to

f (x, y) = (x1 − y1)− (x2 − y2).

Similarly, if x is on a vertex of the N × N grid, and the coloring of this vertex is

(1−, 2−), i.e. the output of Cl on this vertex is (−1,−1), then we would like to

have

∂ f
∂x1

(x, y) ≥ 0,
∂ f
∂y1

(x, y) ≤ 0,
∂ f
∂x2

(x, y) ≥ 0,
∂ f
∂y2

(x, y) ≤ 0.

The simplest way to achieve this is to define the function f locally close to (x, y)

to be equal to

f (x, y) = (x1 − y1) + (x2 − y2).

In Figure 8-2 we show pictorially the correspondence of the colors of the vertices

of the grid with the gradient of the function f that we design. As shown in the

figure, any set of vertices that share at least one of the colors 1+, 1−, 2+, 2−, agree

on the direction of the gradient with respect the horizontal or the vertical axis.

This observation is one of the main ingredients in the proof of correctness of our

reduction that we present later in this section.

When x is not on a vertex of the N × N grid then our goal is to define f via

interpolating the functions corresponding to the corners of the cell in which x

belongs. The reason that this interpolation is challenging is that we need to make

sure the following properties are satisfied
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Figure 8-2: The correspondence of the colors of the vertices of the N × N grid
with the directions of the gradient of the function f that we design.

I the resulting function f is both Lipschitz and smooth inside every cell,

I the resulting function f is both Lipschitz and smooth even at the boundaries

of every cell, where two differect cells stick together,

I no solution to the GDAFixedPoint problem is created inside cells that are

not solutions to the 2D-BiSperner problem. In particular, it has to be true

that if all the vertices of one cell agree on some color then the gradient of f

inside that cell has large enough gradient in the corresponding direction.

For the low dimensional case, that we explore in this section, satisfying the first

two properties is not a very difficult task, whereas for the third property we need

to be careful and achieving this property is the main technical contribution of this

section. On the contrary, for the high-dimensional case that we explore in Section

8.4 even achieving the first two properties is very challenging and technical.

As we will see in Section 8.3.2, if we accomplish a construction of a func-

tion f with the aforementioned properties, then the fixed points of the projected

Gradient Descent/Ascent can only appear inside cells that have all of the colors

{1−, 1+, 2−, 2+} at their corners. To see this consider a cell that misses some color,

e.g. 1+. Then all the corners of this cell have as first color 1−. Since f is defined as

interpolation of the functions in the corners of the cells, with the aforementioned

properties, inside that cell there is always a direction with respect to x1 and y1 for

which the gradient is large enough. Hence any point inside that cell cannot be

a fixed point of the projected Gradient Descent/Ascent. Of course this example

provides just an intuition of our construction and ignores case where the cell is
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on the boundary of the grid. We provide a detailed explanation of this case in

Section 8.3.2.

The above neat idea needs some technical adjustments in order to work. At

first, the interpolation of the function in the interior of the cell must be smooth

enough so that the resulting function is both Lipschitz and smooth. In order to

satisfy this, we need to choose appropriate coefficients of the interpolation that

interpolate smoothly not only the value of the function but also its derivatives.

For this purpose we use the following smooth step function of order 1.

Definition 8.3.4 (Smooth Step Function of Order 1). We define S1 : [0, 1] → [0, 1]

to be the smooth step function of order 1 that is equal to S1(x) = 3x2 − 2x3. Observe

that the following hold S1(0) = 0, S1(1) = 1, S′1(0) = 0, and S′1(1) = 0.

As we have discussed, another issue is that since the interpolation coefficients

depend on the value of x it could be that the derivatives of these coefficients

overpower the derivatives of the functions that we interpolate. In this case we

could be potentially creating fixed points of Gradient Descent/Ascent even in

non panchromatic squares. As we will see later the magnitude of the derivatives

from the interpolation coefficients depends on the differences x1− y1 and x2− y2.

Hence if we ensure that these differences are small then the derivatives of the

interpolation coefficients will have to remain small and hence they can never

overpower the derivatives from the corners of every cell. This is the place in

our reduction where we add the constraints A · (x, y) ≤ b that define the domain

of the function f as we describe in Section 7.2.

Now that we have summarized the main ideas of our construction we are ready

for the formal definition of f based on the coloring circuit Cl.

Definition 8.3.5 (Continuous and Smooth Function from 2D-Bi-Sperner). Given

a binary circuit Cl : {0, 1}n × {0, 1}n → {−1, 1}2, we define the function fCl :

[0, 1]2 × [0, 1]2 → R as follows. For any x ∈ [0, 1]2, let A = (iA, jA), B = (iB, jB),

C = (iC, jC), D = (iD, jD) be the vertices of the cell of the N(= 2n)×N grid which

contains x and xA, xB, xC and xC the corresponding points in the unit square
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Figure 8-3: Example of the definition of the Lipschitz and smooth function f on
some cell given the coloring on the corners of the cell. For details see Definition
8.3.5.

[0, 1]2, i.e. xA
1 = iA/(2n− 1), xA

2 = jA/(2n− 1) etc. Let also A be down-left corner

of this cell and B, C, D be the rest of the vertices in clockwise order, then we

define

fCl(x, y) = α1(x) · (y1 − x1) + α2(x) · (y2 − x2)

where the coefficients α1(x), α2(x) ∈ [−1, 1] are defined as follows

αi(x) = S1

(
xC

1 − x1

δ

)
· S1

(
xC

2 − x2

δ

)
· C i

l (A)

+S1

(
xD

1 − x1

δ

)
· S1

(
x2 − xD

2
δ

)
· C i

l (B)

+S1

(
x1 − xA

1
δ

)
· S1

(
x2 − xA

2
δ

)
· C i

l (C)

+S1

(
x1 − xB

1
δ

)
· S1

(
xB

2 − x2

δ

)
· C i

l (D)

where δ , 1/(N − 1) = 1/(2n − 1).

In Figure 8-3 we present an example of the application of Definition 8.3.5 to a

specific cell with some given coloring on the corners.

An important property of the definition of the function fCl is that the coeffi-
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cients used in the definition of αi have the following two properties

S1

(
xC

1 − x1

δ

)
· S1

(
xC

2 − x2

δ

)
≥ 0, S1

(
xD

1 − x1

δ

)
· S1

(
x2 − xD

2
δ

)
≥ 0,

S1

(
x1 − xA

1
δ

)
· S1

(
x2 − xA

2
δ

)
≥ 0, S1

(
x1 − xB

1
δ

)
· S1

(
xB

2 − x2

δ

)
≥ 0, and

S1

(
xC

1 − x1

δ

)
· S1

(
xC

2 − x2

δ

)
+ S1

(
xD

1 − x1

δ

)
· S1

(
x2 − xD

2
δ

)

+ S1

(
x1 − xA

1
δ

)
· S1

(
x2 − xA

2
δ

)
+ S1

(
x1 − xB

1
δ

)
· S1

(
xB

2 − x2

δ

)
= 1.

Hence the function fCl inside a cell is a smooth convex combination of the func-

tions on the corners of the cell, as is suggested from Figure 8-3. Of course there

are many ways to define such convex combination but in our case we use the

smooth step function S1 to ensure the Lipschitz continuous gradient of the over-

all function fCl . We prove this formally in the next lemma.

Lemma 8.3.6. Let fCl be the function defined based on a coloring circuit Cl, as per Def-

inition 8.3.5. Then fCl is continuous and differentiable at any point (x, y) ∈ [0, 1]4.

Moreover, fCl is Θ(1/δ)-Lipschitz and Θ(1/δ2)-smooth in the whole 4-dimensional hy-

percube [0, 1]4, where δ = 1/(N − 1) = 1/(2n − 1).

Proof. Clearly from Definition 8.3.5, fCl is differentiable at any point (x, y) ∈ [0, 1]4

in which x lies on the strict interior of its respective cell. In this case the derivative

with respect to x1 is

∂ fCl(x, y)
∂x1

=
∂α1(x)

∂x1
· (y1 − x1)− α1(x) +

∂α2(x)
∂x1

· (y2 − x2).
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where for ∂α1(x)/∂x1 we have that

∂α1(x)
∂x1

=− 1
δ

S′1

(
xC

1 − x1

δ

)
· S1

(
xC

2 − x2

δ

)
· C1

l (A)

− 1
δ

S′1

(
xD

1 − x1

δ

)
· S1

(
x2 − xD

2
δ

)
· C1

l (B)

+
1
δ

S′1

(
x1 − xA

1
δ

)
· S1

(
x2 − xA

2
δ

)
· C1

l (C)

+
1
δ

S′1

(
x1 − xB

1
δ

)
· S1

(
xB

2 − x2

δ

)
· C1

l (D).

Now since maxz∈[0,1] |S′1(z)| ≤ 6, we can conclude that
∣∣∣ ∂α1(x)

∂x1

∣∣∣ ≤ 24/δ. Simi-

larly we can prove that
∣∣∣ ∂α2(x)

∂x1

∣∣∣ ≤ 24/δ, which combined with |α1(x)| ≤ 1 im-

plies
∣∣∣∣ ∂ fCl

(x,y)
∂x1

∣∣∣∣ ≤ O(1/δ). Using similar reasoning we can prove that
∣∣∣∣ ∂ fCl

(x,y)
∂x2

∣∣∣∣ ≤
O(1/δ) and that

∣∣∣∣ ∂ fCl
(x,y)

∂yi

∣∣∣∣ ≤ 1 for i = 1, 2. Hence

∥∥∇ fCl(x, y)
∥∥

2 ≤ O(1/δ).

The only thing we are missing to prove the Lipschitzness of fCl is to prove its

continuity on the boundaries of the cells of our subdivision. Suppose x lies on

the boundary of some cell, e.g. let x lie on edge (C, D) of one cell that is the

same as the edge (A′, B′) of the cell to the right of that cell. Since S1(0) = 0,

S′1(0) = 0 and S′1(1) = 0 it holds that ∂α1(x)/∂x1 = 0 and the same for α2.

Therefore the value of ∂ fCl /∂x1 remains the same no matter the cell according to

which it was calculated. As a result, fCl is differentiable with respect to x1 even if

x belongs in the boundary of its cell. Using the exact same reasoning for the rest

of the variables, one can show that the function fCl is differentiable at any point

(x, y) ∈ [0, 1]4 and because of the aforementioned bound on the gradient ∇ fCl we

can conclude that fCl is O(1/δ)-Lipschitz.

Using very similar calculations, we can compute the closed formulas of the

second derivatives of fCl and using the bounds
∣∣ fCl(·)

∣∣ ≤ 2, |S1(·)| ≤ 1, |S′1(·)| ≤
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6, and |S′′1 (·)| ≤ 6, we can prove that each entry of the Hessian ∇2 fCl(x, y) is

bounded by O(1/δ2) and thus

∥∥∥∇2 fCl(x, y)
∥∥∥

2
≤ O(1/δ2)

which implies the Θ(1/δ2)-smoothness of fCl .

Description and Correctness of the Reduction – Proof of Theorem 8.3.1

In this section, we present and prove the exact polynomial-time construction of

the instance of the problem GDAFixedPoint from an instance Cl of the problem

2D-BiSperner.

(+) Construction of Instance for Fixed Points of Gradient Descent/Ascent.

Our construction can be described via the following properties.

I The payoff function is the real-valued function fCl(x, y) from the Definition

8.3.5.

I The domain is the polytope P(A, b) that we described in Section 7.2. The

matrix A and the vector b have constant size and they are computed so that

the following inequalities hold

x1 − y1 ≤ ∆, y1 − x1 ≤ ∆, x2 − y2 ≤ ∆, and y2 − x2 ≤ ∆ (8.3.1)

where ∆ = δ/12 and δ = 1/(N − 1) = 1/(2n − 1).

I The parameter α is set to be equal to ∆/3.

I The parameters G and L are set to be equal to the upper bounds on the Lip-

schitzness and the smoothness of fCl respectively that we derived in Lemma

8.3.6. Namely we have that G = O(1/δ) = O(2n) and L = O(1/δ2) =

O(22n).

The first thing that is simple to observe in the above reduction is that it runs

in polynomial time with respect to the size of the the circuit Cl which is the input
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to the 2D-BiSperner problem that we started with. To see this, recall from the

definition of GDAFixedPoint that our reduction needs to output: (1) a Turing

machine C fCl
that computes the value and the gradient of the function fCl in time

polynomial in the number of requested bits of accuracy; (2) the required scalars

α, G, and L. For the first, we observe from the definition of fCl that it is actually

a piece-wise polynomial function with a closed form that only depends on the

values of the circuit Cl on the corners of the corresponding cell. Since the size of

Cl is the size of the input to 2D-BiSperner we can easily construct a polynomial-

time Turing machine that computes both function value and the gradient of the

piecewise polynomial function fCl . Also, from the aforementioned description of

the reduction we have that log(G), log(L) and log(1/α) are linear in n and hence

we can construct the binary representation of all this scalars in time O(n). The

same is true for the coefficients of A and b as we can see from their definition in

(+). Hence we conclude that our reduction runs in time that is polynomial in the

size of the circuit Cl.

The next thing to observe is that, according to Lemma 8.3.6, the function fCl is

both G-Lipschitz and L-smooth and hence the output of our reduction is a valid

input for the promise problem GDAFixedPoint. So the last step to complete the

proof of Theorem 8.3.1 is to prove that the vector x? of every solution (x?, y?)

of GDAFixedPoint with input C fCl
, lies in a cell that is either panchromatic or

violates the rules for proper coloring, in any of these cases we can find a solution

to the 2D-BiSperner problem. This proves that our construction reduces 2D-

BiSperner to GDAFixedPoint.

We prove this last statement in Lemma 8.3.8, but before that we need the fol-

lowing technical lemma that will be useful to argue about solution on the bound-

ary of P(A, b).

Lemma 8.3.7. Let Cl be an input to the 2D-BiSperner problem, let fCl be the corre-

sponding G-Lipschitz and L-smooth function defined in Definition 8.3.5, and let P(A, b)

be the polytope defined by (8.3.1). If (x?, y?) is any solution to the GDAFixedPoint

problem with inputs α, G, L, C fCl
, A, and b, defined in (+) then the following statements
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hold, where recall that ∆ = δ/12. For i ∈ {1, 2}:

� If x?i ∈ (α, 1− α) and x?i ∈ (y?i − ∆ + α, y?i + ∆− α) then
∣∣∣∣ ∂ fCl

(x?,y?)

∂xi

∣∣∣∣ ≤ α.

� If x?i ≤ α or x?i ≤ y?i − ∆ + α then
∂ fCl

(x?,y?)

∂xi
≥ −α.

� If x?i ≥ 1− α or x?i ≥ y?i + ∆− α then
∂ fCl

(x?,y?)

∂xi
≤ α.

The symmetric statements for y?i hold. For i ∈ {1, 2}:

� If y?i ∈ (α, 1− α) and y?i ∈ (x?i − ∆ + α, x?i + ∆− α) then
∣∣∣∣ ∂ fCl

(x?,y?)

∂yi

∣∣∣∣ ≤ α.

� If y?i ≤ α or y?i ≤ x?i − ∆ + α then
∂ fCl

(x?,y?)

∂yi
≤ α.

� If y?i ≥ 1− α or y?i ≥ x?i + ∆− α then
∂ fCl

(x?,y?)

∂yi
≥ −α.

Proof. For this proof it is convenient to define x̂ = x? −∇x fCl(x?, y?), K(y?) =

{x | (x, y?) ∈ P(A, b))}, and z = ΠK(y?) x̂.

We first consider the first statement, so for the sake of contradiction let’s as-

sume that x?i ∈ (α, 1− α), that x?i ∈ (y?i −∆+ α, y?i +∆− α), and that
∣∣∣∣ ∂ fCl

(x?,y?)

∂xi

∣∣∣∣ >
α. Due to the definition of P(A, b) in (8.3.1) the set K(y?) is an axes aligned

box of R2 and hence the projection of any vector x onto K(y?) can be imple-

mented independently for every coordinate xi of x. Therefore if it happens that

x̂i ∈ (0, 1) ∩ (y?i − ∆, y?i + ∆), then it holds that x̂i = zi. Now from the definition

of x̂i and zi, and the fact that K(y?) is an axes aligned box, we get that
∣∣x?i − zi

∣∣ =∣∣x?i − x̂i
∣∣ = ∣∣∣∣ ∂ fCl

(x?,y?)

∂xi

∣∣∣∣ > α which contradicts the fact that (x?, y?) is a solution to

the problem GDAFixedPoint. On the other hand if x̂i 6∈ (y?i − ∆, y?i + ∆) ∩ (0, 1)

then zi has to be on the boundary of K(y?) and hence zi has to be equal to

either 0, or 1, or y?i − ∆, or y?i + ∆. In any of these cases since we assumed

that x?i ∈ (α, 1 − α) and that x?i ∈ (y?i − ∆ + α, y?i + ∆ − α) we conclude that∣∣x?i − zi
∣∣ > α and hence we get again a contradiction with the fact that (x?, y?) is

a solution to the problem GDAFixedPoint. Hence we have that
∣∣∣∣ ∂ fCl

(x?,y?)

∂xi

∣∣∣∣ ≤ α.

For the second case, we assume for the sake of contradiction that x?i ≤ α and
∂ fCl

(x?,y?)

∂xi
< −α. These imply that x̂i > x?i + α and that zi = min(y?i + ∆, x̂i, 1) >
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min(∆, x̂i, 1) ≥ min(3α, x?i + α). As a result,
∣∣x?i − zi

∣∣ = zi − x?i > min(3α, x̂i +

α)− x?i which is greater than α. The latter is a contradiction with the assumption

that (x?, y?) is a solution to the GDAFixedPoint problem. Also if we assume that

x?i ≤ y?i − ∆ + α using the same reasoning we get that zi = min(x̂i, y?i + ∆− α, 1).

From this we can again prove that
∣∣x?i − zi

∣∣ > α which contradicts the fact that

(x?, y?) is a solution to GDAFixedPoint.

The third case can be proved using the same arguments as the second case.

Then using the corresponding arguments we can prove the corresponding state-

ments for the y variables.

We are now ready to prove that solutions of GDAFixedPoint can only occur in

cells that are either panchromatic or violate the boundary conditions of a proper

coloring. For convenience in the rest of this section we define R(x) to be the cell

of the 2n × 2n grid that contains x.

R(x) =
[

i
2n − 1

,
i + 1

2n − 1

]
×
[

j
2n − 1

,
j + 1

2n − 1

]
, (8.3.2)

for i, j such that x1 ∈
[

i
2n−1 , i+1

2n−1

]
and x2 ∈

[
j

2n−1 , j+1
2n−1

]
if there are multiple i,

j that satisfy the above condition then we choose R(x) to be the cell that corre-

sponds to the i, j such that the pair (i, j) it the lexicographically first such that i, j

satisfy the above condition. We also define the corners Rc(x) of R(x) as

Rc(x) = {(i, j), (i, j + 1), (i + 1, j), (i + 1), (j + 1)} (8.3.3)

where R(x) =
[

i
2n−1 , i+1

2n−1

]
×
[

j
2n−1 , j+1

2n−1

]
.

Lemma 8.3.8. Let Cl be an input to the 2D-BiSperner problem, let fCl be the corre-

sponding G-Lipschitz and L-smooth function defined in Definition 8.3.5, and let P(A, b)

be the polytope defined by (8.3.1). If (x?, y?) is any solution to the GDAFixedPoint

problem with inputs α, G, L, C fCl
, A, and b defined in (+) then none of the following

statements hold for the cell R(x?).

1. x?1 ≥ 1/(2n − 1) and, for all v ∈ Rc(x?), it holds that C1
l (v) = −1.
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2. x?1 ≤ (2n − 2)/(2n − 1) and, for all v ∈ Rc(x?), it holds that C1
l (v) = +1.

3. x?2 ≥ 1/(2n − 1) and, for all v ∈ Rc(x?), it holds that C2
l (v) = −1.

4. x?2 ≤ (2n − 2)/(2n − 1) and, for all v ∈ Rc(x?), it holds that C2
l (v) = +1.

Proof. We prove that there is no solution (x?, y?) of GDAFixedPoint that satisfies

the statement 1. and the fact that (x?, y?) cannot satisfy the other statements

follows similarly. It is convenient for us to define x̂ = x?−∇x fCl(x?, y?), K(y?) =

{x | (x, y?) ∈ P(A, b))}, z = ΠK(y?) x̂, and ŷ = y? +∇y fCl(x?, y?), K(x?) = {y |

(x?, y) ∈ P(A, b))}, w = ΠK(x?)ŷ.

For the sake of contradiction we assume that there exists a solution of (x?, y?)

such that x?1 ≥ 1/(2n − 1) and for all v ∈ Rc(x?) it holds that C1
l (v) = −1. Using

the fact that the first color of all the corners of R(x?) is 1−, we will prove that (1)
∂ fCl

(x?,y?)

∂x1
≥ 1/2, and (2)

∂ fCl
(x?,y?)

∂y1
= −1.

Let R(x?) =
[

i
2n−1 , i+1

2n−1

]
×
[

j
2n−1 , j+1

2n−1

]
, then since all the corners v ∈ Rc(x?)

have C1
l (v) = −1, from the Definition 8.3.5 we have that

fCl(x?, y?) = (x?1 − y?1)− (x?2 − y?2) · S1

(
xC

1 − x?1
δ

)
· S1

(
xC

2 − x?2
δ

)
· C2

l (i, j)

− (x?2 − y?2) · S1

(
xD

1 − x?1
δ

)
· S1

(
x?2 − xD

2
δ

)
· C2

l (i, j + 1)

− (x?2 − y?2) · S1

(
x?1 − xA

1
δ

)
· S1

(
x?2 − xA

2
δ

)
· C2

l (i + 1, j + 1)

− (x?2 − y?2) · S1

(
x?1 − xB

1
δ

)
· S1

(
xB

2 − x?2
δ

)
· C2

l (i + 1, j)

where (xA
1 , xA

2 ) = (i/(2n − 1), j/(2n − 1)), (xB
1 , xB

2 ) = (i/(2n − 1), (j + 1)/(2n −

1)), (xC
1 , xC

2 ) = ((i + 1)/(2n − 1), (j + 1)/(2n − 1)), and (xD
1 , xD

2 ) = ((i + 1)/(2n −

1), j/(2n − 1)). If we differentiate this with respect to y1 we immediately get that
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∂ fCl
(x?,y?)

∂y1
= −1. On the other hand if we differentiate with respect to x1 we get

∂ fCl(x?, y?)

∂x1
=1 + (x?2 − y?2) ·

1
δ
· S′1

(
1−

x?1 − xA
1

δ

)
· S1

(
1− x?2 − xA

2
δ

)
· C2

l (i, j)

+ (x?2 − y?2) ·
1
δ
· S′1

(
1−

x?1 − xA
1

δ

)
· S1

(
x?2 − xA

2
δ

)
· C2

l (i, j + 1)

− (x?2 − y?2) ·
1
δ
· S′1

(
x?1 − xA

1
δ

)
· S1

(
x?2 − xA

2
δ

)
· C2

l (i + 1, j + 1)

− (x?2 − y?2) ·
1
δ
· S′1

(
x?1 − xA

1
δ

)
· S1

(
1− x?2 − xA

2
δ

)
· C2

l (i + 1, j)

≥1− 4 |x?2 − y?2 | ·
3
2δ

≥1− 6 · ∆
δ
≥ 1/2

where the last inequality follows from the fact that |S′1(·)| ≤ 3/2 and the fact that,

due to the constraints that define the polytope P(A, b), it holds that |x2 − y2| ≤ ∆.

Hence we have established that if x?1 ≥ 1/(2n − 1) and for all v ∈ Rc(x?)

it holds that C1
l (v) = −1 then it holds that that (1)

∂ fCl
(x?,y?)

∂x1
≥ 1/2, and (2)

∂ fCl
(x?,y?)

∂y1
= −1. Now it is easy to see that the only way to satisfy both

∂ fCl
(x?,y?)

∂x1
≥

1/2 and |z1 − x?1 | ≤ α is that either x?1 ≤ α or x?1 ≤ y?1 − ∆ + α. The first case is

excluded by the assumption in the first statement of our lemma and our choice

of α = ∆/3 = 1/(36 · (2n − 1)) thus it holds that x?1 ≤ y?1 − ∆ + α. But then we

can use the case 3 for the y variables of Lemma 8.3.7 and we get that
∂ fCl

(x?,y?)

∂y1
≥

−α, which cannot be true since we proved that
∂ fCl

(x?,y?)

∂y1
= −1. Therefore we

have a contradiction and the first statement of the lemma holds. Using the same

reasoning we prove the rest of the statements.

We have now all the ingredients to prove Theorem 8.3.1.

Proof of Theorem 8.3.1. Let (x?, y?) be a solution to the GDAFixedPoint instance

that we construct based on the instance Cl of 2D-BiSperner. Let also R(x?) be

the cell that contains x?. If the corners Rc(x?) contain all the colors 1−, 1+, 2−,

2+ then we have a solution to the 2D-BiSperner instance and the Theorem 8.3.1
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follows. Otherwise there is at least one color missing from Rc(x?), let’s assume

without loss of generality that one of the missing colors is 1−, hence for every

v ∈ Rc(x?) it holds that Cl(v) = +1. Now from Lemma 8.3.8 the only way for this

to happen is that x?1 > (2n − 2)/(2n − 1) which implies that in Rc(x?) there is at

least one corner of the form v = (2n− 1, j). But we have assumed that Cl(v) = +1,

hence v is a violation of the proper coloring rules and hence a solution to the 2D-

BiSperner instance. We can prove the corresponding statement if any other color

from 1+, 2−, 2+ is missing and hence the Theorem 8.3.1 follows.

8.4 Hardness of Local Min-Max Equilibrium –

High-Dimensions

Although the results of Section 8.3 are quite indicative about the computational

complexity of GDAFixedPoint and LR-LocalMinMax, we have not yet excluded

the possibility of the existence of algorithms running in poly(d, G, L, 1/ε) time.

In this section we present a, significantly more challenging, high dimensional

version of the reduction that we presented in Section 8.3. The advantage of

this reduction is that it rules out the existence even of algorithms running in

poly(d, G, L, 1/ε) steps unless FP = PPAD, for details see Theorem 8.1.4. An easy

consequence of our result is an unconditional lower bound on the black-box model

that states that the running time of any algorithm for LR-LocalMinMax that has

only oracle access to f and ∇ f has to be exponential in either d, or G, or L, or

1/ε, for details we refer to the Theorem 8.1.5 and Section 8.6.

The main reduction that we use to prove Theorem 8.1.4 is from the high di-

mensional generalization of the problem 2D-BiSperner, which we call HighD-

BiSperner, to GDAFixedPoint. Our reduction in this section resembles some of

the ideas of the reductions of Section 8.3 but it has many additional significant

technical difficulties. The main difficulty that we face is how to define a function

on a d-dimensional simplex that is: (1) both Lipschitz and smooth, (2) interpo-
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lated between some fixed functions at the d + 1 corners of the simplex, and (3)

remains Lipschitz and smooth even if we glue together different simplices. It

is well understood from previous works how to construct such a function if we

are interested only in achieving the Lipschitz continuity. Surprisingly adding the

smoothness requirement makes the problem very different and significantly more

difficult. Our proof overcomes this technical difficulty by introducing a novel but

very technically involved way to define interpolation within a simplex of some

fixed functions on the corners of the simplex. We believe that our novel interpo-

lation technique is of independent interest and we hope that it will be at the heart

of other computational hardness results of optimization problems in continuous

optimization.

8.4.1 The High Dimensional Bi-Sperner Problem

We start by presenting the HighD-BiSperner problem. The HighD-BiSperner

is a straightforward d-dimensional generalization of the 2D-BiSperner that we

defined in the Section 8.3. Assume that we have a d-dimensional grid N ×

· · · (d times) · · · × N. We assign to every vertex of this grid a sequence of d colors

and we say that a coloring is proper if the following rules are satisfied.

1. The ith color of every vertex is either the color i+ or the color i−.

2. All the vertices whose ith coordinate is 0, i.e. they are at the lower boundary

of the ith direction, should have the ith color equal to i+.

3. All the vertices whose ith coordinate is 1, i.e. they are at the higher boundary

of the ith direction, should have the ith color equal to i−.

Using proof ideas similar to the proof of the original Sperner’s Lemma it is not

hard to prove via a combinatorial argument that in every proper coloring of a

d-dimensional grid, there exists a cubelet of the grid where all the 2 · d colors

{1−, 1+, . . . , d−, d+} appear in some of its vertices, we call such a cubelet panchro-

matic. In the HighD-BiSperner problem we are asked to find such a cubelet,
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or a violation of the rules of proper coloring. As in Section 8.3.1 we do not

present this combinatorial argument in this paper since the totality of the HighD-

BiSperner problem will follow from our reduction from HighD-BiSperner to

GDAFixedPoint and our proofs in Section 8.2 that establish the totality of the

problem GDAFixedPoint.

As in the case of 2D-BiSperner, in order to formally define the computational

problem HighD-BiSperner we need to define the coloring of the d-dimensional

grid N × · · · × N in a succinct way. The fundamental difference compared to the

definition of 2D-BiSperner is that for the HighD-BiSperner we assume that N

is only polynomially large. This difference will enable us to exclude algorithms

for GDAFixedPoint that run in time poly(d, 1/α, G, L). The input to HighD-

BiSperner is a coloring via a binary circuit Cl that takes as input the coordinates

of a vertex of the grid and outputs the sequence of colors that are used to color

this vertex. Each one of d coordinates is given via the binary representation of a

number in [N]− 1. Setting N = 2`, where here ` is a logarithmically in d small

number, we have that the representation of each coordinate is a member of {0, 1}`.

In the rest of the section we abuse the notation and we use a coordinate i ∈ {0, 1}`

both as a binary string and as a number in
[
2`
]
− 1 and which of the two we use

it is clear from the context. The output of Cl should be a sequence of d colors,

represented by {−1,+1}d, where the ith coordinate refers to the choice of i− or

i+.

In the definition of the computational problem HighD-BiSperner the input

is a circuit Cl, as we described above. As we discussed above in the HighD-

BiSperner problem we are asking for a panchromatic cubelet of the grid. One

issue with this high-dimensional setting is that in order to check whether a cubelet

is panchromatic or not we have to query all the 2d corners of this cubelet which

makes the verification problem inefficient and hence a containment to the PPAD

class cannot be proved. For this reason as a solution to the HighD-BiSperner

we ask not just for a cubelet but for 2 · d vertices v(1), . . . , v(d) u(1), . . . , u(d),

not necessarily different, such that they all belong to the same cubelet and the
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ith output of Cl with input vi is −1, i.e. corresponds to the color i−, whereas

the ith output of Cl with input ui is +1, i.e. corresponds to the color i+. This

way we have a certificate of size 2 · d that can be checked in polynomial time.

Another possible solution of HighD-BiSperner is a vertex whose coloring violates

the aforementioned boundary conditions 2. and 3.. of a proper coloring. For

notational convenience we refer to the ith coordinate of Cl by C i
l . The formal

definition of HighD-BiSperner is then the following.

HighD-BiSpernerHighD-BiSperner

Input: A boolean circuit Cl : {0, 1}` × · · · × {0, 1}`︸ ︷︷ ︸
d times

→ {−1, 1}d

Output: One of the following:

1. Two sequences of d vertices v(1), . . . , v(d) an u(1), . . . , u(d) with v(i), u(i) ∈(
{0, 1}`

)d
such that C i

l (v
(i)) = −1 and C i

l (u
(i)) = +1.

2. A vertex v ∈
(
{0, 1}`

)d
with vi = 0 such that C i

l (v) = −1.

3. A vertex v ∈
(
{0, 1}`

)d
with vi = 1 such that C i

l (v) = +1.

Our first step is to establish the PPAD-hardness of HighD-BiSperner in Theo-

rem 8.4.2. To prove this we use a stronger version of the Brouwer problem that

is called γ-SuccinctBrouwer and was first introduced in [Rub16].

γ-SuccinctBrouwerγ-SuccinctBrouwer

Input: A polynomial-time Turing machine CM evaluating a 1/γ-Lipschitz con-

tinuous vector-valued function M : [0, 1]d → [0, 1]d.

Output: A point x? ∈ [0, 1]d such that ‖M(x?)− x?‖2 ≤ γ.

Theorem 8.4.1 ([Rub16]). The problem γ-SuccinctBrouwer is PPAD-complete for

any fixed constant γ > 0.

Theorem 8.4.2. There exists a polynomial time reducton from γ-SuccinctBrouwer to

HighD-BiSperner with N = Θ(d/γ2).

Proof. Consider the function g(x) = M(x) − x. Since M is 1/γ-Lipschitz, g :

[0, 1]d → [−1, 1]d is also (1 + 1/γ)-Lipschitz. Additionally g can be easily com-

puted via a polynomial-time Turing machine Cg that uses CM as a subroutine.
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We construct the coloring sequences of every vertex of a d-dimensional grid with

N = Θ(d/γ2) points in every direction using g. Let gη : [0, 1]2 → [−1, 1]2 be

the function that the Turing Machine Cg evaluate when the requested accuracy is

η > 0. For each vertex v = (v1, . . . , vn) ∈ ([N]− 1)d of the d-dimensional grid its

coloring sequence Cl(v) ∈ {−1, 1}d is constructed as follows: For each coordinate

j = 1, . . . , d,

C j
l (v) =


1 vj = 0

−1 vj = 2n − 1

sign
(

gj
( v1

N−1 , . . . , vn
N−1

))
otherwise

,

where sign : [−1, 1] 7→ {−1, 1} is the sign function and gη,j(·) is the j-th coordinate

of gη. Observe that since M : [0, 1]d → [0, 1]d, for any vertex v with vj = 0 it holds

that C j
l (v) = +1 and respectively for any vertex v with vj = N − 1 it holds that

C j
l (v) = −1 due to the fact that the value of M is always in [0, 1]d and hence

there are no vertices in the grid satisfying the possible outputs 2. or 3. of the

HighD-BiSperner problem. Thus the only possible solution of the above HighD-

BiSperner instance is a sequence of 2d vertices v(1), . . ., v(d), u(1), . . ., u(d) on the

same cubelet that certify that the corresponding cubelet is panchromatic, as per

possible output 1. of the HighD-BiSperner problem. We next prove that any

vertex v of that cubelet it holds that∣∣∣∣gj

(
v

N − 1

)∣∣∣∣ ≤ 2
√

d
γN

for all coordinates j = 1, . . . , d.

Let v be any vertex on the same cubelet with the output vertices v(1), . . ., v(d),

u(1), . . ., u(d). From the guarantees of colors of the sequences v(1), . . ., v(d), u(1),

. . ., u(d) we have that either C j
l (v) · C

j
l (v

(j)) = −1 or C j
l (v) · C

j
l (u

(j)) = −1, let

v(j) be the vertex v(j) or u(j) depending on which one the jth color has product

equal to −1 with C j
l (v). Now let η = 2

√
d

γN if gj
( v

N−1

)
∈ [−η, η] then the wanted

inequality follows. On the other hand if gj
( v

N−1

)
∈ [−η, η] then using the fact
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that
∥∥g
( v

N−1

)
− gη

( v
N−1

)∥∥
∞ ≤ η and that from the definition of the colors we

have that either gη,j
( v

N−1

)
≥ 0, gη,j

(
v(j)

N−1

)
< 0 or gη,j

( v
N−1

)
< 0, gη,j

(
v̂(j)

N−1

)
≥ 0

we conclude that gj
( v

N−1

)
≥ 0, gj

(
v(j)

N−1

)
< 0 or gj

( v
N−1

)
< 0, gj

(
v̂(j)

N−1

)
≥ 0 and

thus,

∣∣∣∣gj

(
v

N − 1

)∣∣∣∣ ≤
∣∣∣∣∣gj

(
v

N − 1

)
− gj

(
v(j)

N − 1

)∣∣∣∣∣ ≤
(

1 +
1
γ

)
·
∥∥∥∥∥ v

N − 1
− v(j)

N − 1

∥∥∥∥∥
2

≤ 2
√

d
γN

where in the second inequality we have used the (1+ 1/γ)-Lipschitzness of g. As

a result, the point v̂ = v/(N − 1) ∈ [0, 1]d satisfies ‖M(v̂)− v̂‖2 ≤ 2d/(γN) and

thus for if we pick N = Θ(d/γ2) then any vertex v of the panchromatic cell is a

solution for γ-SuccinctBrouwer.

Now that we have established the PPAD-hardness of HighD-BiSperner we are

ready to present our main result of this section which is a reduction from the

problem HighD-BiSperner to the problem GDAFixedPoint with the additional

constraints that the scalars α, G, L in the input satisfy 1/α = poly(d), G = poly(d),

and L = poly(d).

8.4.2 From High Dimensional Bi-Sperner to GDA Fixed Points

Given the binary circuit Cl : ([N]− 1)d → {−1,+1}d that is an instance of HighD-

BiSperner, we construct a Lipschitz and smooth function fCl : [0, 1]d × [0, 1]d →

R. To do so, we divide the [0, 1]d hypercube into cubelets of length δ = 1/(N− 1).

The corners of such cubelets have coordinates that are integer multiples of δ =

1/(N− 1) and we call them vertices. Each vertex can be represented by the vector

v = (v1, . . . , vd) ∈ ([N]− 1)d and admits a coloring sequence defined by the

boolean circuit Cl : ([N]− 1)d → {−1,+1}d. For every x ∈ [0, 1]d, we use R(x) to

denote the cubelet that contains x, formally

R(x) =
[

c1

N − 1
,

c1 + 1
N − 1

]
× · · · ×

[
cd

N − 1
,

cd + 1
N − 1

]
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where c ∈ ([N − 1]− 1)d such that x ∈
[

c1
N−1 , c1+1

N−1

]
× · · · ×

[
cd

N−1 , cd+1
N−1

]
and if

there are multiple corners c that satisfy this condition then we choose R(x) to be

the cell that corresponds to the c that is lexicographically first among those that

satisfy the condition. We also define Rc(x) to be the set of vertices that are corners

of the cublet R(x), namely

Rc(x) = {c1, c1 + 1} × · · · × {cd, cd + 1}

where c ∈ ([N − 1]− 1)d such that R(x) =
[

c1
N−1 , c1+1

N−1

]
× · · · ×

[
cd

N−1 , cd+1
N−1

]
Every

y that belongs to the cubelet R(x) can be written as a convex combination of

the vectors v/(N − 1) where v ∈ Rc(x). The value of the function fCl(x, y) that

we construct in this section is determined by the coloring sequences Cl(v) of the

vertices v ∈ Rc(x). One of the main challenges that we face though is that the size

of Rc(x) is 2d and hence if we want to be able to compute the value of fCl(x, y)

efficiently then we have to find a consistent rule to pick a subset of the vertices

of Rc(x) whose coloring sequence we need to define the function value fCl(x, y).

Although there are traditional ways to overcome this difficulty using the canonical

simplicization of the cubelet R(x), these technique leads only to functions that are

continuous and Lipschitz but they are not enough to guarantee continuity of the

gradient and hence the resulting functions are not smooth.

Smooth and Efficient Interpolation Coefficients

The problem of finding a computationally efficient way to define a continuous

function as an interpolation of some fixed function in the corners of a cubelet so

that the resulting function is both Lischitz and smooth is surprisingly difficult to

solve. For this reason we introduce in this section the smooth and efficient interpo-

lation coefficients (SEIC) that as we will see in Section 8.4.2, is the main technical

tool to implement such an interpolation. Our novel interpolation coefficients are

of independent interest and we believe that they will serve as a main technical

tool for proving other hardness results in continuous optimization in the future.
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In this section we only give a high level description of the smooth and efficient

interpolation coefficients via their properties that we use in Section 8.4.2 to define

the function fCl . The actual construction of the coefficients is very challenging and

technical and hence we postpone a detail exposition for Section 8.5.

Definition 8.4.3 (Smooth and Efficient Interpolation Coefficients). For every N ∈

N we define the set of smooth and efficient interpolation coefficients (SEIC) as the

family of functions, called coefficients, Id,N =
{

Pv : [0, 1]d → R | v ∈ ([N]− 1)d
}

with the following properties.

(A) For all vertices v ∈ ([N]− 1)d, the coefficient Pv(x) is a twice-differentiable

function and satisfies

I
∣∣∣ ∂Pv(x)

∂xi

∣∣∣ ≤ Θ(d12/δ).

I
∣∣∣ ∂2Pv(x)

∂xi ∂x`

∣∣∣ ≤ Θ(d24/δ2).

(B) For all v ∈ ([N]− 1)d, it holds that Pv(x) ≥ 0 and ∑v∈([N]−1)d Pv(x) =

∑v∈Rc(x) Pv(x) = 1.

(C) For all x ∈ [0, 1]d, it holds that all but d + 1 of the coefficients Pv ∈ Id,N

satisfy Pv(x) = 0, ∇Pv(x) = 0 and ∇2Pv(x) = 0. We denote this set of d + 1

vertices by R+(x). Furthermore, it holds that R+(x) ⊆ Rc(x) and given x

we can compute the set R+(x) it time poly(d).

(D) For all x ∈ [0, 1]d, if xi ≤ 1/(N − 1) for some i ∈ [d] then there exists

v ∈ R+(x) such that vi = 0. Respectively, if xi ≥ 1− 1/(N − 1) then there

exists v ∈ R+(x) such that vi = 1.

An intuitive explanation of the properties of the SEIC coefficients is the following

(A) – The coefficients Pv are both Lipschitz and smooth with Lipschitzness and

smoothness parameters that depends polynomially in d and N = 1/δ + 1.

(B) – The coefficients Pv(x) define a convex combination of the vertices Rc(x).
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(C) – For every x ∈ [0, 1]d, out of the Nd coefficients Pv only d + 1 have non-zero

value, or non-zero gradient or non-zero Hessian when evaluated at the point

x. Moreover, given x ∈ [0, 1]d we can find R+(x) efficiently.

(D) – For every x ∈ [0, 1]d that is in a cubelet that touches the boundary there is at

least one of the vertices in R+(x) that is on the boundary of the continuous

hypercube [0, 1]d.

We are now ready to define the function fCl .

Definition of a Lipschitz and Smooth Function Based on a BiSperner Instance

In this section our goal is to formally define the function fCl and prove its Lips-

chitzness and smoothness properties in Lemma 8.4.5.

Definition 8.4.4 (Continuous and Smooth Function from Colorings of Bi-Sperner).

Given a binary circuit Cl : ([N]− 1)d → {−1, 1}d, we define the function fCl :

[0, 1]d × [0, 1]d → R as follows

fCl(x, y) =
d

∑
j=1

(xj − yj) · αj(x)

where αj(x) = −∑v∈([N]−1)d Pv(x) · C j
l (v), and Pv defined in Definition 8.4.3.

We first prove that the function fCl constructed in Definition 8.4.4 is G-Lipschitz

and L-smooth for some appropriately selected parameters G, L that are polyno-

mial in the dimension d and in the discretization parameter N. We use this prop-

erty to establish that fCl is a valid input to the promise problem GDAFixedPoint.

Lemma 8.4.5. The function fCl of Definition 8.4.4 is O(d15/δ)-Lipschitz and O(d27/δ2)-

smooth.

Proof. If we take the derivative with respect to xi and yi and using property (B) of

the coefficients Pv we get the following relations,

∂ fCl(x, y)
∂xi

=
d

∑
j=1

(xj − yj) ·
∂αj(x)

∂xi
+ αi(x) and

∂ fCl(x, y)
∂yi

= −αi(x)
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where

αi(x) = − ∑
v∈([N]−1)d

Pv(x) and
∂αj(x)

∂xi
= − ∑

v∈([N]−1)d

∂Pv(x)
∂xi

· C j
l (v).

Now by the property (C) of Definition 8.4.3 there are most d + 1 vertices v of

Rc(x) with the property ∇Pv(x) 6= 0. Then if we also use property (A) we

get
∣∣∣ ∂αj(x)

∂xi

∣∣∣ ≤ Θ(d13/δ) and using the property (B) we get |αi(x)| ≤ 1. Thus∣∣∣∣ ∂ fCl
(x,y)

∂xi

∣∣∣∣ ≤ Θ(d14/δ) and
∣∣∣∣ ∂ fCl

(x,y)
∂yi

∣∣∣∣ ≤ Θ(d). Therefore we can conclude that∥∥∇ fCl(x, y)
∥∥

2 ≤ Θ(d15/δ) and hence this proves that the function fCl is Lipschitz

continuous with Lipschitz constant Θ(d15/δ).

To prove the smoothness of fCl , we use the property (B) of the Definition 8.4.3

and we get the following identities

I
∂2 fCl(x, y)

∂xi ∂x`
=

d

∑
j=1

(xj − yj) ·
∂2αj(x)
∂xi ∂x`

+
∂α`(x)

∂xi
+

∂αi(x)
∂x`

I
∂2 fCl(x, y)

∂xi ∂y`
= −∂α`(x)

∂xi

I
∂2 fCl(x, y)

∂yi ∂y`
= 0

where
∂2αj(x)
∂xi ∂x`

= − ∑
v∈([N]−1)d

∂2Pv(x)
∂xi ∂x`

· C j
l (v)

Again using the property (C) of Definition 8.4.3 we get that there are most d + 1

vertices v of Rc(x) such that ∇2Pv(x) 6= 0. This together with the property (A)

of Definition 8.4.3 leads to the fact that
∣∣∣∣ ∂2αj(x)

∂xi ∂x`

∣∣∣∣ ≤ Θ(d25/δ2). Using the later

together with the bounds that we obtained for
∣∣∣ ∂αj(x)

∂xi

∣∣∣ in the beginning of the

proof we get that
∥∥∇2 fCl(x, y)

∥∥
F ≤ Θ(d27/δ2), where with ‖·‖F we denote the

Frobenious norm. Since the bound on the Frobenious norm is a bound to the

spectral norm too, we get that the function fCl is Θ(d27/δ2)-smooth.
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Description and Correctness of the Reduction – Proof of Theorem 8.1.4

We start with a description of the reduction from HighD-BiSperner to the prob-

lem GDAFixedPoint. Suppose we have an instance of HighD-BiSperner given

by boolean circuit Cl : ([N]− 1)d → {−1, 1}d, we construct an instance of the

problem GDAFixedPoint according to the following set of rules.

(?) Construction of Instance for Fixed Points of Gradient Descent/Ascent.

I The payoff function is the function fCl(x, y) from the Definition 8.4.4.

I The domain is the polytope P(A, b) where the matrix A and the vector b

are computed so that the following inequalities hold

xi − yi ≤ ∆, yi − xi ≤ ∆ for all i ∈ [d] (8.4.1)

where ∆ = t · δ/d14, with t ∈ R+ be a constant such that
∣∣∣ ∂Pv(x)

∂xi

∣∣∣ · δ
d12 t ≤ 1

2 ,

for all v ∈ ([N]− 1)d and x ∈ [0, 1]d. The fact that such a constant t exists

follows from the property (A) of the smooth and efficient coefficients.

I The parameter α is set to be equal to ∆/3.

I The parameters G and L are set to be equal to the upper bounds on the Lip-

schitzness and the smoothness of fCl respectively that we derived in Lemma

8.4.5. Namely we have that G = O(d15/δ) and L = O(d27/δ2).

The first thing to observe is that the afore-described reduction is polynomial-

time. For this observe that all of α, G, L, A, and b have representation that is

polynomial in d even if we use unary instead of binary representation. So the

only thing that remains is the existence of a Turing machine C fCl
that computes

the function and the gradient value of fCl in time polynomial to the size of Cl and

the requested accuracy. To prove this we need a detailed description of the SEIC

coefficients and for this reason we postpone the proof of this to the Appendix

E.4. Here we state the formally the result that we prove in the Appendix E.4
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which together with the discussion above proves that our reduction is indeed

polynomial-time.

Theorem 8.4.6. Given a binary circuit Cl : ([N]− 1)d → {−1, 1}d that is an input to

the HighD-BiSperner problem. Then, there exists a polynomial-time Turing machine

C fCl
, that can be constructed in polynomial-time from the circuit Cl such that for all vector

x, y ∈ [0, 1]d and accuracy ε > 0, C fCl
computes both z ∈ R and w ∈ Rd such that

∣∣z− fCl(x, y)
∣∣ ≤ ε,

∥∥w−∇ fCl(x, y)
∥∥

2 ≤ ε.

The running time of C fCl
is polynomial in the binary representation of x, y, and ε.

We also observe that according to Lemma 8.4.5, the function fCl is both G-

Lipschitz and L-smooth and hence the output of our reduction is a valid input

for the constructed instance of the promise problem GDAFixedPoint. The next

step is to prove that the vector x? of every solution (x?, y?) of GDAFixedPoint

with input as we described above, lies in a cubelet that is either panchromatic

according to Cl or is a violation of the rules for proper coloring of the HighD-

BiSperner problem.

Lemma 8.4.7. Let Cl be an input to the HighD-BiSperner problem, let fCl be the corre-

sponding G-Lipschitz and L-smooth function defined in Definition 8.4.4, and let P(A, b)

be the polytope defined by (8.4.1). If (x?, y?) is any solution to the GDAFixedPoint

problem with input α, G, L, C fCl
, A, and b, defined in (?) then the following statements

hold, where we remind that ∆ = t · δ/d14.

� If x?i ∈ (α, 1− α) and x?i ∈ (y?i − ∆ + α, y?i + ∆− α) then
∣∣∣∣ ∂ fCl

(x?,y?)

∂xi

∣∣∣∣ ≤ α.

� If x?i ≤ α or x?i ≤ y?i − ∆ + α then
∂ fCl

(x?,y?)

∂xi
≥ −α.

� If x?i ≥ 1− α or x?i ≥ y?i + ∆− α then
∂ fCl

(x?,y?)

∂xi
≤ α.

The symmetric statements for y?i hold.

� If y?i ∈ (α, 1− α) and y?i ∈ (x?i − ∆ + α, x?i + ∆− α) then
∣∣∣∣ ∂ fCl

(x?,y?)

∂yi

∣∣∣∣ ≤ α.
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� If y?i ≤ α or y?i ≤ x?i − ∆ + α then
∂ fCl

(x?,y?)

∂yi
≤ α.

� If y?i ≥ 1− α or y?i ≥ x?i + ∆− α then
∂ fCl

(x?,y?)

∂yi
≥ −α.

Proof. The proof of this lemma is identical to the proof of Lemma 8.3.7 and for

this reason we skip the details of the proof here.

Lemma 8.4.8. Let Cl be an input to the HighD-BiSperner problem, let fCl be the corre-

sponding G-Lipschitz and L-smooth function defined in Definition 8.4.4, and let P(A, b)

be the polytope defined by (8.4.1). If (x?, y?) is any solution to the GDAFixedPoint

problem with input α, G, L, C fCl
, A, and b, defined in (?), then none of the following

statements hold for the cubelet R(x?).

1. x?i ≥ 1/(N − 1) and for any v ∈ R+(x?), it holds that C i
l (v) = −1.

2. x?i ≤ 1− 1/(N − 1) and for any v ∈ R+(x?), it holds that C1
l (v) = +1.

Proof. We prove that there is no solution (x?, y?) of GDAFixedPoint that satisfies

the statement 1. and the fact that (x?, y?) cannot satisfy the statement 2. follows

similarly. It is convenient for us to define x̂ = x? −∇x fCl(x?, y?), K(y?) = {x |

(x, y?) ∈ P(A, b))}, z = ΠK(y?) x̂, and ŷ = y? − ∇y fCl(x?, y?), K(x?) = {y |

(x?, y) ∈ P(A, b))}, w = ΠK(x?)ŷ.

For the sake of contradiction we assume that there exists a solution of (x?, y?)

such that x?1 ≥ 1/(N− 1) and for any v ∈ R+(x?) it holds that C i
l (v) = −1. Using

this fact, we will prove that (1)
∂ fCl

(x?,y?)

∂xi
≥ 1/2, and (2)

∂ fCl
(x?,y?)

∂yi
= −1.

Let R(x?) =
[

c1
N−1 , c1+1

N−1

]
× · · · ×

[
cd

N−1 , cd+1
N−1

]
, then since all the corners v ∈

R+(x?) have C i
l (v) = −1, from the Definition 8.4.4 we have that

fCl(x?, y?) = (x?i − y?i ) +
d

∑
j=1,j 6=i

(x?j − y?j ) · αj(x)

If we differentiate this with respect to yi we immediately get that
∂ fCl

(x?,y?)

∂yi
= −1.
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On the other hand if we differentiate with respect to xi we get

∂ fCl(x?, y?)

∂xi
= 1 +

d

∑
j=1,j 6=i

(xj − yj) ·
∂αj(x)

∂xi

≥ 1−∑
j 6=i

∣∣xj − yj
∣∣ · ∣∣∣∣∂αj(x)

∂xi

∣∣∣∣
≥ 1− ∆ · d ·Θ

(
d13

δ

)
≥ 1/2

where the above follows from the fact that
∣∣∣ ∂αj(x)

∂xl

∣∣∣ ≤ Θ(d13/δ) (see proof of

Lemma 8.4.5),
∣∣xj − yj

∣∣ ≤ ∆ and the definition of ∆. Now it is easy to see that the

only way to satisfy both
∂ fCl

(x?,y?)

∂xi
≥ 1/2 and

∣∣zi − x?i
∣∣ ≤ α is that either x?i ≤ α

or x?i ≤ y?i − ∆ + α. The first case is excluded by the assumption of the first state-

ment of our lemma and our choice of α = ∆/3 < 1/(N − 1), thus it holds that

x?i ≤ y?i − ∆ + α. But then we can use the case 3. for the y variables of Lemma

8.3.7 and we get that
∂ fCl

(x?,y?)

∂y1
≥ −α, which cannot be true since we proved that

∂ fCl
(x?,y?)

∂yi
= −1. Therefore we have a contradiction and the first statement of the

lemma holds. Using the same reasoning we prove the second statement too.

We are now ready to complete the proof that the our reduction from HighD-

BiSperner to GDAFixedPoint is correct and hence we can prove Theorem 8.1.4.

Proof of Theorem 4.3. Let (x?, y?) be a solution to the GDAFixedPoint problem

with input a Turing machine that represents the function fCl , α = ∆/3, where

∆ = t · δ/d14, G = Θ(d15/δ), L = Θ(d27/δ2), and A, b as described in (?).

For each coordinate i, there exist the following three mutually exclusive cases,

. 1
N−1 ≤ x?i ≤ 1− 1

N−1 : Since |R+(x?)| ≥ 1, it follows directly from Lemma

8.4.8 that there exists v ∈ R+(x?) such that C i
l (v) = −1 and v′ ∈ R+(x?)

such that C i
l (v) = +1.

. 0 ≤ x?i < 1
N−1 : Let C i

l (v) = −1 for all v ∈ R+(x?). By the property (D) of

the SEIC coefficients, we have that there exists v ∈ R+(x?) with vi = 0. This
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node is hence a solution of type 2. for the HighD-BiSperner problem.

. 1− 1
N−1 < x?i ≤ 1: Let C i

l (v) = +1 for all v ∈ R+(x?). By the property (D)

of the SEIC coefficients, we have that there exists v ∈ R+(x?) with vi = 1.

This node is hence a solution of type 3. for the HighD-BiSperner problem.

Since R+(x?) computable in polynomial time given x?, we can easily check for

every i ∈ [d] whether any of the above cases hold. If at least for some i ∈ [d]

the 2nd or the 3rd case from above hold, then the corresponding vertex gives a

solution to the HighD-BiSperner problem and therefore our reduction is correct.

Hence we may assume that for every i ∈ [d] the 1st of the above cases holds. This

implies that the cubelet R(x?) is pachromatic and therefore it is a solution to the

problem HighD-BiSperner.

8.5 Smooth and Efficient Interpolation Coefficients

In this section we describe the construction of the smooth and efficient interpola-

tion coefficients (SEIC) that we introduced in Section 8.4.2. After the description

of the construction we present the statements of the lemmas that prove the prop-

erties (A) - (D) of their Definition 8.4.3 and we refer to the Appendix E.3. We first

remind the definition of the SEIC coefficients.

Definition 8.4.3 (Smooth and Efficient Interpolation Coefficients). For every N ∈

N we define the set of smooth and efficient interpolation coefficients (SEIC) as the

family of functions, called coefficients, Id,N =
{

Pv : [0, 1]d → R | v ∈ ([N]− 1)d
}

with the following properties.

(A) For all vertices v ∈ ([N]− 1)d, the coefficient Pv(x) is a twice-differentiable

function and satisfies

I
∣∣∣ ∂Pv(x)

∂xi

∣∣∣ ≤ Θ(d12/δ).

I
∣∣∣ ∂2Pv(x)

∂xi ∂x`

∣∣∣ ≤ Θ(d24/δ2).
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(B) For all v ∈ ([N]− 1)d, it holds that Pv(x) ≥ 0 and ∑v∈([N]−1)d Pv(x) =

∑v∈Rc(x) Pv(x) = 1.

(C) For all x ∈ [0, 1]d, it holds that all but d + 1 of the coefficients Pv ∈ Id,N

satisfy Pv(x) = 0, ∇Pv(x) = 0 and ∇2Pv(x) = 0. We denote this set of d + 1

vertices by R+(x). Furthermore, it holds that R+(x) ⊆ Rc(x) and given x

we can compute the set R+(x) it time poly(d).

(D) For all x ∈ [0, 1]d, if xi ≤ 1/(N − 1) for some i ∈ [d] then there exists

v ∈ R+(x) such that vi = 0. Respectively, if xi ≥ 1− 1/(N − 1) then there

exists v ∈ R+(x) such that vi = 1.

Our main goal in this section is to prove the following theorem.

Theorem 8.5.1. For every d ∈ N and every N = poly(d) there exist a family of func-

tions Id,N that satisfies the properties (A) - (D) of Definition 8.4.3.

One important component of the construction of the SEIC coefficients is the

smooth-step functions which we introduce in Section 8.5.1. These functions also

provide a toy example of smooth and efficient interpolation coefficients in 1 di-

mension. Then in Section 8.5.2 we present the construction of the SEIC coefficients

in multiple dimensions and in Section 8.5.3 we state the main lemmas that lead

to the proof of Theorem 8.5.1.

8.5.1 Smooth Step Functions – Toy Single-Dimensional Example

Smooth step functions are real-valued function g : R→ R of a single real variable

with the following properties

Step Value. For every x ≤ 0 it holds that g(x) = 0, for every x ≥ 1 it holds that

g(x) = 1 and for every x ∈ [0, 1] it holds that S(x) ∈ [0, 1].

Smoothness. For some k it holds that g is k times continuously differentiable and

its kth derivative satisfies g(k)(0) = 0 and g(k)(1) = 0.
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The largest number k such that the smoothness property from above holds is

characterizes the order of smoothness of the smooth step function g.

In Section 8.3 we have already defined and used the smooth step function of

order 1. For the construction of the SEIC coefficients we use the smooth step

function of order 2 and the smooth step function of order ∞ defined as follows.

Definition 8.5.2. We define the smooth step function S : R→ R of order 2 as the

following function

S(x) =


6x5 − 15x4 + 10x3 x ∈ (0, 1)

0 x ≤ 0

1 x ≥ 1

.

We also define the smooth step function S∞ : R→ R of order ∞ as the following

function

S∞(x) =


2−1/x

2−1/x+2−1/(1−x) x ∈ (0, 1)

0 x ≤ 0

1 x ≥ 1

.

We note that we use the notation S instead of S2 for the smooth step function of

order 2 for simplicitly of the exposition of the paper.

We present a plot of these step function in Figure 8-4, and we summarize

some of their properties in Lemma 8.5.3. A more detailed lemma with additional

properties of S∞ that are useful for the proof of Theorem 8.5.1 is presented in

Lemma E.3.5 in the Appendix E.3.

Lemma 8.5.3. Let S and S∞ be the smooth step functions defined in Definition 8.5.2. It

holds both S and S∞ are monotone increasing functions and that S(0) = 0, S(1) = 1 and

also S′(0) = S′(1) = S′′(0) = S′′(1) = 0. It also holds that S∞(0) = 0, S∞(1) = 1

and also S(k)
∞ (0) = S(k)

∞ (1) = 0 for every k ∈ N. Additionally it holds for every x that

|S′(x)| ≤ 2, and |S′′(x)| ≤ 6 whereas |S′∞(x)| ≤ 16, and |S′′∞(x)| ≤ 32.
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(a) Functions S and S∞.
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(b) The function P3 from Example 8.5.4.

Figure 8-4: (a) The smooth step function S of order 1 and the smooth step function
S∞ of order ∞. As we can see both S and S∞ are continuous and continuously
differentiable functions but S∞ is much more flat around 0 and 1 since it has all
its derivatives equal to 0 both at the point 0 and at the point 1. This makes the S∞
function infinitely many times differentiable. (b) The constructed P3 function of
the family of SEIC coefficients for single dimensional case with N = 5. For details
we refer to the Example 8.5.4.

Proof. For the function S we compute S′(x) = 30x4− 60x3 + 30x2 for x ∈ [0, 1] and

S′(x) = 0 for x 6∈ [0, 1]. Therefore we can easily get that |S′(x)| ≤ 2 for all x ∈ R.

We also have that S′′(x) = 120x3 − 180x2 + 60x for x ∈ (0, 1) and S′′(x) = 0 for

x 6∈ [0, 1] hence we can conclude that |S′′(x)| ≤ 6.

The calculations for S∞ are more complicated. We have that

S′∞(x) = ln(2)
exp

(
ln(2)

x(1−x)

)
(1− 2x(1− x))(

exp
(

ln(2)
x

)
+ exp

(
ln(2)
1−x

))2
(1− x)2 x2

.

We set h(x) ,
(

exp
(

ln(2)
x

)
+ exp

(
ln(2)
1−x

))
(1− x)2 x2 for x ∈ [0, 1] and doing

simple calculations we get that for x ≤ 1/2 it holds that h(x) ≥ 1
4 exp

(
ln(2)

x

)
x2.

But the later can be easily lower bounded by 1/4. Applying the same argument

for x ≥ 1/2 we get that in general h(x) ≥ 1/4. Also it is not hard to see that

for x ≤ 1/2 it holds that exp
(

ln(2)
x(1−x)

)
≤ 4 exp

(
ln(2)

x

)
, whereas for x ≥ 1/2 it

holds that exp
(

ln(2)
x(1−x)

)
≤ 4 exp

(
ln(2)
1−x

)
. Combining all these we can conclude

that |S′∞(x)| ≤ 16. Using similar argument we can prove that |S′′∞(x)| ≤ 32. For
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all the derivatives of S∞ we can inductively prove that

S(k)
∞ (x) =

k−1

∑
i=0

hi(x) · S(i)
∞ (x),

where h0(1) = 0 and all the functions hi(x) are bounded. Then the fact that all the

derivatives of S∞ vanish at 0 and at 1 follows by a simple inductive argument.

Example 8.5.4 (Single Dimensional Smooth and Efficient Interpolation Coefficients).

Using the smooth step functions that we described above we can get a construc-

tion of SEIC coefficients for the single dimensional case. Unfortunately the exten-

sion to multiple dimensions is substantially harder and invokes new ideas that

we explore later in this section. For the single dimensional problem of this exam-

ple we have the interval [0, 1] divided with N discrete points and our goal is to

design N functions P1 - PN that satisfy the properties (A) - (D) of Definition 8.4.3.

A simple construction of such functions is the following

Pi(x) =

S∞ (N · x− (i− 1)) x ≤ i
N−1

S∞ (i + 1− N · x) x > i
N−1

.

Based on Lemma 8.5.3 it is not hard then to see that Pi is twice differentiable

and it has bounded first and second derivatives, hence it satisfies property (A)

of Definition 8.5. Using the fact that 1− S∞(x) = S∞(1− x) we can also prove

property (B). Finally properties (C) and (D) can be proved via the definition of the

coefficient Pi from above. In Figure 8-4 we can see the plot of P3 for N = 5. We

leave the exact proofs of this example as an exercise for the reader.

8.5.2 Construction of SEIC Coefficients in High-Dimensions

The goal of this section is to present the construction of the family Id,N of smooth

and efficient interpolation coefficients for every number of dimensions d and any

discretization parameter N.
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We start with some definitions about the orientation and the representation

of the cubelets of the grid ([N]− 1)d. Then we proceed with the definition of

the Qv functions in Definition 8.5.7. Finally using Qv we can proceed with the

construction of the SEIC coefficients.

Definition 8.5.5 (Source and Target of Cubelets). Each cubelet
[

c1
N−1 , c1+1

N−1

]
× · · · ×[

cd
N−1 , cd+1

N−1

]
, where c ∈ ([N − 1]− 1)d admits a source vertex sc = (s1, . . . , sd) ∈

([N]− 1)d and a target vertex tc = (t1, . . . , td) ∈ ([N]− 1)d defined as follows,

sj =

 cj + 1 cj is odd

cj cj is even
and tj =

 cj cj is odd

cj + 1 cj is even

Notice that the source sc and the target tc are vertices of the cubelet whose down-

left corner is c.

Definition 8.5.6. (Canonical Representation) Let x ∈ [0, 1]d and

R(x) =
[

c1

N − 1
,

c1 + 1
N − 1

]
× · · · ×

[
cd

N − 1
,

cd + 1
N − 1

]

where c ∈ ([N − 1]− 1)d. The canonical representation of x under cubelet with

down-left corner c, denoted by pc
x = (p1, . . . , pd) is defined as follows,

pj =
xj − sj

tj − sj

where tc = (t1, . . . , td) and sc = (s1, . . . , sd) are respectively the target and the

source of R(x).

Definition 8.5.7 (Defining the functions Qv(x)). Let x ∈ [0, 1]d lying in the cublet

R(x) =
[

c1
N−1 , c1+1

N−1

]
× · · · ×

[
cd

N−1 , cd+1
N−1

]
, with corners Rc(x) = {c1, c1 + 1} × · · · ×

{cd, cd + 1}, where c ∈ ([N − 1]− 1)d. Let also sc = (s1, . . . , sd) be the source

vertex of R(x) and pc
x = (p1, . . . , pd) be the canonical representation of x. Then

for each vertex v ∈ Rc(x) we define the following partition of [d],

Ac
v = {j : |vj − sj| = 0} and Bc

v = {j : |vj − sj| = 1}
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If there exist j ∈ Ac
v and ` ∈ Bc

v such that pj ≥ p` then Qc
v(x) = 0. Otherwise we

define3

Qc
v(x) =


∏j∈Ac

v ∏`∈Bc
v

S∞(S(p`)− S(pj)) Ac
v, Bc

v 6= ∅

∏d
`=1 S∞(1− S(p`)) Bc

v = ∅

∏d
j=1 S∞(S(pj)) Ac

v = ∅

where S∞(x) and S(x) are the smooth step function defined in Definition 8.5.2.

To provide a better understanding of the Definitions 8.5.5, 8.5.6, and 8.5.7 we

present the following 3-dimensional example.

Example 8.5.8. We consider a case where d = 3 and N = 3. Let x =
(

1.3
3 , 2.5

3 , 0.3
3

)
lying in the cubelet R(x) =

[
1
3 , 2

3

]
×
[2

3 , 1
]
×
[
0, 1

3

]
, and let c = (1, 2, 0). Then

the source of R(x) is sc = (2, 2, 0) and the target tc = (1, 3, 1) (Definition 8.5.5).

The canonical representation of x is pc
x = (0.7, 0.5, 0.3) (Definition 8.5.6). The only

vertices with no-zero coefficients Qc
v(x) are those belonging in the set R+(x) =

{(1, 3, 1), (1, 3, 0), (1, 2, 0), (2, 2, 0)} and again by Definition 8.5.7 we have that

. Q(1,3,1)(x) = S∞(S(0.3)) · S∞(S(0.5)) · S∞(S(0.7)),

. Q(1,3,0)(x) = S∞(S(0.5)− S(0.3)) · S∞(S(0.7)− S(0.3)),

. Q(1,2,0)(x) = S∞(S(0.7)− S(0.3)) · S∞(S(0.7)− S(0.5)),

. Q(2,2,0)(x) = S∞(1− S(0.3)) · S∞(1− S(0.5)) · S∞(1− S(0.7)).

Now based on the Definitions 8.5.5, 8.5.6, and 8.5.7 we are ready to present the

construction of the smooth and efficient interpolation coefficients.

Definition 8.5.9 (Construction of SEIC Coefficients). Let x ∈ [0, 1]d lying in the

cubelet R(x) =
[

c1
N−1 , c1+1

N−1

]
×· · ·×

[
cd

N−1 , cd+1
N−1

]
. Then for each vertex v ∈ ([N]− 1)d

the coefficient Pv(x) is defined as follows,

Pv(x) =

 Qc
v(x)/(∑v∈Rc(x) Qc

v(x)) if v ∈ Rc(x)

0 if v /∈ Rc(x)

3We note that in the following expression ∏ denotes the product symbol and should not be
confused with the projection operator used in the previous sections.
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where the functions Qc
v(x) ≥ 0 are defined in Definition 8.5.7 for any v ∈ Rc(x).

8.5.3 Sketch of the Proof of Theorem 8.5.1

First it is necessary to argue that Pv(x) is a continuous function since it could be

the case that Qc
v(x)/(∑v∈Rc(x) Qc

v(x)) 6= Qc′
v (x)/(∑v∈Vc′

Qc′
v (x)) for some point x

that lies in the boundary of two adjacent cubelets with down-left corners c and c′

respectively. We specifically design the coefficients Qc
v(x) such as the latter does

not occur and this is the main reason that the definition of the function Qc
v(x) is

slightly complicated. For this reason we prove the following lemma.

Lemma 8.5.10. For any vertex v ∈ ([N]− 1)d, Pv(x) is a continuous and twice differen-

tiable function and for any v /∈ Rc(x) it holds that Pv(x) = ∇Pv(x) = ∇2Pv(x) = 0.

Moreover, for every x ∈ [0, 1]d the set R+(x) of vertices v ∈ ([N]− 1)d such that

Pv(x) > 0 satisfies |R+(x)| = d + 1.

Based on Lemma 8.5.10 and the expression of Pv we can prove that the Pv coeffi-

cients defined in Definition 8.5.9 satisfy the properties (B) and (C) of the definition

8.4.3. To prove the properties (A) and (D) we also need the following two lemmas.

Lemma 8.5.11. For any vertex v ∈ ([N]− 1)d, it holds that

1.
∣∣∣ ∂Pv(x)

∂xi

∣∣∣ ≤ Θ(d12/δ),

2.
∣∣∣ ∂2Pv(x)

∂xi ∂xj

∣∣∣ ≤ Θ(d24/δ2).

Lemma 8.5.12. Let a point x ∈ [0, 1]d and R+(x) the set of vertices with Pv(x) > 0,

then we have that

1. If 0 ≤ xi < 1/(N − 1) then there always exists a vertex v ∈ R+(x) such that

vi = 0.

2. If 1− 1/(N − 1) < xi ≤ 1 then there always exists a vertex v ∈ R+(x) such that

vi = 1.
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The proofs of Lemmas 8.5.10, 8.5.11, and 8.5.12 can be found in Appendix E.3.

Based on Lemmas 8.5.10, 8.5.11, and 8.5.12 we are now ready to prove Theorem

8.5.1.

Proof of Theorem 8.5.1. The fact that the coefficients Pv satisfy the property (A) fol-

lows directly from Lemma 8.5.11. Property (B) follows directly from the definition

of Pv in Definition 8.5.9 and the simple fact that Qc
v(x) ≥ 0. Property (C) follows

from the second part of Lemma 8.5.10. Finally Property (D) follows directly from

Lemma 8.5.12.

8.6 Unconditional Black-Box Lower Bounds

In this section our goal is to prove Theorem 8.1.5 based on the Theorem 8.1.4 that

we proved in Section 8.4 and the known black box lower bounds that we know for

PPAD by [HPV89]. In this section we assume that all the real number operation

are performed with infinite precision.

Theorem 8.6.1 ([HPV89]). Assume that there exist an algorithm A that has black-box or-

acle access to the value of a function M : [0, 1]d → [0, 1]d and outputs w? ∈ [0, 1]d. There

exists a universal constant c > 0 such that if M is 2-Lipschitz and ‖M(w?)−w?‖2 ≤

1/(2c), then A has to make at least 2d different oracle calls to the function value of M.

It is easy to observe in the reduction in the proof of Theorem 8.4.2 is a black-

box reduction and in every evaluation of the constructed circuit Cl only requires

one evaluation of the input function M. Therefore the proof of Theorem 8.4.2

together with the Theorem 8.6.1 imply the following corollary.

Corollary 8.6.2 (Black-Box Lower Bound for Bi-Sperner). Let Cl : ([N]− 1)d →

{−1, 1}d be an instance of the HighD-BiSperner problem with N = O(d). Then any

algorithm that has black-box oracle access to Cl and output a solution to the corresponding

HighD-BiSperner problem, needs 2d different oracle calls to the value of Cl.

Based on Corollary 8.6.2 and the reduction that we presented in Section 8.4,

we are now ready to prove Theorem 8.1.5.
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Figure 8-5: Pictorial representation on the way the black box lower bound fol-
lows from the white box PPAD-completeness that presented in Section 8.4 and
the known black box lower bounds for the Brouwer problem by [HPV89]. In
the figure we can see the four dimensional case of Section 8.3 that corresponds
to the 2D-BiSperner and the 2-dimensional Brouwer. As we can see, in that case
1 query to O f can be implemented with 3 queries to 2D-BiSperner and each
of these can be implemented with 1 query to 2-dimensional Brouwer. In the
high dimensional setting of Section 8.4, every query (x, y) to the oracle O f to
return the values f (x, y) and ∇ f (x, y) can be implemented via d + 1 oracles to
an HighD-BiSperner instance. Each of these oracles to HighD-BiSperner can be
implemented via 1 oracle to a Brouwer instance. Therefore an Md query lower
bound for Brouwer implies an Md query lower bound for HighD-BiSperner

which in turn implies an Md/(d + 1) query lower bound for our GDAFixedPoint

and LR-LocalMinMax problems.

Proof of Theorem 8.1.5. This proof follows the steps of Figure 8-5. The last part of

that figure is established in Corollary 8.6.2. So what is left to prove Theorem 8.1.5

is that for every instance of HighD-BiSperner we can construct a function f such

that the oracle O f can be implemented via d+ 1 queries to the instance of HighD-

BiSperner and also every solution of GDAFixedPoint with oracle access O f to f

and ∇ f reveals one solution of the starting HighD-BiSperner instance.

To construct this oracle O f we follow exactly the reduction that we described

in Section 8.4. The correctness of the reduction that we provide in Section 8.4

suffices to prove that every solution of the GDAFixedPoint with oracle access O f

to f and ∇ f gives a solution to the initial HighD-BiSperner instance. So the only

thing that remains is to bound the number of queries to the HighD-BiSperner

instance that we need in order to implement the oracle O f . To do this consider

the following definition of f based on an instance Cl of HighD-BiSperner from
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Definition 8.4.4

fCl(x, y) =
d

∑
j=1

(xj − yj) · αj(x)

where αj(x) = −∑v∈([N]−1)d Pv(x) · C j
l (v), and Pv are the coefficients define in

Definition 8.4.3. From the property (C) of the coefficients Pv we have that to

evaluate aj(x) we only need the values C j
l (v) for d + 1 coefficients v and the

same coefficients are needed to evaluate aj(x) for every j. This implies that for

every (x, y) we need d + 1 oracle calls to the instance Cl of HighD-BiSperner so

that O f returns the value of fCl(x, y). If we take the gradient of fCl with respect

to (x, y) then an identical argument implies that the same set of d + 1 queries

to HighD-BiSperner are needed so that O f returns the value of ∇ fCl(x, y) too.

Therefore every query to the oracle O f can be implemented via d + 1 queries to

Cl. Now we can use Corollary 8.6.2 to get that the number of queries that we

need in order to solve the GDAFixedPoint with oracle access O f to f and ∇ f

is at least 2d/(d + 1). Finally observe that the proof of the Theorem 8.2.1 applies

in the black box model too. Hence finding solution of GDAFixedPoint in when

we have black box access O f to f and ∇ f is equivalent to finding solutions of

LR-LocalMinMax when we have exactly the same black box access O f to f and

∇ f . Therefore to find solutions of LR-LocalMinMax with black box access O f to

f and ∇ f we need at least 2d/(d + 1) queries to O f and the theorem follows.

8.7 The Complexity of Min-Max Equilibrium –

Global Regime

In this section our goal is to prove that the complexity of LocalMinMax is sig-

nificantly increased when ε, δ lie outside the local regine, in the global regime.

This is formalized in the following theorem where we show that LocalMinMax

is actually FNP-hard.

Theorem 8.7.1. LocalMinMax is FNP-hard even for ε = 1/384 and δ = 1.
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Proof. We now present a reduction from 3-SAT(3) to LocalMinMax that proves

Theorem 8.7.1. First we remind the definition of the problem 3-SAT(3).

3-SAT(3)3-SAT(3)

Input: A boolean CNF-formula φ with boolean variables x1, . . . , xn such that

every clause of φ has at most 3 boolean variables and every boolean variable

appears to at most 3 clauses.

Output: An assignment x ∈ {0, 1}n that satisfies φ, or ⊥ if no satisfying assign-

ment exists.

Given an instance of 3-SAT(3) we first construct a polynomial Pj(x) for each

clause φj as follows: for each boolean variable xi we correspond a respective

real-valued variable xi. Then for each clause φj, let `i, `k, `m denote the literals

participating in φj, Pj(x) = Pji(x) · Pjk(x) · Pjm(x) where

Pji(x) =

 1− xi if `i = xi

xi if `i = xi

Then the overall constructed function is

f (x, w, z) =
m

∑
j=1

Pj(x) · (wj − zj)
2

where each wj, zj are additional variables associated with clause φj. The player

that wants to minimize f controls x, w vectors while the maximizing player con-

trols the z variables.

Lemma 8.7.2. The formula φ admits a satisfying assignment if and only if there exist an

(ε, δ)-local min-max equilibrium of f with ε ≤ 1/384 and δ = 1.

Proof. Let ((x?, w?), z?) be an (ε, δ)-local min-max equilibrium of f . Let us assume

that there exists a satisfying assignment. We then set each variable x?i , 1 if and

only if the respective boolean variable is true. Observe that this implies that

Pj(x?) = 0 for all j, meaning that the strategy profile ((x?, w?), z?) is a global

Nash equilibrium no matter the values of w?, z?.
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On the opposite direction, let us assume the that there exists a (ε, δ)-Local

Nash with ε = 1/224 and δ = 1. In this case we first prove that for each j =

1, . . . , m

Pj(x?) ≤ 16 · ε.

Fix any clause j. In case
∣∣∣w?

j − z?j
∣∣∣ ≥ 1/4 then the minimizing player can further

decrease f by at least Pj(x)/16 by setting w?
j , z?j . On the other hand in case∣∣∣w?

j − z?j
∣∣∣ ≤ 1/4 then the maximizing player can increase f by at least Pj(x?)/16

by moving z?j either to 0 or to 1. We remark that both of the options are feasible

since δ = 1.

Now consider the probability distribution over the boolean assignments where

each boolean variable xi is independently selected to be true with probability x?i .

Then,

P
(
clause φj is not satisfied

)
= Pj(x?) ≤ 16 · ε = 1/24

Since each φj shares variables with at most 6 other clauses, the event of φj not

being satisfied is dependent with at most 6 other events. By the Lovasz Local

Lemma, we get that the probability none of these events occur is positive. As a

result, there exists a satisfying assignment.

Hence the formula φ is satisfiable if and only if f has a (1/384, 1)-local min-

max equilibrium point. What is left to prove the FNP-hardness is to show how

we can find a satisfying assignment of φ given an approximate stationary point

of f . This can be done using the celebrated results that provide constructive

proofs of the Lovász Local Lemma [Mos09, MT10]. Finally to conclude the proof

observe that since the f that we construct is a polynomial of degree 6 which

can efficiently be described as a sum of monomials, we can trivially construct a

Turing machine that computes the values of both f and ∇ f in the polynomial

time in the requested number of bits accuracy. It is also not hard to observe that

the constructed f is O(1)-Lipschitz and O(1)-smooth. Therefore our reduction

produces a valid instance of LocalMinMax and hence the theorem follows.
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Chapter 9

Finding Stationary Points in 2-D

Min-Max Optimization

In this section we present a second-order algorithm that is guaranteed to asymp-

totically converge to an approximate local solution for the 2-dimensional min-max

optimization problem. The main idea of the algorithm comes from the reduction

presented in Chapter 8 that shows that finding approximate local solutions of

min-max problems is in the complexity class PPAD. The brief idea is that the

BiSperner problem that we presented in Chapter 8 is PPAD-complete and as we

show in this chapter there exists an algorithm for BiSperner with asymptotic

convergence guarantees. Using the idea of this discrete algorithm we design the

corresponding continuous-time algorithm for 2-D min-max problems, which as

we show it is a second-order dynamic, and we prove that asymptotically conver-

gences to an approximate local solution.

9.1 Notation and Preliminaries

We remind the definition of a Euclidean ball in 2-D and the definition of approxi-

mate local min-max equilibrium which we also sometimes call approximate local

Nash equilibrium. We conclude the section with a description of the implicit

function theorem that is essential for our proof.
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Definition 9.1.1 (Euclidean Ball). For r ∈ R+ we define the closed Euclidean ball

of radius r to be the set Bd(r) =
{

x ∈ R2 | ‖x‖2 ≤ r
}

. We also define the closed

Euclidean ball of radius r centered at z ∈ R2 and projected to [a, b]2 to be the set

Bd(r; z) =
{

x ∈ [a, b]2 | ‖x− z‖2 ≤ r
}

.

Definition 9.1.2 (Approximate local Nash equilibrium). For f : [a, b] × [a, b] L-

Lipschitz and (L, L)-smooth, a point (x?, y?) ∈ [a, b]× [a, b] is an (ε, δ)-local min-

max equilibrium if and only if

I f (x, y?) ≥ f (x?, y?)− ε for all x ∈ Bd(x?, δ),

I f (x?, y) ≤ f (x?, y?) + ε for all y ∈ Bd(y?, δ).

Implicit function theorem. To show the existence of the trajectory taken by our

continuous-time algorithm, we will make use of the following classical result.

Theorem 9.1.3 (Implicit function theorem). Suppose g : Rn+1 → Rn is a continu-

ously differentiable function. Suppose w = (w0, . . . , wn) ∈ Rn+1 so that g(w) = 0 ∈

Rn, and that the Jacobian

Jg,1:n(w) :=

(
∂gi

∂xj
(w0, . . . , wn)

)
1≤i≤n,1≤j≤n

is invertible. Then there is an open set U ⊂ R containing w0 and a unique continuously

differentiable function h : U → Rn so that h(a0) = (w1, . . . , wn) and

g(x0, h(x0)) = 0 ∀x0 ∈ U.

Moreover, for x0 ∈ U, we have that

ḣ(x0) = −Jg,1:n(x0, h(x0))
−1 ∂

∂x0
g(x0, h(x0)),

where ∂
∂x0

g(x0, h(x0)) ∈ Rn.
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9.2 Combinatorial Proof of Bi-Sperner Lemma

In this section we describe an asymptotic discrete algorithm for solving the 2D-

BiSperner problem that we remind below. The convergence properties of this

algorithm provides also a proof of totality of 2D-BiSperner, namely that it always

has a solution. Here we define a slightly sloppy version of 2D-BiSperner where

the to the circuit Cl input is instead of {0, 1}n × {0, 1}n is [N]× [N], where N can

be a number that could be not equal to a power of 2. To see that does not change

the definition of the problem we can see that we can set n = dlog(N)e and extend

the boundary colors to the for the points that belong to {0, 1}n × {0, 1}n but not

to [N]× [N] so that no solutions are created.

2D-BiSperner2D-BiSperner

Input: A boolean circuit Cl : [N]× [N]→ {−1, 1}2.

Output: A vertex (i, j) ∈ {0, 1}n × {0, 1}n such that one of the following holds

1. i 6= N, j 6= N,

⋃
i′−i∈{0,1}
j′−j∈{0,1}

C1
l (i
′, j′) = {−1, 1},

⋃
i′−i∈{0,1}
j′−j∈{0,1}

C2
l (i
′, j′) = {−1, 1}, or

2. i = 1 and C1
l (i, j) = −1, or

3. i = N and C1
l (i, j) = +1, or

4. j = 1 and C2
l (i, j) = −1, or

5. j = N and C2
l (i, j) = +1.

Theorem 9.2.1 (Bi-Sperner Lemma). 2D-BiSperner always has a solution.

The first step toward our asymptotic convergence algorithms is to reduce any

instance of 2D-BiSperner to an instance where the boundary conditions are guar-

anteed to be satisfied, i.e. none of the solutions 2. to 5. occur. This way we are

only looking for a panchromatic square cell, i.e. a solution of type 1., For the rest

of this section it is useful to give names to combinations of colors that can appear
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in a 2D-BiSperner instance. Namely, we define

A , (+1,+1), B , (+1,−1), C , (−1,−1) D , (−1,+1).

9.2.1 Reduction to Satisfy Boundary Condition

We start from an instance Cl : [N]× [N] → {−1, 1}2 of 2D-BiSperner to an other

instance C ′l : [N′]× [N′]→ {−1, 1}2 with N′ = N + 4. Then we define

C ′l (i + 2, j + 2) = Cl(i, j) for (i, j) ∈ [N]× [N]

C ′l (2, j + 2) = (+1, C2
l (1, j)) for (i, j) ∈ [N]× [N]

C ′l (N + 3, j + 2) = (−1, C2
l (1, j)) for (i, j) ∈ [N]× [N]

C ′l (i + 2, 2) = (C1
l (1, j),+1) for (i, j) ∈ [N]× [N]

C ′l (i + 2, N + 3) = (C1
l (1, j),−1) for (i, j) ∈ [N]× [N]

C ′l (1, j + 2) = (+1,+1) for j ∈ [N]

C ′l (i + 2, N + 4) = (+1,−1) for i ∈ [N]

C ′l (N + 4, j + 2) = (−1,−1) for j ∈ [N]

C ′l (i + 2, 1) = (−1,+1) for i ∈ [N]

C ′l (i, j) = (+1,+1) for i ∈ [1, 2], j ∈ [1, 2]

C ′l (i, N + 2 + j) = (+1,−1) for i ∈ [1, 2], j ∈ [1, 2]

C ′l (N + 2 + i, N + 2 + j) = (−1,−1) for i ∈ [1, 2], j ∈ [1, 2]

C ′l (N + 2 + i, j) = (−1,+1) for i ∈ [1, 2], j ∈ [1, 2]

The following lemma summarizes some properties of the constructed C ′l in-

stance of 2D-BiSperner.

Lemma 9.2.2. The following statements hold.

1. There exists only one edge in the boundary of C ′l such that one vertex has the color

A and the other vertex has the color B.

2. The instance C ′l of 2D-BiSperner cannot have a solution of type 2. to 5..

3. Any solution of the instance Cl of 2D-BiSperner corresponds to a solution of C ′l of

2D-BiSperner and vice versa.

240



Proof. The first two part of the lemma follow directly from the definition of C ′l . For

Part 3. observe that the only possible solution of C ′l is a panchomatic square cell.

If this panchromatic square cell has bottom left corner (i, j) with (i, j) ∈ [3, N + 2]

then obviously this is also a panchromatic square cell of Cl. If i ≤ 2 then the only

way to have a panchromatic square in C ′l is that C1(1, `) = −1 for some ` ∈ [N]

and ` = j − 2. This is immediately a solution of type 2. of the instance Cl of

2D-BiSperner. The same way we can argue about i ≥ N + 3, j ≤ 2, and j ≥ N + 3

and the lemma follows.

Therefore from now on we focus on the C ′l instance to describe a discrete

asymptotic algorithm for finding panchromatic square cell in C ′l .

9.2.2 Asymptotic Algorithm for Panchromatic Square

The algorithm is easier to describe it using the combination of colors A, B, C, and

D that we defined earlier. The algorithm is an iterative algorithm and at every

iteration it moves from one square cell in the [N + 4] × [N + 4] grid to another

until it reaches a panchromatic square cell. For every (i, j) ∈ [N + 3]× [N + 3],

we define the square cell with bottom left corner (i, j) as

Lc(i, j) , {(i, j), (i + 1, j), (i, j + 1), (i + 1, j + 1)} .

In particular, the algorithm moves from square cell L1 where the only combination

of colors is A and B to another square cell L2 that shares with L1 an edge with

colors A and B. This transition happens until we find a square cell with colors

A, B and C or A, B, and D. It is not hard to see that both of these correspond to

panchromatic squares.

The algorithm has three phases: (1) initialization, (2) transition, and (3) stop-

ping rule. The pseudocode of this algorithm is presented in Algorithm 8.

(1) Initialization. As we can see from Lemma 9.2.2 there is only one edge in the

boundary of the instance C ′l such that the colors are A, B and in particular
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Algorithm 8 Asymptotic Algorithm for solving 2D-BiSperner.

1: procedure SolveBiSperner(Cl)
2: Construct C ′l from Cl as in Section 9.2.1
3: t← 0
4: (i(0), j(0))← (1, N + 3)
5: e(0) ← ((1, N + 3), (1, N + 4)) . e(t) is the edge that we traversed at step t
6: while Lc(i(t), j(t)) is not panchromatic do
7: e(= (v1, v2))← edge of Lc(i(t), j(t)) with colors C ′l (v1) = A, C ′l (v2) = B

and e 6= e(s) for all s ≤ t
8: (i(t+1), j(t+1))← bottom left corner of cell that shares e with Lc(i(t), j(t))
9: t← t + 1

10: return Lc(i(t), j(t))

this edge is the ((1, N + 3), (1, N + 4)). So our first cell is Lc(1, N + 3).

(2) Transition. It is clear that every square cell that has only the combinations A

and B has at least two edges with A, B colors. Since we used one of them

to get in the cell from a previous neighboring cell, we use another one, that

we haven’t used so far, to move to the next cell. The important observation

here is the following.

Claim 9.2.3. Every square cell with colors only A, B has an even number of edges

with both colors A, B.

Proof. Simple proof by enumerating the 15 square cells with colors A, B.

From Claim 9.2.3 we have that every time that we enter a square cell L using

an A, B edge this cell L contains at least one more A, B edge that we haven’t

traverse so far and we use to traverse this edge and get to a neighboring

square cell.

(3) Stopping Rule. We stop when we reach a square cell with all of the colors A,

B, C or A, B, D.

The main theoretical properties of Algorithm 8 can be summarized in the fol-

lowing theorem.
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Theorem 9.2.4. The Algorithm 8 always converges to a square cell that is panchromatic

with respect to C ′l .

Proof. It is clear from the transition phase and from Claim 9.2.3 that the algorithm

cannot stop to a square with only A, B colors because there exists always an edge

that we haven’t traverse so far to traverse. Also from part 1. of Lemma 9.2.2 we

have that the algorithm can never hit the boundary after the initialization. Hence

the only way that the algorithm stops is at a square cell with all of the colors A,

B, and C or A, B, and D. Both cases correspond to an panchromatic square. Also

observe that every square cell is visited at most twice during the execution of the

algorithm hence the algorithm has to finish after 2 · (N + 3)2 steps since it can

never hit the boundary after the initialization.

9.3 Continuous-time Bi-Sperner algorithm in 2D

For our analysis in this section we make the following assumption which ensure

that the curve cut out by the equation ∂ f
∂y = 0 never branches or comes to an

abrupt end.

Assumption 9.3.1 (Low curve density). We assume that for all (x, y) ∈ [−1, 1]2

satisfying ∂ f
∂y (x, y) = 0, the vector

F(x, y) ,

 ∂2 f
∂x∂y (x, y)
∂2 f
∂y2 (x, y)


is bounded below in norm by ρ, i.e., ‖F(x, y)‖2 ≥

√
2ρ. For convenience we use

the notation F(x, y) = (Fx(x, y), Fy(x, y))>.

Assumption 9.3.2 (Lipschitzness and Smoothness). We assume that for all (x, y), (x′, y′) ∈
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[−1, 1]2, it holds that

∣∣ f (x, y)− f (x′, y′)
∣∣ ≤ G ·

∥∥(x, y)− (x′, y′)
∥∥

2 ,∥∥∇ f (x, y)−∇ f (x′, y′)
∥∥

2 ≤ L ·
∥∥(x, y)− (x′, y′)

∥∥
2 ,∥∥∥∇2 f (x, y)−∇2 f (x′, y′)

∥∥∥
F
≤ L ·

∥∥(x, y)− (x′, y′)
∥∥

2 .

In order to simplify the exposition for the rest of the paper we use L = max {L, L}

which means that

∥∥∇ f (x, y)−∇ f (x′, y′)
∥∥

2 ≤ L ·
∥∥(x, y)− (x′, y′)

∥∥
2 , and

∥∥∥∇2 f (x, y)−∇2 f (x′, y′)
∥∥∥

F
≤ L ·

∥∥(x, y)− (x′, y′)
∥∥

2 .

The following lemma describes the local behavior of the “continuous Bi-Sperner

algorithm” in the interior. For ease of notation we write Z , [−1, 1]2, Z◦ ,

(−1, 1)2 for the interior of Z , and ∂Z , Z \ Z◦.

Lemma 9.3.3 (Local behavior). Suppose f : Z → R satisfies Assumptions 9.3.1 and

9.3.2, and some (x0, y0) ∈ Z◦ satisfies ∂ f
∂y (x0, y0) = 0. Then there is some δ > 0 and

a unique continuously differentiable map γ : (−δ, δ) → Z so that γ(0) = (x0, y0),
∂ f
∂y (γ(t)) = 0 for all t ∈ (−δ, δ) and

γ̇(t) =

 Fy(γ(t))

−Fx(γ(t))

 .

Proof. To establish the existence of the map γ, we consider the following two

cases, which are exhaustive by Assumption 9.3.1.

Case 1. Fy(x0, y0) 6= 0. Here we apply Theorem 9.1.3 with n = 1, and g(x, y) =
∂ f
∂y (x, y). Using this application of Theorem 9.1.3 we can conclude that there is

a neighborhood [−1, 1] ⊃ U 3 x0 and a continuously differentiable function h :

U → R so that h(x0) = y0 and for x ∈ U, g(x, h(x)) = 0. Now for x ∈ U, define
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γ0(x) = (x, h(x)), so that

dγ0(x)
dx

=

 1

− ∂2 f
∂y2 (x, h(x))−1 ·

(
∂2 f

∂x∂y (x, h(x))
) . (9.3.1)

By making the neighborhood U sufficiently small and by Assumption 9.3.2, we

may guarantee that the function ∂2 f
∂y2 (x, h(x)) is Lipschitz as a function of x for

x ∈ U. Then by the existence and uniqueness theorem for solutions to ODEs, e.g.

the Picard-Lindelöf theorem (Theorem I.3.1 [CL55]), for sufficiently small δ > 0,

there is a continuously differentiable function γx : (−δ, δ) → R2 with γ(0) = x0

and so that for t ∈ (−δ, δ), γx(t) ∈ U and

γ̇x(t) =
∂2 f
∂y2 (γx(t), h(γx(t)). (9.3.2)

Now set γy(t) = h(γx(t)), and then γ(t) , (γx(t), γy(t)). Hence, for t ∈

(−δ, δ), we have that ∂ f
∂y (γ(t)) = 0. By (9.3.1) and (9.3.2), it follows that

γ̇(t) =

 ∂2 f
∂y2 (γ(t))

− ∂2 f
∂x∂y (γ(t))

 .

Case 2. Fx(x, y) 6= 0. This case is symmetric to Case 1, except we set g(y, x) =
∂ f
∂y (x, y). Then the corresponding (9.3.1) equation becomes

dγ0(y)
dy

=

− ∂2 f
∂x∂y (h(y), y)−1 ·

(
∂2 f
∂y2 (h(y), y)

)
1

 (9.3.3)

whereas the corresponding (9.3.2) becomes

γ̇y(t) = −
∂2 f

∂x∂y
(h(γy(t)), γy(t)) (9.3.4)

and the existence of the differentiable function γ follows.
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Uniqueness of γ follows from the uniqueness portion of the implicit function

theorem and the uniqueness statement for solutions to ODEs.

Lemma 9.3.4. Suppose f : Z → R satisfies Assumptiosn 9.3.1 and Assumption9.3.2,

and γ : (−δ, δ) → U ⊂ Z is a continuously differentiable curve, where U is a region

with diameter at most ηρ
L , for some η ∈ (0, 1/C) such that δ · η ≤ 1/(CL), where C is

a universal positive constant. Let A be the quadraliteral whose vertices are given by the

following vertices

A1 , γ(−δ) + ξ · v(−δ), A2 , γ(−δ)− ξ · v(−δ),

A3 , γ(δ) + ξ · v(δ), A4 , γ(δ)− ξ · v(δ),

where for t ∈ [−δ, δ], let v(t) = F(γ(t))/ ‖F(γ(t))‖2, so that 〈v(t), γ̇(t)〉 = 0, and

ξ = ρ
CL where C is the universal constant from above. Then the following properties hold.

1. The length |γ| of γ and area |A| of A satisfy |γ| ≤ C·L·|A|
ρ for a universal constant

C.

2. The only points (x, y) ∈ A so that ∂ f
∂y (x, y) = 0 are given by those of the form γ(t)

for t ∈ (−δ, δ).

Proof. First note that by Assumptions 9.3.1 and 9.3.2, we have that

∥∥F(γ(t))− F(γ(t′))
∥∥

2 ≤ L
∥∥γ(t)− γ(t′)

∥∥
2 ≤ ηρ ≤ η ·min

{
‖F(γ(t))‖2 ,

∥∥F(γ(t′))
∥∥

2

}
(9.3.5)

for any t, t′ ∈ (−δ, δ). Hence we get that

〈F(γ(t)), F(γ(t′))〉
‖F(γ(t))‖2 · ‖F(γ(t′))‖2

≥ ‖F(γ(t))‖
2
2 + ‖F(γ(t′))‖

2
2 − (ρη)2

2 ‖F(γ(t))‖2 · ‖F(γ(t′))‖2
≥ 1− η

where we have used (9.3.5), the fact that a2 + b2 ≥ 2ab for any a, b ∈ R and the

fact that η2/2 ≤ η for our choice of η. It hence follows that for all t′, t ∈ (−δ, δ)
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we have that 〈γ̇(t),γ̇(t′)〉
‖γ̇(t)‖·‖γ̇(t′)‖ ≥ 1− η. Now we can make the following calculations

〈γ(δ)− γ(−δ), γ̇(−δ)〉 =
∫ δ

−δ
〈γ̇(t), γ̇(−δ)〉dt

≥ (1− η) · ‖γ̇(−δ)‖2

∫ δ

−δ
‖γ̇(t)‖2 dt

≥ (1− η) · |γ| · ‖γ̇(−δ)‖2 .

Now we have that the area of A is lower bounded by the area of the triangle B

with vertices

B1 , γ(−δ) + ξ · v(−δ), B2 , γ(−δ)− ξ · v(−δ), B3 , γ(δ)

The area of B can be computed as follows

|B| = 1
2
· 2ξ · 〈γ(δ)− γ(−δ),

γ̇(−δ)

‖γ̇(−δ)‖2
〉

and from the above bounds we get

|B| ≥ ξ · (1− η) · |γ| ≥ 1
2
· (1− η) · |γ| .

From the latter we get that

|γ| ≤ 2 |A|
ξ

=
2 · C · L · |A|

ρ

and the first part of the lemma follows.

To prove the second part of the lemma, we need the following claim.

Claim 9.3.5. Any point (x, y) ∈ A may be written as γ(t)+ ζ · v(t), for some t ∈ [−δ, δ]

and |ζ| ≤ 5ρ
CL .

Proof. Consider the parallelepiped P1 with sides (γ(−δ), γ(δ)) and (−ξ · v(−δ), ξ ·

v(−δ)) and the parallelepiped P2 with sides (γ(−δ), γ(δ)) and (−ξ · v(δ), ξ · v(δ)).

Then it is trivial to see that A ⊆ P1 ∪ P2. Hence the diameter of A is at most the
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maximum of the diameters of P1 and P2. Therefore the diameter of A is at most

2ξ + ‖γ(δ)− γ(−δ)‖2 ≤ 2ξ + ηρ
L .

We also define the curve

κ(t) =
1
2δ

(δ− t)γ(−δ) +
1
2δ

(t + δ)γ(δ).

Our first goal is to upper bound the difference between κ(t) and γ(t) for any

t ∈ (−δ, δ). First we upper bound the following quantity for any τ ∈ (−δ, δ).

1
2δ
‖γ(δ)− γ(−δ)− 2δγ̇(τ)‖2 =

1
2δ

∥∥∥∥∫ δ

−δ
(γ̇(r)− γ̇(τ)) dr

∥∥∥∥
2

≤ 1
2δ

∫ δ

−δ
‖γ̇(r)− γ̇(τ)‖2 dr ≤ ηρ

and then we have

‖κ(t)− γ(t)‖2 =

∥∥∥∥∫ t

−δ

γ(δ)− γ(−δ)

2δ
dτ −

∫ t

−δ
γ̇(τ)dτ

∥∥∥∥
2

=

∥∥∥∥∫ t

−δ

(
γ(δ)− γ(−δ)

2δ
− γ̇(τ)

)
dτ

∥∥∥∥
2

≤
∫ t

−δ

∥∥∥∥γ(δ)− γ(−δ)

2δ
− γ̇(τ)

∥∥∥∥
2

dτ ≤ 2δηρ.

Now let (x, y) ∈ A, we consider the function h(t) = 〈γ̇(t), (x, y)− γ(t)〉. It is clear

that h(−δ)h(δ) ≤ 0 by the definition of A and the fact that (x, y) ∈ A. Therefore by

the intermediate value theorem it follows that there exists a t ∈ (−δ, δ) such that

h(t) = 0. This means that (x, y) lies on the line that has direction v(t) and goes

through the point γ(t). By the closeness of γ(t) and κ(t) that we proved above

we have that ‖γ(t)− κ(t)‖2 ≤ 2δηρ. Observe also that the curve κ represents the

line segment between γ(−δ) and γ(δ) and hence κ(t) ∈ A for all t ∈ (−δ, δ).

If we apply a simple bound to upper bound the diameter of A we have that

‖κ(t)− (x, y)‖2 ≤ 2ξ + ηρ
L . If we combine these together with the definition of η
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in the statement of the lemma we get ‖γ(t)− (x, y)‖2 ≤
5ρ
CL which implies that

(x, y) = γ(t) + ζ · v(t)

with |ζ| ≤ 5ρ
CL .

Given Claim 9.3.5, fix some (x, y) = γ(t) + ζ · v(t) ∈ A. Set g(x, y) = ∂ f
∂y (x, y).

Then by Taylor’s theorem we have that

‖g(x, y)− g(γ(t))− ζ · 〈v(t),∇g(γ(t))〉‖2 = ‖g(x, y)− ζ · ‖F(γ(t))‖2‖2 ≤ C′Lζ2,

for a constant C′ > 0. Since g(γ(t)) = 0 for t ∈ [−δ, δ], and since ‖F(γ(t))‖2 ≥ ρ

by Assumption 9.3.1, it follows that as long as |ζ| ρ > C′Lζ2, i.e., |ζ| < ρ
C′L , we

have that g(x, y) 6= 0. By Claim 9.3.5 we may assume that |ζ| < ρ
C′L by taking

C = 10C′. This completes the proof of statement 2 of the Lemma.

Continuity of ∂ f
∂y (x, y) implies that the set

{
∂ f
∂y (x, y) = 0

}
is compact. We can

then take a finite subcover of regions gotten from Lemma 9.3.3 and use uniqueness

to show that the curve is of finite length. Item 2 of Lemma 9.3.4 allows us to bound

the curve above by a constant that only depends on Λ, δ. We make this argument

more formal in the next Theorem.

Theorem 9.3.6. Suppose f satisfies Assumptions 9.3.1 and 9.3.2, and that (x0, y0) ∈ ∂Z

satisfies ∂ f
∂y (x0, y0) = 0. Then for some ∆ > 0, there is a map θ : [0, ∆] → Z so that

θ(0) = (x0, y0), θ(∆) ∈ ∂Z , and so that ∂ f
∂y (θ(t)) = 0 and θ satisfies the differential

equation

θ̇(t) =

 Fy(θ(t))

−Fx(θ(t))


for all t ∈ [0, ∆]. Moreover, if we defineW =

{
(x, y) ∈ Z | ∂ f

∂y (x, y) = 0
}

thenW is a

compact curve with length |W| = O
(

L
ρ

)
.

Proof. Note thatW ,
{
(x, y) ∈ Z | ∂ f

∂y (x, y) = 0
}

is certainly bounded, and is also

closed because Z is closed and ∂ f
∂y (x, y) is continuous. In particular, if (xn, yn) is
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a sequence in Z converging to some (x∗, y∗) ∈ Z , and if ∂ f
∂y (xn, yn) = 0 for all n,

it follows that ∂ f
∂y (x∗, y∗) = 0. Thus W is compact. For each point (x, y) ∈ W ,

Lemma 9.3.3 guarantees the existence of some open neighborhood U ⊂ Z , with

(x, y) ∈ U, together with a continuously differentiable map γ : (−δ, δ) → U so

that ∂ f
∂y (γ(t)) = 0 for all t ∈ (−δ, δ), and so that γ(0) = (x, y).

Continuity of γ gives that there is a sufficiently small positive real number

c > 0 so that for all t ∈ [−c · δ, c · δ], ‖γ(t)− (x, y)‖ ≤ ηρ
4L , where η is the constant

from Lemma 9.3.4. Let U′ be the ball centered at (x, y) with radius ηρ
2L , so that

U′, γ : [−c · δ, c · δ] → V satisfy the requirements of Lemma 9.3.4. Let A 3 (x, y)

be the quadraliteral guaranteed to exist by Lemma 9.3.4. Then by statement 2 of

Lemma 9.3.4, the intersection between the interior of A andW is exactlyW(x,y) ,

{γ(t) | t ∈ (−c · δ, c · δ)}. Since the interior of A is open in Z , it follows thatW(x,y)

is an open subset ofW .

Observe now that
⋃
(x,y)∈WW(x,y) = W , so by the compactness of W , we may

find a finite subcover, say given by (x1, y1), . . . , (xN, yN) ∈ W , which covers W .

For j ∈ [N], write X(xj,yj)
=
{

γj(t) | t ∈ (−δj, δj)
}

. Without loss of generality we

may add the set W(x0,y0), where (x0, y0) is as in the proposition statement, to this

cover.

By an inductive argument, we next show that there is some ∆ > 0 and a

continuously differentiable curve θ : [0, ∆] → Z with θ(0) = (x0, y0), and so that
∂ f
∂y (θ(t)) = 0 for all t ∈ [0, ∆]. We will construct the curve θ in at most N + 1

stages; in the ith stage, suppose we have constructed θi : [0, ∆i]→ Z . To construct

θi+1 : [0, ∆i+1]→ Z for some ∆i+1 > ∆i, choose j ∈ [N] so that θi(∆i) ∈ W(xj,yj)
. In

particular, let us write θi(∆i) = γj(t0) for some t0 ∈ (−δj, δj). By the uniqueness

part of Lemma 9.3.3 we have that

θ̇i(t) =

 Fy(θ(t))

−Fx(θ(t))


and hence it must be the case that for t ∈ (−δj, t0), we have that γj(t0) = θi(∆i +
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(t− t0)).

Hence, there must be some t1 ∈ (t0, δj) so that γj(t1) ∈ W(xj′ ,yj′ )
for some

j′ 6= j. So define ∆i+1 , ∆i + (t1 − t0), and

θi+1(t) ,

θi(t) t ≤ ∆i

γj(t− ∆i − t0) ∆i < t ≤ ∆i+1

.

Since θi(t) and γj(t− ∆i + t0) agree on the interval (∆i − (t0 + δj), ∆i], it follows

that θi+1 is continuously differentiable and it also satisfies θ̇i+1(t) =

 Fy(θi+1(t))

−Fx(θi+1(t))


for all t ∈ [0, ∆i+1]. Now remove j from the set of j corresponding toW(xj,yj)

under

consideration.

At each stage i of the above construction, we may assume without loss of

generality that {θi+1(t) | t ∈ [∆i, ∆i+1]} has diameter at most ηρ
L , for some constant

η < 1/10, since otherwise we may simply further partition the interval [∆i, ∆i+1].

Let now Ai be the quadrilateral guaranteed by Lemma 9.3.4. It is straightforward

to check that we may choose, for each i, some Ãi ⊂ Ai, so that
∣∣Ãi
∣∣ ≥ |Ai|

16 and so

that the set of Ãi, for all stages i, are pairwise disjoint. To do this we can simply

take Ãi to be the quadrilateral that has each of Ai’s sides divides by 4 and it is

placed in the barycenter of Ai. Then using the part 2. of the Lemma 9.3.4 we can

prove that Ãi’s are all disjoint and obviously the satisfy that
∣∣Ãi
∣∣ ≥ |Ai|

16 .

Therefore from the part 1. of the Lemma 9.3.4 we have that we can split the

setW in small pieces γi such that each piece satisfies

|γi| ≤
10 · C · L ·

∣∣Ãi
∣∣

ρ
.

Since Ãi’s are disjoint we have that the total area of Ãi’s is less than the area of

the square [−1, 1]2, i.e. ∑i Ãi ≤ 4. The latter implies that

|W| ≤ C′ · L·
ρ
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Algorithm 9 Algorithm for Min-Max Stationary Points in 2D.

1: procedure BiSperner( f , ε) . f : satisfies Assumptions 9.3.1, 9.3.2, ε: accuracy
2: G ← grid of [−1, 1]2 with cell of length ε/L
3: cv← the (−1,−1) vertex of G . cv: current location of the algorithm
4: h← ε/ exp

(
O
(

L2/ρ2))
5: while ‖FGDA(cv)− cv‖2 > ε do
6: if cv on the boundary then
7: L← result of steps 6 - 9 of Algorithm 8 until we enter G again
8: cv← bottom left corner of L
9: else

10: cv← h ·
[

Fy(cv)
−Fx(cv)

]
11: return cv

where C′ = 40 · C and C is the universal constant from Lemma 9.3.4.

9.4 Discrete-time Bi-Sperner Algorithm in 2D

In this section we present the full algorithm that combines the ideas of the proof

of totality of the Bi-Sperner problem and the continuous-time dynamics that we

described in Section 9.3.

Before presenting the correctness of Algorithm 9 we need the following theo-

rem that allows us to discretize the continuous-time dynamics that we presented

in the previous section.

Theorem 9.4.1 ([Ise09]). Let r : [0, T] → R2 be the solution of the following first-order

differential equation

ṙ(t) = G(r(t)), r(0) = r0

where G : R2 → R2 is L-Lipschitz. Let also h , ε/ exp (O (L · T)) and define tk = k · h

such that tn = T for some n ∈ N. If we define rk+1 = rk + h · G(rk) then it holds that

maxk∈[n] ‖rk − r(tk)‖2 ≤ ε.

Now we are ready to state the theorem that establish the correctnes of Algo-

rithm 9.

252



Theorem 9.4.2. Let f : [−1, 1]2 → R that satisfies Assumptions 9.3.1 and 9.3.2. Then

the Algorithm 9 with input f and ε > 0 always terminates after a number of steps that is

at most exp
(
O
(

L2/ρ2)) /ε. In particular, if z? is the output of the of Algorithm 9 with

input f and ε then it holds that ‖FGDA(z?)− z?‖2 ≤ ε.

Proof Sketch of Theorem 9.4.2. If we prove that the algorithm terminates then the

assertion about the output obviously holds from the decription of the algorithm.

To see that Algorithm 9 terminates observe that at every step the algorithm either

traverse the boundary via the discrete Bi-Sperner algorithm or it follows the curve

W =
{
(x, y) ∈ [−1, 1]2 | ∂ f (x,y)

∂y = 0
}

. The total length ofW is at most O (L/ρ) as

per Theorem 9.3.6, whereas the total number of discrete steps on the boundary is

at most O(1/ε) and it is not hard to see that the algorithm will never go through

the same cell twice.

The only thing that is left is to explore the discretized continuous dynamics

step. By Theorem 9.3.6 we have that every time that we start in the boundary if

we follow the continuous time dynamics that we presented in Section 9.3, then we

end up again in the boundary and we traverse a part of the curve W . Now if we

instead follow the discrete time dynamics that we presented in Algorithm 9, then

via Theorem 9.4.1 we get that we will stay always close to the curve assuming that

we have picked small enough step size h. The step size h that we need depends

on the time that we spent following these discretized continuous-time dynamics.

But by Assumption 9.3.1 we have that the total time that we need to traverse all

ofW can be bounded by the following inequality

|W| =
∫ T

0
‖γ̇(τ)‖2 dτ ≥ Tρ =⇒ T ≤ O

(
L
ρ2

)
.

Hence using h = ε/ exp
(
O
(

L2/ρ2)) we can apply Theorem 9.4.1 and we get that

the discretized dynamics will follow the continuous dynamics with maximum

error at most ε. Therefore after a number of steps of the discretized continuous-

time dynamics that is at most T/h we will have explore the whole W curve. If

on these steps we add the O(1/ε) steps that we need to explore the boundaries
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and the fact that we cannot visit the same neighborhood twice, we conclude that

after O(T/h+ 1/ε) steps Algorithm 9 has to terminate. The Theorem then follows

from the exact expression of T and h.
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Appendix A

Details from Chapter 3

A.1 Missing Proofs from Section 3.2

Proof of Claim 3.2.6

We first define the following matrices

Q(µ, Σ) ,
1
2

Σ⊗ Σ +
1
4
(µµT)⊗ Σ +

1
4

µ⊗ Σ⊗ µT +
1
4

µT ⊗ Σ⊗ µ +
1
4

Σ⊗ (µµT)

R(µ, Σ) ,
1
2
(µ⊗ Σ + Σ⊗ µ)

B(µ, Σ) ,
1 + ρ

4
(µµT)⊗Σ+

1 + ρ

4
µ⊗Σ⊗ µT +

1 + ρ

4
µT⊗Σ⊗ µ+

1 + ρ

4
Σ⊗ (µµT)

and we can prove that the following holds.

Cov
z∼N (µ,Σ)

(−1
2 zzT

)[
z

 ,

(−1
2 zzT

)[
z

 =

 Q(µ, Σ) R(µ, Σ)

RT(µ, Σ) Σ

 . (A.1.1)
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Once we have proved the above equation we have that

 Q(µ, Σ) R(µ, Σ)

RT(µ, Σ) Σ

−
Q̃(µ, Σ) 0

0 ρ−3
1+ρ · Σ

 (A.1.2)

=

 B(µ, Σ) −R(µ, Σ)

−RT(µ, Σ) 4
1+ρ · Σ

 , D (A.1.3)

and our goal is to show that the matrix D on the right hand side is positive semi-

definite. Using Schur’s complement theorem for block symmetric matrices we

have that D � 0 is implied by the following conditions

4
1 + ρ

· Σ � 0 and

B(µ, Σ)− 1 + ρ

4
· RT(µ, Σ) · Σ−1 · R(µ, Σ) � 0.

The first condition is implied by our assumption that we consider only covariance

matrices that have full rank, as we will also see later in the proof of our algorithm.

On the other hand, if we use the mixed product property of the tensor product

together with the easy to check identities µT ⊗ Σ ⊗ µ = (I ⊗ µ) · (µT ⊗ Σ) and

µ⊗ Σ⊗ µT = (µ⊗ I) · (Σ⊗ µT) we can do algebraic calculations and prove that

B(µ, Σ)− 1 + ρ

4
· RT(µ, Σ) · Σ−1 · R(µ, Σ) = 0.

Therefore we conclude that D � 0 and the claim follows. To conclude we need to

prove (A.1.1).

Proof of Equation (A.1.1). We first observe that
(
zzT)[ = z⊗ z. Then we can write

z = y + µ where y follows the distribution N (0, Σ). If we substitute z with y + µ

then we can use Isserlis’s Theorem together with Theorem 4.12 from [DKK+16a]

and the equation (A.1.1) follows.
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Proof of Claim 3.2.7

The fact that ρ−3
1+ρ · Σ �

σm(Σ)

16‖µ‖2
2+
√

σm(Σ)
· Id follows directly from the definition of ρ

and σm(Σ) so it remains to prove that Q̃(µ, Σ) � σm(Σ)
4 · Id2 . We remind that

Q̃(µ, Σ) =
1
2

Σ⊗Σ− ρ

4
· (µµT)⊗Σ− ρ

4
·µ⊗Σ⊗µT− ρ

4
·µT⊗Σ⊗µ− ρ

4
·Σ⊗ (µµT).

We first observe that 1
‖µ‖2

2
· (µµT)⊗ Σ = (wwT)⊗ Σ, where w is a unit vector and

hence

1
8

Σ⊗ Σ− ρ

4
· (µµT)⊗ Σ =

(
1
8
· Σ−

√
σm(Σ)

16
· (wwT)

)
⊗ Σ � σm(Σ)

16
· I (A.1.4)

where the last inequality follows from the fact that the eigenvalues of the ten-

sor product are the products of the eigenvalues and the fact that 2Σ−
√

σm(Σ) ·

(wwT) �
√

σm(Σ) · I. The latter follows from the definition of σm(Σ) and the fact

that wwT � I since w is a unit vector.

Next we consider the matrix 2Σ⊗ Σ− 4ρ · µT ⊗ Σ⊗ µ which is easy to see that

it is equal to the matrix E , 2 · Σ⊗ Σ−
√

σm(Σ) · (I ⊗w) · (wT ⊗ Σ), where w is

a unit vector. Now if we prove that Σ−1 · E · Σ−1 � I then we can conclude that

E � σm(Σ) · I since the maximum eigenvalue of Σ−1 is 1/
√

σm(Σ). Therefore we

consider the matrix F , Σ−1 · E · Σ−1 which using the mixed product property of

the tensor product becomes

F = 2Id2 −
√

σm(Σ) · (Σ−1 ⊗w) · (wT ⊗ Id)

and therefore for any unit vector u in Rd2
we have that

uT · F · u = 2−
√

σm(Σ) · uT · (Σ−1 ⊗w) · (wT ⊗ Id) · u. (A.1.5)

Now observe that

∥∥∥uT · (Σ−1 ⊗w)
∥∥∥2

2
= uT · (Σ−1 ⊗w) · (Σ−1 ⊗wT) · u = uT · (Σ−2 ⊗wwT) · u
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but since w is a unit vector we have that the maximum eigenvalue of (Σ−2⊗wwT)

is 1/σm(Σ) and hence we get that

∥∥∥uT · (Σ−1 ⊗w)
∥∥∥

2
≤ 1√

σm(Σ)
. (A.1.6)

Also if we use again the fact that w is a unit vector we have that

∥∥∥(wT ⊗ Id) · u
∥∥∥2

2
= uT · (w⊗ Id) · (wT ⊗ Id) · u ≤ 1. (A.1.7)

If we put together (A.1.5), (A.1.6), and (A.1.7) we get that

uT · F · u ≥ 1

and therefore F � I which implies E � σm(Σ) · I and hence we have that

1
8

Σ⊗ Σ− ρ

4
·muT ⊗ Σ⊗ µ � σm(Σ)

16
· I. (A.1.8)

Similarly to (A.1.4) and (A.1.8) we can prove that

1
8

Σ⊗ Σ− ρ

4
· Σ⊗ (µµT) � σm(Σ)

16
· I, and that

1
8

Σ⊗ Σ− ρ

4
·mu⊗ Σ⊗ µT � σm(Σ)

16
· I.

These combined with (A.1.4) and (A.1.8) imply that Q̃(µ, Σ) � σm(Σ)
4 · Id2 and the

claim follows.

Proof of Claim 3.2.9

We have that the matrices R′ and R∗ are of the form

R′ = E
w∼D

[
(w− q)(w− q)T

]
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R∗ = E
w∼D

[
(w− E

w∼D
[w])(w− E

w∼D
[w])T

]

where w corresponds to the vector

(−1
2 zzT

)[
z

, D is the distribution of w when

z follows the distributionN (µ, Σ) and q is the expected value of w when z follows

the truncated normal distribution N (µ, Σ, S). In order to prove Claim 3.2.9 we

prove the more general statement that R′ � R∗ for any distribution D and any

vector q. Let u be an arbitrary real vector with unit length and dimension d2 + d.

We have that

uTR′u = E
w∼D

[
(uTw− uTq)2

]
, and

uTR∗u = E
w∼D

[
(uTw− E

w∼D
[uTw])2

]
.

Hence if we define Du to be the distribution of uTw and t , uTq we have that

uTR′u = E
w∼Du

[
(w− t)2

]
, and

uTR∗u = E
w∼Du

[
(w− E

w∼Du
[w])2

]
.

Now it is very easy to see that Ew∼Du [w] = argminx∈R Ew∼Du [(w − x)2] from

which we can immediately see that

E
w∼Du

[
(w− t)2

]
≥ E

w∼Du

[
(w− E

w∼Du
[w])2

]

and hence uTR′u ≥ uTR∗u. Since we picked u arbitrarily, the above holds for any

unit vector u and therefore the claim follows.
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Appendix B

Details from Chapter 4

In this chapter we present all the formal proofs that are omitted from the main

text.

B.1 Auxiliary Lemmas and Missing Proofs

The following lemma will be useful in the proof of lemma 4.2.8.

Lemma B.1.1. Let z be a random variable that follows a truncated Gaussian distribution

N (0, 1, S) with survival probability a then there exists a real value q > 0 such that

1. q ≤ 2 log
(2

a
)
,

2. the random variable z2 − q is stochastically dominated by a sub-gamma random

variable u ∈ Γ+ (1, 2) with E[u] = 1
2 .

Proof. We will prove that the random variable z stochastically dominated by an

exponential random variable. First observe that the distribution of z2 for different

sets S is stochastically dominated from the distribution pf z2 when S = S∗ = Sq =

{z | z2 ≥ q}, where q is chosen such that N (0, 1; S∗) = a. To prove this let FS be

the cumulative distribution function of z2 when the truncation set is S, we have

that N (0, 1; S) = N (0, 1; S∗) = a and hence

P
z∼N (0,1,S)

(
z2 ≥ t

)
=

1
a
N (0, 1; S ∩ St),
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P
z∼N (0,1,S∗)

(
z2 ≥ t

)
=

1
a
N (0, 1; S∗ ∩ St).

We now prove that N (0, 1; S ∩ St) ≤ N (0, 1; S∗ ∩ St). If t ≥ q then S∗ ∩ St = St

and hence S ∩ St ⊆ S∗ ∩ St which implies N (0, 1; S ∩ St) ≤ N (0, 1; S∗ ∩ St). If

t ≤ q then S∗ ∩ St = S∗ and hence

N (0, 1; S∗ ∩ St) = N (0, 1; S∗) = N (0, 1; S) ≥ N (0, 1; S ∩ St).

Therefore N (0, 1; S ∩ St) ≤ N (0, 1; S∗ ∩ St) and this implies FS(t) ≥ FS∗(t), which

implies that the distribution of z2 for different sets S is stochastically dominated

from the distribution pf z2 when S = S∗. Hence we can focus on the distribution

of z2 when z ∼ N (0, 1, S∗). First we have to get an upper bound on q. To do so we

consider the Q-function of the standard normal distribution and we have that a =

N (0, 1; S∗) = 2Q(
√

q). But by Chernoff bound we have that Q(
√

q) ≤ exp
(
− q

2

)
which implies

q ≤ 2 log
(

2
a

)
.

Let Fz the cumulative density function of z and Fz2 the cumulative density function

of z2, we have that

Fz2(t) = Fz(
√

t)− Fz(−
√

t),

but we know that

Fz(t) =
1
a


Φ(t) t ≤ −√q

Φ(−√q) −√q < t <
√

q

Φ(t)− (Φ(
√

q)−Φ(−√q)) t ≥ √q

Hence we have that

Fz2(t) =
1
a

0 t < q

Φ(
√

t)−Φ(−
√

t)− (Φ(
√

q)−Φ(−√q)) t ≥ q
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But we know that Φ(
√

t) − Φ(−
√

t) is the cumulative density function of the

square of a Gaussian distribution, namely is a gamma distribution with both

parameters equal to 1
2 . This means that Φ(

√
t) − Φ(−

√
t) =

∫ t
0

exp(− τ
2 )√

2πτ
dτ and

hence we get

Fz2(t) =
1
a

0 t < q∫ t
q

exp(− τ
2 )√

2πτ
dτ t ≥ q

If we define the random variable v = z2 − q then the cumulative density function

Fv of v is equal to

Fv(t) =
1
a

∫ t

0

exp
(
− τ+q

2

)
√

2π(τ + q)
dτ

which implies that the probability density function fv of v is equal to

fv(t) =
1
a

exp
(
− (t+q)

2

)
√

2π(t + q)
dτ.

It is easy to see that the density of fv is stochastically dominated from the density

of the exponential distribution g(t) = 1
2 exp

(
− x

2

)
. The reason is that fv(t) and

g(t) are single crossing and g(t) dominates when t → ∞. Then it is easy to

see that for the cumulative it holds that G(t) ≤ Fv(t). Hence G(t) stochastically

dominates Fv(t). Finally we have that G(t) is a sub-gamma Γ+(1, 2) and hence v

is also sub-gamma Γ+(1, 2) and the claim follows.

The following lemma lower bounds the variance of z ∼ N (wTx, 1, S), and will

be useful for showing strong convexity of the log likelihood for all values of the

parameters in the projection set.

Lemma B.1.2. Let x ∈ Rk, w ∈ Rk, and z ∼ N (wTx, 1, S) then

E
[
(z−E [z])2

]
≥ α(w, x)2

12
.

Proof. We want to bound the following expectation: λ1 = Ex∼N (0,I,S)[(x1−µS,1)
2] =

Varx∼N (0,I,S)[g1], where g1 denotes the marginal distribution of g along the di-
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rection of e1. Since N (0, I; S) = α, the worst case set (i.e the one that min-

imizes Var[g1]) is the one that has α mass as close as possible to the hyper-

plane x1 = µS,1. However, the maximum mass that a gaussian places at the

set {x1 : |x1 − µS,1| < c} is at most 2c as the density of the univariate gaussian is

at most 1. Thus the Ex∼N (0,I,S)[(x1− µS,1)
2] is at least the variance of the uniform

distribution U[−α/2, α/2] which is α2/12. Thus λi ≥ λ1 ≥ α2/12.

B.1.1 Proof of Lemma 4.2.4

We have that

α(w, x) = E
y∼N (wT x,I)

[1y∈S]

= E
y∼N (w′T x,I)

[1y∈S exp(
∥∥∥y−w′Tx

∥∥∥2
/2−

∥∥∥y−wTx
∥∥∥2

/2)]

= α(w′, x) · E
y∼N (w′T x,1,S)

[exp(
1
2

∥∥∥y−w′Tx
∥∥∥2
− 1

2

∥∥∥y−wTx
∥∥∥2
)]

≥ α(w′, x) · exp( E
y∼N (w′T x,1,S)

[
1
2

∥∥∥y−w′Tx
∥∥∥2
− 1

2

∥∥∥y−wTx
∥∥∥2
])

≥ α(w′, x) · exp( E
y∼N (w′T x,1,S)

[−1
2

∥∥∥y−w′Tx
∥∥∥2
−
∣∣∣(w−w′

)T x
∣∣∣2])

≥ exp
(
−
∣∣∣(w−w′

)T x
∣∣∣2 − 2 log

(
1

α(w′, x)

)
− 2
)

.

which implies the desired bound. The first inequality follows from Jensen’s in-

equality. The second follows from the fact that ‖u− v‖2 ≤ 2 ‖u‖2 + 2 ‖v‖2. The

final inequality follows from Lemma 4.2.5. The same way we can prove the second

part of the lemma.

B.1.2 Proof of Lemma 4.2.5

Let α(w, x) = c for some fixed constant c < 1. Note that, N (wTx, 1, S) is a

truncated version of the normal distribution N (wTx, 1). Assume, without loss of

generality that wTx = 0. Our goal is to upper bound the second moment of this

distribution around 0. It is clear that for this moment to be maximized, we need

266



to choose a set S of measure c that is located as far from µ as possible. Thus, the

worst case set S = (−∞,−z] ∪ [z, ∞) consists of both tails of N (0, I), each having

mass c/2. We know that for the CDF of the normal distribution, the following

holds:

Φ(z) ≥ 1− e−
z2
2

and we need to find the point z such that Φ(z) = 1− c
2 . Thus, we have:

c
2
≤ e−

z2
2 ⇔ z ≤

√
2 log

(
2
c

)

It remains to upper bound Ey∼N (0,1,S)
[
(y−wTx)2].

For the aforementioned worst case set S, this quantity is equal to the second

non-central moment around wx of the truncated Gaussian distribution in the

interval [z, ∞). Thus,

E
y∼N (0,1,S)

[
(y−wTx)2

]
= 1 +

zφ(z)
1−Φ(z)

The term M(z) = φ(z)
1−Φ(z) is the inverse Mills ratio which is bounded by z ≤

M(z) ≤ z + 1/z for z > 0, see [Gor41].

Thus, z2 + 1 ≤ Ey∼N (0,1,S)
[
(y−wTx)2] ≤ z2 + 2 ≤ 2 log

(2
c
)
+ 2.

B.1.3 Proof of Lemma 4.2.6

Using the second part of Lemma 4.2.4 we have that for every w ∈ Dr∗,B it holds

that

log
(

1
α(w, x(i))

)
≤ 2 log

(
1

α(w, x(j))

)
+
∣∣∣wT

(
x(i) − x(j)

)∣∣∣2 + 2
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if we also we the fact that
∥∥∥x(i)

∥∥∥
2
≤ 1 and ‖w‖2 ≤ B, from (4.2.1) and Definition

4.2.3 we get that

log
(

1
α(w, x(j))

)
≥ 1

2
log
(

1
α(w, x(i))

)
− B− 1. (B.1.1)

Using the first part of Lemma 4.2.4 we have that

log
(

1
α(w, x(i))

)
≤ 2 log

(
1

α(w∗, x(i))

)
+
∣∣∣(w−w∗)T x(i)

∣∣∣2 + 2

≤ 2 log
(

1
α(w∗, x(i))

)
+
∣∣∣y(i) −wTx(i)

∣∣∣2 + ∣∣∣y(i) −w∗Tx(i)
∣∣∣2 + 2

Let now v ∈ Rk be any unit vector, then we can multiply the above inequality by(
vTx(i)

)2
and sum over all i ∈ [n] and we get that

n

∑
i=1

(
vTx(i)

)2
log
(

1
α(w, x(i))

)
≤ 2

n

∑
i=1

(
vTx(i)

)2
log
(

1
α(w∗, x(i))

)
+

+
n

∑
i=1

(
vTx(i)

)2 ∣∣∣y(i) −wTx(i)
∣∣∣2 +

+
n

∑
i=1

(
vTx(i)

)2 ∣∣∣y(i) −w∗Tx(i)
∣∣∣2 + 2

now we can use the fact that w ∈ Dr∗,B, w∗ ∈ Dr∗,B, and Assumption 4.1.2 to get

n

∑
i=1

(
vTx(i)

)2

∑n
j=1
(
vTx(j)

)2 log
(

1
α(w, x(i))

)
≤ 2 log

(
1
a

)
+ 2r∗ + 2.

Now fix some ` ∈ [n], using (B.1.1) for the indices ` and i for all i in the above

inequality we get that

1
2

log
(

1
α(w, x(`))

)
≤ 2 log

(
1
a

)
+ 2r∗ + 3 + B

from which the lemma follows.
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B.1.4 Proof of Lemma 4.2.8

By our assumption we have that bounded `2 norm condition of Dr∗,B is satisfied.

So our goal next is to prove that the first condition is satisfied too. Hence, we

have to prove that

1
n

n

∑
i=1

(
ε(i)
)2

x(i)x(i)T � r
1
n

n

∑
i=1

x(i)x(i)T,

where ε(i) = y(i) − w∗Tx(i) and r = log
(

1
a

)
. Observe that ε(i) is a truncated

standard normal random variable with the following truncation set

S(i) =
{

z |
(

z + w∗Tx(i)
)
∈ S
}

.

Therefore we have to prove that for any unit vector v it holds that

1
n

n

∑
i=1

(
ε(i)
)2 (

vTx(i)
)2
≤ r · 1

n

n

∑
i=1

(
vTx(i)

)2
.

For start we fix a unit vector v and we want to bound the following probability

P

(
1
n

n

∑
i=1

(
ε(i)
)2 (

vTx(i)
)2
≥ t · 1

n

n

∑
i=1

(
vTx(i)

)2
)

.

This means that we are interested in the independent random variables
(

ε(i)
)2

.

Let q(i) the real value that is guaranteed to exist from Lemma B.1.1 and cor-

responds to ε(i) and u(i) the corresponding random variable guaranteed to ex-

ist from Lemma B.1.1. We also define δ(i) =
(

ε(i)
)2
− q(i), finally set a(i) =

α(w∗, x(i)). We have that

1
n

n

∑
i=1

(
ε(i)
)2 (

vTx(i)
)2
≤ 2

1
n

n

∑
i=1

δ(i)
(

vTx(i)
)2

+ 2
1
n

n

∑
i=1

q(i)
(

vTx(i)
)2

≤ 2
1
n

n

∑
i=1

δ(i)
(

vTx(i)
)2

+ 4
1
n

n

∑
i=1

log
(

2
a(i)

)(
vTx(i)

)2
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but from Assumption 4.1.2 this implies

≤ 2
1
n

n

∑
i=1

δ(i)
(

vTx(i)
)2

+ 4 log
(

2
a

)
.

Now the random variables δ(i) are stochastically dominated by u(i) and hence

P

(
1
n

n

∑
i=1

δ(i)
(

vTx(i)
)2
≥ t · 1

n

n

∑
i=1

(
vTx(i)

)2
)

≤ P

(
1
n

n

∑
i=1

u(i)
(

vTx(i)
)2
≥ t · 1

n

n

∑
i=1

(
vTx(i)

)2
)

.

But from the fact that E
[
u(i)
]
= 1/2 we have that

1
n

n

∑
i=1

u(i)
(

vTx(i)
)2
≤ 1

n

n

∑
i=1

(
u(i) −E

[
u(i)
]) (

vTx(i)
)2

+
1
n

n

∑
i=1

(
vTx(i)

)2

Therefore we have that

P

∑n
i=1

(
ε(i)
)2 (

vTx(i)
)2

∑n
i=1
(
vTx(i)

)2 ≥ t + 4 log
(

2
a

)
+ 1


≤ P

∑n
i=1

(
u(i) −E

[
u(i)
]) (

vTx(i)
)2

∑n
i=1
(
vTx(i)

)2 ≥ t

 . (B.1.2)

To bound the last probability we will use the matrix analog of Bernstein’s inequal-

ity as we expressed in Theorem 2.5.5. More precisely we will bound the following

probability

P

(
λmax

(
n

∑
i=1

(
u(i) −E

[
u(i)
])

x(i)x(i)T
)
≥ t · λmax

(
n

∑
i=1

x(i)x(i)T
))

.
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We set Zi =
1

n·λmax(X)

(
u(i) −E

[
u(i)
])

x(i)x(i)T. Observe that

(
x(i)x(i)T

)p
=
∥∥∥x(i)

∥∥∥2(p−2)

2

(
x(i)x(i)T

)2
.

Also since u(i) is an exponential random variable with parameter 1/2, it is well

known that

E
[(

u(i) −E
[
u(i)
])p]

≤ p!
2

2p.

These two relations imply that

E
[
Zp

i
]
� p!

2

2 · 1
λmax(X)

·

∥∥∥x(i)
∥∥∥2

2
n


p−2

·
(

1
λmax(X)

· 2
n

x(i)x(i)T
)2

Hence we can apply Theorem 2.5.5 with R = 2 · 1
λmax(X)

· ‖x(i)‖2
2

n and Ai =
1

λmax(X)
·

2
n x(i)x(i)T. Now observe that by Assumption 4.1.3 we get that

∥∥∥x(i)
∥∥∥2

2
n

≤ λmax(X)

log k
.

We now compute the variance parameter

σ2 =

∥∥∥∥∥ n

∑
i=1

Ai

∥∥∥∥∥ = 4 · 1
λmax(X)

·

∥∥∥x(i)
∥∥∥2

2
n

∥∥∥∥∥ 1
n ∑

i=1n
x(i)
∥∥∥∥∥ x(i)T ≤ 4

log k
.

Using the same reasoning we get R ≤ 2/ log k, therefore applying Theorem 2.5.5

we get that

P

(
λmax

(
n

∑
i=1

Zi ≥ t

))
≤ k exp

(
− t2

2σ2 + Rt

)
≤ k exp

(
− t2 log k

8 + 2t

)

From the last inequality we get that for t ≥ 5 there is at most probability 1/3 such
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that

P

(
λmax

(
n

∑
i=1

(
u(i) −E

[
u(i)
])

x(i)x(i)T
)
≥ t · λmax(X)

)
≤ 1

3

and hence the lemma follows.

B.1.5 Proof of Theorem 4.2.7

We now use our Lemmas 4.2.4, 4.2.5, 4.2.8 to prove some useful inequalities that

we need to prove our strong convexity and bounded step variance.

Lemma B.1.3. Let (x(1), y(i)), . . . , (x(n), y(n)) be n samples from the linear regression

model (4.1.1) with parameters w∗. If Assumptions 4.1.2 and 4.1.3 hold, and if
∥∥∥x(i)

∥∥∥
2
≤

1 for all i ∈ [n] then

1
n

n

∑
i=1

∥∥∥((w−w∗)Tx(i))x(i)
∥∥∥2

2
≤ 2 · B2, (B.1.3)

1
n

n

∑
i=1

E

[∥∥∥(y(i) −w∗Tx(i))x(i)
∥∥∥2

2

]
≤ 2 log

(
1
a

)
+ 4, (B.1.4)

1
n

n

∑
i=1

E

[∥∥∥(z(i) −wTx(i))x(i)
∥∥∥2

2

]
≤ r∗ + 2 · B2, (B.1.5)

where y(i) ∼ N (w∗Tx(i), 1, S), z(i) ∼ N (wTx(i), 1, S) and w ∈ Dr∗,B with r∗ =

4 log
(2

a
)
+ 7.

Proof. We prove one by one the above inequalities.

Proof of (B.1.3). Since w, w∗ ∈ Dr∗,B we have that ‖w−w∗‖2 ≤ 2B. If we combine

this with the assumption that
∥∥∥x(i)

∥∥∥
2
≤ 1 and the fact that ‖z‖2 ≤ ‖z‖∞ ·

√
k then

we get that
1
n

n

∑
i=1

∥∥∥((w−w∗)Tx(i))x(i)
∥∥∥2

2
≤ 2 · B2 · k.
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Proof of (B.1.4). Using Lemma 4.2.5 we get that

1
n

n

∑
i=1

E

[∥∥∥(y(i) −w∗Tx(i))x(i)
∥∥∥2

2

]
≤ 1

n

n

∑
i=1

(
2 log

(
1

α(w∗T, x(i))

)
+ 4
)∥∥∥x(i)

∥∥∥2

2

but now we can use Assumption 4.1.2 and the assumption that
∥∥∥x(i)

∥∥∥
2
≤ 1 and

we get that
1
n

n

∑
i=1

E

[∥∥∥(y(i) −w∗Tx(i))x(i)
∥∥∥2

2

]
≤ 2 log

(
1
a

)
+ 4.

Proof of (B.1.5). Using Lemma 4.2.5 we get that

1
n

n

∑
i=1

E

[∥∥∥(z(i) −wTx(i))x(i)
∥∥∥2

2

]
≤ 1

n

n

∑
i=1

(
2 log

(
1

α(w, x(i))

)
+ 4
)∥∥∥x(i)

∥∥∥2

2
.

Using Lemma 4.2.4 on the last inequality we get that

1
n

n

∑
i=1

E

[∥∥∥(z(i) −wTx(i))x(i)
∥∥∥2

2

]
≤ 1

n

n

∑
i=1

(
2 log

(
1

α(w∗, x(i))

)
+ 4
)∥∥∥x(i)

∥∥∥2

2
+

+
1
n

n

∑
i=1

∥∥∥((w−w∗)Tx(i))x(i)
∥∥∥2

2
+ 2

Now using (B.1.3), Assumption 4.1.2, and the facts that
∥∥∥x(i)

∥∥∥
2
≤ 1 and ‖w−w∗‖2 ≤

2B we get that

f rac1n
n

∑
i=1

E

[∥∥∥(z(i) −wTx(i))x(i)
∥∥∥2

2

]
≤ 2 log

(
1
a

)
+ 4 + 2 · B2

≤ r∗ + 2 · B2.

Given Lemma B.1.3 we are now ready to prove Theorem 4.2.7.

Proof of Theorem 4.2.7. We first prove (4.2.13) and then (4.2.14).

273



Proof of (4.2.13). Using the fact that
∥∥∥x(i)

∥∥∥
2
≤ 1 we get that

E

[∥∥∥y(i)x(i) − z(j)x(j)
∥∥∥2

2

]
≤ E

[∥∥∥y(i)x(i)
∥∥∥2

2
+
∥∥∥z(j)x(j)

∥∥∥2

2

]
≤ E

[(
y(i)
)2
]
+

1
n ∑

j∈[n]
E

[(
z(j)
)2
]

≤ Var
[
y(i)
]
+
(

E[y(i)]
)2

+
1
n ∑

j∈[n]

(
Var

[
z(j)
]
+
(

E[z(j)]
)2
)

Now we can use the fact that y(i) ∼ N (w∗Tx(i), 1, S) and that z(j) ∼ N (wTx(j), 1, S)

together with Lemma 6 from [DGTZ18] and the fact
∥∥∥x(i)

∥∥∥
2
≤ 1 we get that

E

[∥∥∥y(i)x(i) − z(j)x(j)
∥∥∥2

2

]
≤ 2 ‖w∗‖2

2 + 3 log
(

1
α(w∗, x(i))

)
+ 2 ‖w‖2

2 +
3
n ∑

j∈[n]
log
(

1
α(w, x(j))

)

Now using Lemma 4.2.6 and the fact that ‖w∗‖2 ≤ B and ‖w‖2 ≤ B we get that

E

[∥∥∥y(i)x(i) − z(j)x(j)
∥∥∥2

2

]
≤ O(poly(1/a) · B2

)

from which (4.2.13) follows.

Proof of (4.2.14). Let v be an arbitrary unit vector in Rk. Using Lemma B.1.2 from

Appendix B.1 and then the first part of Lemma 4.2.4, we have that

1
n

n

∑
i=1

E

[(
z(i) −E

[
z(i)
])2
] (

vTx(i)
)2
≥ 1

n

n

∑
i=1

α2(w, x(i))
(

vTx(i)
)2

≥ e−2

n

n

∑
i=1

exp
(
−
∥∥∥(w−w∗)Tx(i)

∥∥∥2

2
− 2 log

(
1

α(w∗, x(i))

))
·

·
(

vTx(i)
)2
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now we can divide both sides with 1
n ∑n

i=1

(
vTx(i)

)2
and then apply Jensen’s in-

equality and we get

1
1
n ∑n

i=1
(
vTx(i)

)2
1
n

n

∑
i=1

E

[(
z(i) −E

[
z(i)
])2
] (

vTx(i)
)2

≥ exp

−∑n
i=1

(∥∥∥(w−w∗)Tx(i)
∥∥∥2

2
+ 2 log

(
1

α(w∗,x(i))

)) (
vTx(i)

)2

∑n
i=1
(
vTx(i)

)2


now applying Assumption 4.1.2 we get

≥ a2 exp

−∑n
i=1

∥∥∥(w−w∗)Tx(i)
∥∥∥2

2

(
vTx(i)

)2

∑n
j=1
(
vTx(i)

)2


≥ a2 exp

−∑n
i=1

∥∥∥y(i) −w∗Tx(i)
∥∥∥2

2

(
vTx(i)

)2

∑n
j=1
(
vTx(i)

)2

 ·
· exp

−∑n
i=1

∥∥∥y(i) −wTx(i)
∥∥∥2

2

(
vTx(i)

)2

∑n
j=1
(
vTx(i)

)2


now we can use the fact the both w and w∗ belong to the projection set Dr∗,B as

we showed in Lemma 4.2.8 and we get

1
1
n ∑n

i=1
(
vTx(i)

)2
1
n

n

∑
i=1

E

[(
z(i) −E

[
z(i)
])2
] (

vTx(i)
)2
≥ a2 exp (−2r∗)

and using Assumption 4.1.3 the relation (4.2.14) follows.

B.2 Efficient Sampling of Truncated Gaussian with

Union of Intervals Survival Set

In this section, in Lemma B.2.4, we see that when S = ∪r
i=1[ai, bi], with ai, bi ∈ R,

then we can efficiently sample from the truncated normal distribution N (µ, σ, S)
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in time poly(n, k) even under the weak bound on the mass of the set N (µ, σ; S) ≥

apoly(n,k). The only difference is that instead of exact sampling we have approxi-

mate sampling, but the approximation error is exponentially small in total varia-

tion distance and hence it cannot affect any algorithm that runs in poly-time.

Definition B.2.1 (Evaluation Oracle). Let f : R → R be an arbitrary real func-

tion. We define the evaluation oracle E f of f as an oracle that given a number

x ∈ R and a target accuracy η computes an η-approximate value of f (x), that is∣∣E f (x)− f (x)
∣∣ ≤ η.

Lemma B.2.2. Let f : R → R+ be a real increasing and differentiable function and

E f (x) an evaluation oracle of f . Let ` ≤ f ′(x) ≤ L for some `, L ∈ R+. Then we

can construct an algorithm that implements the evaluation oracle of f−1, i.e. E f−1 . This

implementation on input y ∈ R+ and input accuracy η runs in time T and uses at most

T calls to the evaluation oracle E f with inputs x with representation length T and input

accuracy η′ = η/`, with T = poly log(max{| f (0)/y|, |y/ f (0)|}, L, 1/`, 1/η).

Proof of Lemma B.2.2. Given a value y ∈ R+ our goal is to find an x ∈ R such

that f (x) = y. Using doubling we can find two numbers a, b such that f (a) ≤

y − η′ and f (b) ≥ y + η′ for some η′ to be determined later. Because of the

lower bound ` on the derivative of f we have that this step will take log((1/`) ·

max{| f (0)/y|, |y/ f (0)|}) steps. Then we can use binary search in the interval

[a, b] where in each step we make a call to the oracle E f with accuracy η′ and we

can find a point x̂ such that | f (x)− f (x̂)| ≤ η′. Because of the upper bound on

the derivative of f we have that f is L-Lipschitz and hence this binary search will

need log(L/η′) time and oracle calls. Now using the mean value theorem we get

that for some ξ ∈ [a, b] it holds that | f (x)− f (x̂)| = | f ′(ξ)| |x− x̂| which implies

that |x− x̂| ≤ η′/`, so if we set η′ = ` · η, the lemma follows.

Using the Lemma B.2.2 and the Proposition 3 of [Che12] it is easy to prove the

following lemma.
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Lemma B.2.3. Let [a, b] be a closed interval and µ ∈ R such that γ[a,b](µ) = α. Then

there exists an algorithm that runs in time poly log(1/α, ζ) and returns a sample of a

distribution D, such that dTV(D, N(µ, 1; [a, b])) ≤ ζ.

Proof Sketch. The sampling algorithm follows the steps: (1) from the cumulative

distribution function F of the distribution N(µ, 1; [a, b]) define a map from [a, b] to

[0, 1], (2) sample uniformly a number y in [0, 1] (3) using an evaluation oracle for

the error function, as per Proposition 3 in [Che12], and using Lemma B.2.2 com-

pute with exponential accuracy the value F−1(y) and return this as the desired

sample.

Finally using again Proposition 3 in [Che12] and Lemma B.2.3 we can get the

following lemma.

Lemma B.2.4. Let [a1, b1], [a2, b2], . . . , [ar, br] be closed intervals and µ ∈ R such that

γ∪r
i=1[ai,bi]

(µ) = α. Then there exists an algorithm that runs in time poly(log(1/α, ζ), r)

and returns a sample of a distribution D, such that dTV(D, N(µ, 1;∪r
i=1[ai, bi])) ≤ ζ.

Proof Sketch. Using Proposition 3 in [Che12] we can compute α̂i which estimated

with exponential accuracy the mass αi = γ[ai,bi]
(µ) of every interval [ai, bi]. If

α̂i/α ≤ ζ/3r then do not consider interval i in the next step. From the remaining

intervals we can choose one proportionally to α̂i. Because of the high accuracy in

the computation of α̂i this is ζ/3 close in total variation distance to choosing an

interval proportionally to αi. Finally after choosing an interval i we can run the

algorithm of Lemma B.2.3 with accuracy ζ/3 and hence the overall total variation

distance from N(µ, 1;∪r
i=1[ai, bi]) is at most ζ.
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Appendix C

Details from Chapter 5

C.1 Additional Preliminaries and Notation

We first state the following simple lemma that connects the total variation distance

of two Normal distributions with their parameter distance. For a proof see e.g.

Corollaries 2.13 and 2.14 of [DKK+16a].

Lemma C.1.1. Let N1 = N (µ1, Σ1) , N2 = N (µ2, Σ2) be two Normal distributions.

Then

dTV(N1, N2) ≤
1
2
‖2‖

Σ−1/2
1 (µ1−µ2)

+
√

2 ‖F‖I−Σ−1/2
1 Σ2Σ−1/2

1

We readily use the following two lemmas from Chapter 3 which we repeat here

for simplicity of exposition. The first suggests that we can accurately estimate the

parameters (µS, ΣS).

Lemma C.1.2. Let (µS, ΣS) be the mean and covariance of the truncated Gaussian

N (µ, Σ, S) for a set S such that N (µ, Σ; S) ≥ α. Using Õ( d
ε2 log(1/α) log2(1/δ))

samples, we can compute estimates µ̃S and Σ̃S such that ,with probability at least 1− δ,

‖Σ−1/2(µ̃S − µS)‖2 ≤ ε and (1− ε)ΣS � Σ̃S � (1 + ε)ΣS

The second lemma suggests that the empirical estimates are close to the true

parameters of underlying truncated Gaussian.
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Lemma C.1.3. The empirical truncated mean and covariance µ̃S and Σ̃S computed using

Õ(d2 log2(1/αδ)) samples from a truncated Normal N (µ, Σ, S) with N (µ, Σ; S) ≥ α

satisfies with probability 1− δ that:

‖Σ−1/2(µ̃S − µ)‖2
2 ≤ O(log

1
α
), Σ̃S � Ω(α2)Σ, ‖F‖2

Σ−1/2Σ̃SΣ−1/2−I ≤ O(log
1
α
).

Moreover, Ω(α2) ≤
∥∥∥Σ̃
−1/2
S ΣΣ̃

−1/2
S

∥∥∥
2
≤ O(1/α2).

In particular, the mean and covariance µ̃S and Σ̃S that satisfy the conditions of

Lemma C.1.3, are in (O(log(1/α)), 1−O(α2))-near isotropic position.

C.2 Missing proofs of Section 5.1

We will use a standard tournament based approach for selecting a good hypothe-

ses. We will use a version of the tournament from [DK14]. See also [DL12].

Lemma C.2.1 (Tournament [DK14]). There is an algorithm, which is given sample

access to some distribution X and a collection of distributions H = {H1, . . . , HN} over

some set, access to a PDF comparator for every pair of distributions Hi, Hj ∈ H, an

accuracy parameter ε > 0, and a confidence parameter δ > 0. The algorithm makes

O(log(1/δ)ε2) log N) draws from each of X, H1, . . . , HN and returns some H ∈ H or

declares ”failure” If there is some H ∈ H such that dTV(H, X) ≤ ε then with probability

at least 1− δ the returned distribution H satisfies dTV(H, X) ≤ 512ε. The total number

of operations of the algorithm is O(log(1/δ)(1/ε2)(N log N + log 1/δ)).

We first argue that if the class of sets S has VC-dimension VC(S) then we

can learn the truncated model in ε total variation by drawing roughly VC(S)/ε

samples. We will use the following standard fact whose proof may be found for

example in page 398 of [SSBD14]. For convenience we restate the result using our

notation.

Lemma C.2.2 ([SSBD14]). Let D be a distribution on Rd. Let S be a family of subsets

of Rd. Fix ε ∈ (0, 1), δ ∈ (0, 1/4) and let N = O(VC(S) log(1/ε)/ε + log(1/δ))
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Then, with probability at least 1− δ over a choice of a sample X ∼ DN we have that if

D(S) ≥ ε then |S ∩ X| 6= ∅.

Proof of Lemma 5.1.2

We define the class of sets A = {S∗ \ S : S ∈ S}. We first argue that for any

A ⊂ Rd we have VC(A) ≤ VC(S). Let X ⊂ Rd be a set of points. The set

of different labellings of X using sets of S resp. A is LS = {X ∩ S : S ∈ S}

resp. LA = {X ∩ S : S ∈ A} = {X ∩ (A \ S) : S ∈ S}. We define the function

g : LA → LS by g(X ∩ (A \ S)) = X ∩ S. We that observe for S1, S2 ∈ S we have

that X ∩ S1 = X ∩ S2 implies that X ∩ (A \ S1) = X ∩ (A \ S2). Therefore, g is

one-to-one and we obtain that |LA| ≤ |LS |. We draw N samples X = {xi, i ∈ N}.

Applying Lemma C.2.2 for the family A, we have that with N samples, with

probability at least 1− δ it holds that if N (µ, Σ; S∗ \ S) ≥ ε for some set S ∈ S

then |(S∗ \ S)∩X| > 0. Therefore, every set that is consistent with the samples, i.e.

every S that that contains the samples, satisfies the property N (µ, Σ; S∗ \ S) ≤ ε.

Moreover, since dTV(N (µ̃, Σ̃),N (µ, Σ)) ≤ ε we obtain that N (µ̃, Σ̃, S∗ \ S) ≤ 2ε

for any set S consistent with the data.

Next, we use the fact that S̃ is chosen so that N (µ̃, Σ̃, S∗) ≥ N (µ̃, Σ̃, S̃). This

means that for all x ∈ S∗ ∩ S̃ it holds N (µ̃, Σ̃, S∗; x) ≤ N (µ̃, Σ̃, S̃; x). To simplify

notation we set ÑS̃ = N (µ̃, Σ̃, S̃), ÑS∗ = N (µ̃, Σ̃, S∗), and NS∗ = N (µ, Σ, S∗). We

have

2dTV(ÑS̃, ÑS∗) =
∫
ÑS∗ (x)≥ÑS̃(x)

(
ÑS∗(x)− ÑS̃(x)

)
dx

≤
∫

S∗\S̃
ÑS∗(x)dx

≤ N (µ̃, Σ̃; S∗ \ S̃)
α

≤ ε

α
.
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Moreover,

dTV(ÑS∗ ,NS∗) ≤
dTV(N (µ̃, Σ̃),N (µ, Σ))

α
≤ ε

α

Using the triangle inequality we obtain that dTV(N (µ̃, Σ̃, S̃),N (µ, Σ, S∗)) ≤ 3ε/(2α).

Proof of Lemma 5.1.3

Using Lemma C.1.3 we know that we can draw Õ(d2 log2(1/αδ)) samples and

obtain estimates of the conditional mean and covariance µ̃C, Σ̃C. Transforming

the space so that µ̃C = 0 and Σ̃C = I. For simplicity we will keep denoting the

parameters of the unknown Gaussian µ, Σ after transforming the space. From

Lemma C.1.3 we have that
∥∥∥Σ−1/2µ

∥∥∥
2
≤ O(log(1/α)1/2/α), Ω(α2) ≤

∥∥Σ−1/2
∥∥

2 ≤

O(1/α2) and ‖I − Σ‖F ≤ O(log(1/α)/α2). Therefore, the cube of Rd+d2
where

all the parameters µi, Σij of the mean and the covariance lie has side length at

most O(1/poly(a)). We can partition this cube into smaller cubes of side length

O(εpoly(a)/d) and obtain that there exists a point of the grid (u, B) such that∥∥Σ−1/2(u− µ)
∥∥

2 ≤ ε,
∥∥∥I − Σ−1/2BΣ−1/2

∥∥∥
F
≤ ε, which implies that

dTV(N (u, B),N (µ, Σ)) ≤ ε.

Assume now that for each guess (u, B) of our grid we solve the optimization prob-

lem as defined in Lemma 5.1.2 and find a candidate set Su,B. Notice that the set of

our hypotheses u, B, Su,B is O((d2/ε)d2+d). Moreover, using Lemma 5.1.2 and the

fact that there exists a point u, B) in the grid so that dTV(N (u, B),N (µ, Σ)) ≤ ε,

we obtain that dTV(N (u, B, Su,B),N (µ, Σ, S)) ≤ ε. Now we can use Lemma C.2.1

we can select a hypotheses N (u, B, S̃) within O(ε) total variation distance of

N (µ, Σ, S), and the number samples required to run the tournament is as claimed.
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C.3 Missing Proofs of Section 5.2.1

To prove Theorem 5.2.4 we shall use the inequalities of Lemma C.3.1.

Lemma C.3.1. Let k ∈N. Then for all 0 < x < 2k+1
2k it holds,

−k log x− 1
2

log(1− 2k(x− 1) ≤ 2k2(x− 1)2
(

1
x
+

1
1− 2k(x− 1)

)

Moreover, for all x > 2k−1
2k

k log x− 1
2

log(1− 2k(1− x)) ≤ k2(1− x)2
(

1 +
1

1− 2k(1− x)

)
.

Proof. We start with the first inequality. Let f (x) = −k log x− 1
2 log(1− 2k(x− 1).

We first assume that 1 ≤ x 2k+1
2k . We have

f (x) =
∫ x

1

(
k

1− 2k(t− 1)
− k

t

)
dt

= k(1 + 2k)
∫ x

1

t− 1
t(1− 2k(t− 1))

dt

≤ k(1 + 2k)
1− 2k(x− 1)

∫ x

1
(t− 1)dt

≤ 2k2 (x− 1)2

1− 2k(x− 1)

If 0 < x ≤ 1 we have

f (x) ≤ k(1 + 2k)
x

∫ x

1
(t− 1)dt ≤ 2k2 (x− 1)2

x

Adding these two bounds gives an upper bound for all 0 < x < 2k+1
2k . Similarly,

we now show the second inequality. Let g(x) = k log x− 1
2 log(1− 2k(1− x)). We
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first assume that 1 ≤ x and write

g(x) =
∫ x

1

(
k
t
− k

1− 2k(1− t)

)
dt

= k
∫ x

1

(t− 1)(2k− 1)
t(1 + 2k(t− 1))

dt

≤ k(2k− 1)
∫ x

1

t− 1
d

t

≤ k2(x− 1)2.

Similarly, if 2k−1
2k < x ≤ 1 we have

g(x) ≤ k2 (1− x)2

1− 2k(1− x)
.

We add the two bounds together to get the desired upper bound.

Proof of Lemma 5.2.5

For simplicity we denote Ni = N (µ1, Σi). We start by proving the upper bound.

Using Schwarz’s inequality we write

E
x∼N0

[(
N1(x)
N0(x)

)k (N0(x)
N2(x)

)k
]

≤
(

E
x∼N0

(
N1(x)
N0(x)

)2k
)1/2(

E
x∼N0

(
N0(x)
N2(x)

)2k
)1/2

.

We can now bound each term independently. We start by the ratio of N1/N0.

Without loss of generality we assume that Σ1 is diagonal, Σ1 = diag(λ1, . . . , λd).

We also let µ1 = (µ1, . . . , µd). We write
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E
x∼N0

[(
N1(x)
N0(x)

)2k
]
=

1
|Σ1|k

E
x∼N0

[
exp

(
−k(x− µ1)

TΣ1
−1(x− µ1) + kxTx

)]
=

exp(−kµ1
TΣ1

−1µ1)

|Σ1|k
E

x∼N0

[
exp

(
kxT(I − Σ−1

1 )x + 2kµT
1 Σ1

−1x
)]

≤ 1
|Σ1|k

E
x∼N0

[
exp

(
d

∑
i=1

(
k(1− 1/λi)x2

i + 2k
µi

λi
xi

))]

=
d

∏
i=1

1
λk

i
E

x∼N0

[
exp

(
k(1− 1/λi)x2 + 2k

µi

λi
x
)]

︸ ︷︷ ︸
A

We now use the fact that for all a < 1/2.

E
x∼N0

[exp(ax2 + bx)] =
1√

1− 2a
exp

(
b2

2− 4a

)

At this point notice that since for all i it holds λi < 2k/(2k− 1) we have that term

A is bounded. We get that

A = exp

(
d

∑
i=1

(
k log

1
λi
− 1

2
log
(

1− 2k
(

1− 1
λ i

))))
︸ ︷︷ ︸

A1

· exp

(
d

∑
i=1

2k2µ2
i

λ2
i (1− 2k(1− 1/λi))

)
︸ ︷︷ ︸

A2

To bound the term A1 we use the second inequality of Lemma C.3.1 to get

A1 ≤ exp

(
d

∑
i=1

k2(1− 1/λi)
2
(

1 +
1

1− 2k(1− 1/λi)

))
≤ exp

(
2k2B

δ

)

Bounding A2 is easier

A2 ≤ exp

2k2 ‖2‖2
µ1

λ2
minδ
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Combining the bounds for A1 and A2 we obtain

E
x∼N0

[(
N1(x)
N0(x)

)2k
]
≤ exp

(
10k2

δ
B
)

We now work similarly to bound the ratio N0/N2. We will again assume that

Σ2 = diag(λ1, . . . , λd) and µ2 = (µ1, . . . , µd). We have

E
x∼N0

[(
N0(x)
N2(x)

)2k
]

= exp(kµT
2 Σ−1

2 µ2) E
x∼N0

[
|Σ2|k exp

(
kxT(Σ−1

2 − I)x− 2kµ2Σ−1
2 x

)]
≤ exp((k + 1)B)

d

∏
i=1

E
x∼N0

[
exp

(
k(1/λi − 1)x2 − k log(1/λi)− 2k(µi/λi)x

)]
= exp

((
8k2

δ
+ k + 1

)
B
)

exp

(
d

∑
i=1

(
−k log(1/λi)−

1
2

log (1− 2k(1/λi − 1))
))

≤ exp
((

10k2

δ
+ 4k2 + k + 1

)
B
)

,

where to obtain the last inequality we used the first inequality of Lemma C.3.1 and

the bounds for the maximum and minimum eigenvalues of Σ2. Finally, plugging

in the bounds for the two ratios we get for i = 1, 2

E
x∼N0

[(
N3−i(x)
Ni(x)

)k
]
≤ exp

(
13k2

δ
B
)

.

Having the upper bound it is now easy to prove the lower bound using the con-

vexity of x 7→ x−1 and Jensen’s inequality.

E
x∼N0

[(
N1(x)
N2(x)

)k
]
= E

x∼N0

[(
N2(x)
N1(x)

)−k
]

≥
(

E
x∼N0

[(
N2(x)
N1(x)

)k
])−1

≥ exp
(
−13k2

δ
B
)

.
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Proof of Lemma 5.2.6

For any ρ ∈ (0, 1), using identity 2.3.1, we write

E
x∼N0

[ f (x)T1−ρ(x)] = ∑
V∈Nd

(1− ρ)|V| f̂ (V)2

E
x∼N (0,I)

[
f (x)2 − f (x)T1−ρ f (x)

]
= ∑

V∈Nd

f̂ (V)2 − ∑
V∈Nd

(1− ρ)|V| f̂ (V)2

= ∑
V∈Nd

(1− (1− ρ)|V|) f̂ (V)2

≥ ∑
|V|≥1/ρ

(1− (1− ρ)|V|) f̂ (V)2

≥ ∑
|V|≥1/ρ

(1− (1− ρ)1/ρ) f̂ (V)2

≥ (1− 1/e) ∑
|V|≥1/ρ

f̂ (V)2

Proof of lemma 5.2.8

We first write

1
2

E
(x,z)∼Dρ

[(r(x)− r(z))2] =
1
2

E
(x,z)∼Dρ

[
r(x)2

2
+

r(z)2

2
− r(x)r(z)

]
= E

(x,z)∼Dρ

[r(x)2 − r(z)r(x)].

Let

∑
V∈Nd

r̂(V)HV(x)
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be the Hermite expansion of r(x). From Parseval’s identity and the Hermite

expansion of Ornstein–Uhlenbeck operator, (2.3.1) we have

E
(x,z)∼Dρ

[r(x)2 − r(x)r(z)] = ∑
V∈Nd

r̂(V)2 − ∑
V∈Nd

(1− ρ)|V|r̂(V)2

≤ ρ ∑
V∈Nd

|V|r̂(V)2,

where the last inequality follows from Bernoulli’s inequality 1− ρ|V| ≤ (1− ρ)|V|.

We know that (see for example [Sze67])

∂

∂xi
HV(x) =

∂

∂xi
∏

vi∈V
Hvi(xi) = ∏

vj∈V\vi

Hvj(xj)
√

viHvi−1(xi)

Therefore,
∂r(x)

∂xi
= ∑

V∈Nd

r̂(V)
√

viHvi−1(xi) ∏
vj∈V\vi

Hvj(xj)

From Parseval’s identity we have

E
x∼N (0,I)

[(
∂r(x)

∂xi

)2
]
= ∑

V∈Nd

r̂(V)2vi.

Therefore,

E
x∼N (0,I)

[
‖2‖2

∇r(x)

]
= ∑

V∈Nd

|V|r̂(V)2.

The lemma follows.

C.3.1 Learning the Hermite Expansion

In this section we present a way to bound the variance of the empirical estimation

of Hermite coefficients. To bound the variance of estimating Hermite polynomials

we shall need a bound for the expected value of the fourth power of a Hermite

polynomial.

Lemma C.3.2. For any V ∈Nd it holds Ex∼N0 [H
4
V(x)] ≤ 9|V|.
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Proof. We compute

E
x∼N0

[H4
V(x)] = ∏

vi∈V
E

x∼N (0,1)
[H2

vi
(xi)H2

vi
(xi)]

= ∏
vi∈V

E
x∼N (0,1)

[(
vi

∑
r=0

(
vi

r

)√
2r!
r!

H2r(xi)

)(
vi

∑
r=0

(
vi

r

)√
2r!
r!

H2r(xi)

)]

= ∏
vi∈V

vi

∑
r=0

(
vi

r

)2 (2r)!
(r!)2 E

x∼N (0,1)

[
H2r(xi)

2
]
= ∏

vi∈V

vi

∑
r=0

(
vi

r

)2 (2r)!
(r!)2

≤ ∏
vi∈V

vi

∑
r=0

(
vi

r

)2

22r ≤ ∏
vi∈V

(
vi

∑
r=0

(
vi

r

)
2r

)2

≤ ∏
vi∈V

9vi = 9|V|.

In the above computation we used the formula for the product of two (normal-

ized) Hermite polynomials

Hi(x)Hi(x) =
vi

∑
r=0

(
vi

r

)√
2r!
r!

H2r(xi),

see, for example, [Sze67].

Proof of Lemma 5.2.9

We have

E
x∼N ∗S

[(HV(x)− cV)
2] = E

x∼N ∗S
[H2

V(x)]− c2
V ≤

1
α

E
x∼N ∗

[H2
V(x)], and

∣∣∣∣ E
x∼N ∗

[H2
V(x)]− 1

∣∣∣∣ = ∣∣∣∣ E
x∼N ∗

[H2
V(x)]− E

x∼N0
[H2

V(x)]
∣∣∣∣

≤
∫

H2
V(x)|N ∗(x)−N0(x)|dx =

∫
H2

V(x)
√
N0(x))

|N ∗(x)−N0(x)|√
N0(x)

dx

≤
( ∫

H4
V(x)N0(x)dx︸ ︷︷ ︸

A

)1/2( ∫
(N ∗(x)−N0(x))2

N0(x)
dx︸ ︷︷ ︸

B

)1/2
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To bound term A we use Lemma C.3.2. Using Lemma 5.2.5 we obtain

B ≤ E
x∼N (0,I)

[(
N ∗(x)
N0(x)

)2
]
≤ poly(1/α).

The bound for the variance follows from the independence of the samples.

C.4 Missing Proofs of Section 5.2.2

Proof of Lemma 5.2.15

We have that

∣∣∣Mψk(u, B)−M′ψ(u, B)
∣∣∣ ≤ ∣∣Mψk(u, B)−Mψ(u, B)

∣∣+ ∣∣∣Mψ(u, B)−M′ψ(u, B)
∣∣∣ .

For the first term we have that

∣∣∣Mψk(u, B)−M′ψ(u, B)
∣∣∣ ≤ Cu,B E

x∼N ∗S

[
N0(x)

Nu,B(x)
|ψk(x)− ψ(x)|

]

≤ Cu,B

√√√√ E
x∼N0

[( N ∗S (x)
Nu,B(x)

)2
]
· E

x∼N0
[(ψk(x)− ψ(x))2]

≤ Cu,B

α∗

√√√√ E
x∼N0

[(
N ∗(x)

Nu,B(x)

)2
]
· E

x∼N0
[(ψk(x)− ψ(x))2]

now we can use Lemma 5.2.5, Lemma 5.2.11 and Theorem 5.2.10 to get

∣∣∣Mψk(u, B)−M′ψ(u, B)
∣∣∣ ≤ poly(1/α∗)

√
ε
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For the second term we have that

∣∣∣Mψ(u, B)−M′ψ(u, B)
∣∣∣ ≤ ∣∣∣∣∣1− C′u,B

Cu,B

∣∣∣∣∣Cu,B E
x∼N ∗S

[
N ∗(x)

α∗Nu,B(x)

]

We need to bound

∣∣∣∣∣1− C′u,B

Cu,B

∣∣∣∣∣ = ∣∣∣1− e−
1
2(tr((B−I)(ΣS+µSµT

S−Σ̃S)))−uTµS)
∣∣∣

≤ e|
1
2(tr((B−I)(ΣS+µSµT

S−Σ̃S)))−uTµS)| − 1

≤ e
1
2(‖B−I‖F‖ΣS+µSµT

S−Σ̃S‖F+‖u‖2‖µS‖2) − 1

≤ ‖B− I‖F‖ΣS + µSµT
S − Σ̃S‖F + ‖u‖2‖µS‖2

where the last inequality holds when

‖B− I‖F‖ΣS + µSµT
S − Σ̃S‖F + ‖u‖2‖µS‖2 ≤ 1.

But we know that (u, B) ∈ D and hence ‖B− I‖F ≤ poly(1/α∗), ‖u‖2 ≤ poly(1/α∗).

Also from Appendix C.1 we have that ‖ΣS + µSµT
S − Σ̃S‖F ≤ ε and ‖µS‖2 ≤ ε and

we can set ε to be any inverse polynomial in 1/α∗ times ε. Hence we get

∣∣∣∣∣1− C′u,B

Cu,B

∣∣∣∣∣ ≤ ε

Now we can also use Lemma 5.2.11 and Lemma 5.2.5 which imply that

Cu,B E
x∼N ∗S

[
N ∗(x)

α∗Nu,B(x)

]
≤ poly(1/α∗)

and therefore we have
∣∣∣Mψ(u, B)−M′ψ(u, B)

∣∣∣ ≤ poly(1/α∗)ε. Hence we can once

again divide ε by any polynomial of 1/α∗ without increasing the complexity pre-

sented in Appendix C.1 and the lemma follows.
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Proof of Lemma 5.2.15

We apply successive Cauchy-Schwarz inequalities to separate the terms that ap-

pear in the expression for the squared norm of the gradient. We have that

E
x∼N ∗S

[
‖v(u, B)‖2

2

]
= C2

u,B E
x∼N ∗S

[(∥∥∥xxT − Σ̃S − µ̃Sµ̃T
S

∥∥∥2

F
+ ‖µ̃S − x‖2

2

)
N2

0(x)
N2

u,B(x)
ψ2

k(x)

]

= C2
u,B E

x∼N0

[(∥∥∥xxT − Σ̃S − µ̃Sµ̃T
S

∥∥∥2

F
+ ‖µ̃S − x‖2

2

)
N0(x)N ∗S (x)

N2
u,B(x)

ψ2
k(x)

]

≤ C2
u,B E

x∼N0

[(∥∥∥xxT − Σ̃S − µ̃Sµ̃T
S

∥∥∥2

F
+ ‖µ̃S − x‖2

2

)
N0(x)N ∗S (x)

N2
u,B(x)

]1/2

E
x∼N0

[
ψ4

k(x)
]1/2

≤ C2
u,B E

x∼N0

[(∥∥∥xxT − Σ̃S − µ̃Sµ̃T
S

∥∥∥2

F
+ ‖µ̃S − x‖2

2

)2
]1/4

E
x∼N0

[
N2

0(x)N ∗2
S(x)

N4
u,B(x)

]1/4

E
x∼N0

[
ψ4

k(x)
]1/2

≤ C2
u,B E

x∼N0

[(∥∥∥xxT − Σ̃S − µ̃Sµ̃T
S

∥∥∥
F
+ ‖µ̃S − x‖2

)4
]1/4

E
x∼N0

[
N4

0(x)
N4

u,B(x)

]1/8

E
x∼N0

[
N ∗4

S(x)
N4

u,B(x)

]1/8

E
x∼N0

[
ψ4

k(x)
]1/2

We now bound each term separately.

I By Lemma 5.2.11, C2
u,B ≤ poly(1/α).

I Given that (µ̃S, Σ̃S) are near-isotropic,

E
x∼N0

[(∥∥∥xxT − Σ̃S − µ̃Sµ̃T
S

∥∥∥
F
+ ‖µ̃S − x‖2

)4
]1/4

≤ E
x∼N0

[(∥∥∥xxT
∥∥∥

F
+
∥∥Σ̃S

∥∥
F +

∥∥∥µ̃Sµ̃T
S

∥∥∥
F
+ ‖µ̃S‖+ ‖x‖2

)4
]1/4

≤ dpoly(1/α).
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I By Lemma 5.2.5,

E
x∼N0

[
N4

0(x)
N4

u,B(x)

]1/8

E
x∼N0

[
N ∗4

S(x)
N4

u,B(x)

]1/8

≤ poly(1/α).

I For the last term, we have

E
x∼N0

[
ψ4

k(x)
]
= E

x∼N0


 ∑

0≤|V|≤k
c̃V HV(x)

4


≤ 23 ∑
0≤|V|≤k

c̃4
V E

x∼N0

[
H4

V(x)
]

≤ 8

 ∑
0≤|V|≤k

c̃2
V

2

·
(

max
0≤|V|≤k

{
E

x∼N0

[
H4

V(x)
]})

From Lemma 5.2.9 and the conditioning on the event that the estimators of

the Hermite coefficients are accurate we have that (c̃V − cV)
2 ≤ 1 and hence

we get the following.

E
x∼N0

[
ψ4

k(x)
]
≤ 210d2k

 ∑
0≤|V|≤∞

c2
V

4

·
(

max
0≤|V|≤k

{
E

x∼N0

[
H4

V(x)
]})

To bound Ex∼N0

[
H4

V(x)
]

we use Lemma C.3.2. Moreover, from Parseval’s

identity we obtain that ∑0≤|V|≤∞ c2
V = Ex∼N0 ψ2(x). From Lemma 5.2.5 we

get

E
x∼N0

ψ2(x) ≤ 1
α

E
x∼N0

(
N ∗(x)
N0(x)

)2

= poly(1/α).

From Lemma 5.2.9 we obtain that max0≤|V|≤k
{

Ex∼N0

[
H4

V(x)
]}
≤ 2k. The

result follows from the above estimates.
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Proof of Lemma 5.2.16

We will prove this lemma in two steps, first we will prove

∣∣∣zTHMψk
(u, B)z− zTHMψ(u, B)z

∣∣∣ ≤ λ (C.4.1)

and then we will prove that

zTHMψ(u, B)z ≥ 2λ (C.4.2)

for some parameter λ ≥ poly(α∗). To prove (C.4.1) we define

p(z; x) =

zT

 1
2

(
xxT − Σ̃S − µ̃Sµ̃T

S
)[

µ̃S − x

2

and we have that

∣∣∣zTHMψk
(u, B)z− zTHMψ(u, B)z

∣∣∣
= E

x∼N ∗S

[
eh(u,B;x)N (0, I; x) · p(z; x) · |ψk(x)− ψ(x)|

]
= E

x∼N0

[
eh(u,B;x) · 1S(x) · N ∗(x) · p(z; x) · |ψk(x)− ψ(x)|

]
we then separate the terms using the Cauchy Schwarz inequality

∣∣∣zTHMψk
(u, B)z− zTHMψ(u, B)z

∣∣∣
≤
√

E
x∼N0

[
e2h(u,B;x) · 1S(x) · (N ∗(x))2 · p2(z; x)

]
·
√

E
x∼N0

[
(ψk(x)− ψ(x))2

]
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we apply now the Hermite concentration from Theorem 5.2.10 and we get

≤
√

E
x∼N0

[
e2h(u,B;x) · 1S(x) · (N ∗(x))2 · p2(z; x)

]
·
√

ε

≤ 4

√
E

x∼N ∗

[
e4h(u,B;x) · 1S(x) · (N ∗(x))2 (N0(x))2

]
· 4

√
E

x∼N ∗
[p4(z; x)] ·

√
ε

we now use (5.2.4), Lemma 5.2.11 and the fact that 1S(x) ≤ 1 to get

≤ 4

√
E

x∼N ∗

[
e4h(u,B;x) (N ∗(x))2 (N0(x))2

]
· 4

√
E

x∼N ∗
[p4(z; x)] ·

√
ε

and finally we use Lemma 5.2.5 to prove the following

∣∣∣zTHMψk
(u, B)z− zTHMψ(u, B)z

∣∣∣ ≤ 4

√
E

x∼N ∗
[p4(z; x)] · poly(1/α∗) ·

√
ε (C.4.3)

Next we prove (C.4.2). We have that

zTHMψ(u, B)z = E
x∼N ∗S

[
eh(u,B;x)N (0, I; x) · p(z; x) · ψ(x)

]
=

1
α∗

Cu,B E
x∼N ∗S

[
N∗(x)

Nu,B(x)
p(z; x)

]
.

Now we define the set Qz =
{

x ∈ Rd | |p(z; x)| ≤ 1
32C (α∗)4 4

√
Ex∼N ∗ [p4(z; x)]

}
,

where C is the universal constant guaranteed from Theorem 2.6.1. Then using

Theorem 2.6.1 and the fact that p(z; x) has degree 4 we get thatN (µ∗, Σ∗; Q) ≤ α∗
2 .

Hence we define the set S′ = S ∩Q and we have that N (µ∗, Σ∗; S′) ≥ α∗/2.

zTHMψ(u, B)z ≥ 1
α∗

Cu,B E
x∼N ∗

S′

[
N∗(x)

Nu,B(x)
p(z; x)

]
≥
(

min
x∈S′

p(z; x)
)

1
α∗

Cu,B E
x∼N ∗

S′

[
N∗(x)

Nu,B(x)

]

and from the definition of S′ and Lemma 5.2.11 we have that

zTHMψ(u, B)z ≥ poly(α∗) · E
x∼N ∗

S′

[
N∗(x)

Nu,B(x)

]
· 4

√
E

x∼N ∗
[p4(z; x)]
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now we can apply Jensen’s inequality on the convex function x 7→ 1/x and we

get

zTHMψ(u, B)z ≥ poly(α∗) · 1

Ex∼N ∗
S′

[
Nu,B(x)
N∗(x)

] · 4

√
E

x∼N ∗
[p4(z; x)]

≥ poly(α∗) · 1√
Ex∼N ∗

[(
Nu,B(x)
N ∗(x)

)2
] · 4

√
E

x∼N ∗
[p4(z; x)]

finally using Lemma 5.2.5 we get

zTHMψ(u, B)z ≥ poly(α∗) 4

√
E

x∼N ∗
[p4(z; x)] (C.4.4)

Now using (C.4.3) and (C.4.4) we can see that it is possible to pick ε in the

Hermite concentration to be the correct polynomial in α∗ so that

∣∣∣zTHMψk
(u, B)z− zTHMψ(u, B)z

∣∣∣ ≤ zTHMψ(u, B)z

which implies from Jensen’s inequality that

zTHMψk
(u, B)z ≥ poly(α∗) 4

√
E

x∼N ∗
[p4(z; x)]

≥ poly(α∗) E
x∼N ∗

[p(z; x)]

So the last step is to prove a lower bound for Ex∼N ∗ [p(z; x)]. For this we can

use Lemma 3.2.5 from which we get Ex∼N ∗ [p(z; x)] ≥ poly(α∗) and the lemma

follows.

C.5 Details of Section 5.2.3

We present here the of the proof of Theorem 5.2.19. We already proved that

given only positive examples from a truncated normal can obtain arbitrarily good

estimations of the unconditional (true) parameters of the normal using Algo-
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rithm 7. Recall also that with positive samples we can obtain an approximation

of the function ψ(x) defined in 5.2.1. From Theorem 5.2.10 we know that with

dpoly(1/α)Γ(S)2/ε4
samples we can obtain a function ψk(x) such that

E
x∼N0

[((ψk(x)− ψ(x))2] ≤ ε.

Now we can construct an almost indicator function using ψk and the learned

parameters µ̃, Ĩ. We denote Ñ = N (µ̃, Σ̃).

f̃ (x) =
N0(x)

Ñ (x)
ψk(x). (C.5.1)

This function should be a good enough approximation to the function

f (x) =
N0(x)
N ∗(x)

ψ(x) =
1S(x)

α∗
. (C.5.2)

Notice that even though we do not know the mass of the truncation set α∗ we

can still construct a threshold function that achieves low error with respect to the

zero-one loss. We first prove a standard lemma that upper bounds the zero-one

loss with the distance of f and f̃ . We prove it so that we have a version consistent

with our notation.

Lemma C.5.1. Let S be a subset of Rd. Let D be a distribution on Rd and let f : Rd →

{0, B}, where B > 1 such that f (x) = B 1S(x). For any g : Rd 7→ [0,+∞) it holds

Ex∼D [1{g(x) > 1/2)} 6= 1S(x)}] ≤
√

2 Ex∼D

[√
|g(x)− f (x)|

]
.

Proof. It suffices to show that for all x ∈ Rd it holds

1{sgn(g(x)− 1/2) 6= S(x)} ≤
√

2
√
|g(x)− f (x)|. (C.5.3)

We only need to consider the case where sgn(g(x)− 1/2) 6= S(x). Assume first

that g(x) > 1/2 and x 6= S. Then the LHS of Equation (C.5.3) is 1 and the

RHS of (C.5.3) is
√

2
√
|g(x)− f (x)| ≥

√
2
√
|1/2− 0| = 1. Assume now that

g(x) < 1/2 and S(x) = 1. Then the RHS of (C.5.3) equals
√

2
√
|g(x)− f (x)| ≥
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√
2
√
|B− 1/2| ≥ 1.

We now state the following lemma that upper bounds the distance of f and f̃

in with the sum of the total variation distance of the true and learned distributions

as well as the approximation error of ψk.

Lemma C.5.2. Let α be the absolute constant of (5.0.1). Let S ⊆ Rd and let N ∗, Ñ be

(O(log(1/α)), 1/16)-isotropic. Let ψ be as in (5.2.1). Moreover, let f̃ , f be as in (C.5.1),

(C.5.2). Then,

E
x∼N ∗

[√
| f̃ (x)− f (x)|

]
≤ poly(1/α)

((
E

x∼N0

[
(ψk(x)− ψ(x))2

])1/4

+
(

dTV(N ∗, Ñ )
)1/4

)

Proof. We compute

E
x∼N ∗

[√
| f̃ (x)− f (x)|

]
≤ E

x∼N ∗

(∣∣∣∣∣ψk(x)
N0(x)

Ñ (x)
− ψ(x)

N0(x)
N ∗(x)

∣∣∣∣∣
)1/2


= E

x∼N ∗

(∣∣∣∣∣ψk(x)
N0(x)

Ñ (x)
− ψ(x)

N0(x)

Ñ (x)
+ ψ(x)

N0(x)

Ñ (x)
− ψ(x)

N0(x)
N ∗(x)

∣∣∣∣∣
)1/2


≤ E

x∼N ∗

(|ψk(x)− ψ(x)|N0(x)

Ñ (x)

)1/2
+ E

x∼N ∗

(ψ(x)

∣∣∣∣∣N0(x)

Ñ (x)
− N0(x)
N ∗(x)

∣∣∣∣∣
)1/2


≤
(

E
x∼N ∗

[|ψk(x)− ψ(x)|]︸ ︷︷ ︸
A

)1/2(
E

x∼N ∗

[
N0(x)

Ñ (x)

]
︸ ︷︷ ︸

B

)1/2

+

(
E

x∼N ∗

[
ψ(x)

∣∣∣∣∣N0(x)

Ñ (x)
− N0(x)
N ∗(x)

∣∣∣∣∣
]

︸ ︷︷ ︸
C

)1/2

where for term C we used Jensen’s inequality. Using Lemma C.5.3 and Lemma 5.2.5
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we have that

A ≤
(

E
x∼N0

[
(ψk(x)− ψ(x))2

])1/2(
E

x∼N ∗

[
N0(x)
N ∗(x)

])1/2

≤
(

E
x∼N0

[
(ψk(x)− ψ(x))2

])1/2

poly(1/α)

Since N0, Ñ , and N ∗ are (O(log(1/α), 1/16)-isotropic, using Lemma 5.2.5 we

obtain that

B = E
x∼N0

[
N0(x)

Ñ (x)

N ∗(x)

Ñ (x)

]
≤
(

E
x∼N0

[
N0(x)

Ñ (x)

])1/2(
E

x∼N0

[
N ∗(x)

Ñ (x)

])1/2

≤ poly(1/α)

We now bound term C. We write

C = E
x∼N ∗

[
ψ(x)

∣∣∣∣∣N0(x)

Ñ (x)
− N0(x)
N ∗(x)

∣∣∣∣∣
]
=

1
α∗

E
x∼N ∗

[∣∣∣∣∣N ∗(x)

Ñ (x)
− 1

∣∣∣∣∣
]

(C.5.4)

To simplify notation, let `(x) =
∣∣∣N ∗(x)
Ñ (x)

− 1
∣∣∣ . Moreover, notice that Ex∼Ñ [`(x)] =

dTV(N ∗, Ñ ). Using the second bound of Lemma C.5.3 and Lemma 5.2.5 we obtain

C ≤ 1
α

dTV(N ∗, Ñ ) + poly(1/α)

√
dTV(N ∗, Ñ ) ≤ poly(1/α)

√
dTV(N ∗, Ñ ).

Combining the bounds for A, B and C we obtain the result.

Since we have the means two make both errors of Lemma C.5.2 small we can

now recover the unknown truncation set S.

Proof of Theorem 5.2.19

We first run Algorithm 7 to find estimates µ̃, Σ̃. From Theorem 5.2.2 we know

that N = dpoly(1/α)Γ2(S)/ε32
samples suffice to obtain parameters µ̃, Σ̃ such that

dTV(N (µ∗, Σ∗),N (µ̃, Σ̃)) ≤ poly(α)ε4. Notice, that from Theorem 5.2.4 we also

know that N samples from the conditional distribution N ∗S suffice to learn a func-
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tion ψk such that Ex∼N0 [(ψk(x)− ψ(x))2] ≤ poly(α)ε4. Now we can construct the

approximation f̃ (x) = ψk(x)N0(x)/Ñ (x). Let our indicator S̃ = 1{ f̃ ((x) > 1/2}

and from Lemma C.5.1 and Lemma C.5.2 we obtain the result.

Lemma C.5.3. Let P, Q be two distributions on Rd such that P(x), Q(x) > 0 for all x

and ` : Rd 7→ R be a function. Then it holds

∣∣∣∣ E
x∼P

[`(x)]− E
x∼Q

[`(x)]
∣∣∣∣ ≤

(
E

x∼P
[`2(x)] E

x∼P

)1/2([(
Q(x)
P(x)

)2
])1/2

Moreover,

∣∣∣∣ E
x∼P

[`(x)]− E
x∼Q

[`(x)]
∣∣∣∣ ≤ 2

((
E

x∼P
[`2(x)] + E

x∼Q
[`2(x)]

) )1/2√
dTV(P, Q)

Proof. Write∣∣∣∣ E
x∼P

[`(x)]− E
x∼Q

[`(x)]
∣∣∣∣ ≤ ∫ `(x)

√
P(x)

|P(x)−Q(x)|√
P(x)

dx

=

( ∫
`2(x)P(x)dx

∫
(P(x)−Q(x))2

P(x)
dx

)1/2

For the second inequality we have∣∣∣∣ E
x∼P

[`(x)]− E
x∼Q

[`(x)]
∣∣∣∣ ≤ ∫ `(x)|P(x)−Q(x)|dx

≤
∫

`(x)
√

P(x) + Q(x)
|P(x)−Q(x)|√

P(x) + Q(x)
dx

≤
(

E
x∼P

[`2(x)] + E
x∼Q

[`2(x)]
)1/2(∫ (P(x)−Q(x))2

P(x) + Q(x)
dx
)1/2

Now observe that

(∫
(P(x)−Q(x))2

P(x) + Q(x)
dx
)1/2

≤
(

2
∫ (√

P(x)−
√

Q(x)
)2

dx

)1/2

= 2dH(P, Q) ≤ 2
√

dTV(P, Q).
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C.6 Missing Proofs of Section 5.4

In the following we use the polynomial norms. Let p(x) = ∑V:|V|≤k cV xV be a

multivariate polynomial. We define

‖p‖∞ = max
V:|V|≤k

|cV |, ‖p‖1 = ∑
V:|V|≤k

|cV |.

Proof of Lemma 5.4.3

Let W = S1 ∩ S2 ∩ { f1 > f2} ∪ S1 \ S2, that is the set of points where the first

density is larger than the second. We now write the L1 distance between f1, f2 as

∫
| f1(x)− f2(x)|dx =

∫
1W(x)( f1(x)− f2(x))dx

Denote p(x) the polynomial that will do the approximation of the L1 distance.

From Lemma 5.4.2 we know that there exists a Normal distribution within small

chi-squared divergence of both N (µ1, Σ1) and N (µ2, Σ2). Call the density func-

tion of this distribution g(x). We have

∣∣∣ ∫ | f1(x)− f2(x)|dx−
∫

p(x)( f1(x)− f2(x))
∣∣∣ (C.6.1)

=

∣∣∣∣∫ (1W(x)− p(x)) ( f1(x)− f2(x))dx
∣∣∣∣

≤
∫
|1W(x)− p(x)| | f1(x)− f2(x)|dx

≤
∫
|1W(x)− p(x)|

√
g(x)

| f1(x)− f2(x)|√
g(x)

dx

≤
√∫

(1W(x)− p(x))2g(x)dx

√∫
( f1(x)− f2(x))2

g(x)
dx, (C.6.2)
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where we use Schwarzs’ inequality. From Lemma 5.4.2 we know that

∫ f1(x)2

g(x)
dx ≤

∫ N (µ1, Σ1; x)2

g(x)
dx = exp(poly(1/α)).

Similarly,
∫ f2(x)2

g(x) dx = exp(poly(1/α)). Therefore we have,

∣∣∣∣∫ | f1(x)− f2(x)|dx−
∫

p(x)( f1(x)− f2(x))
∣∣∣∣

≤ exp(poly(1/α))

√∫
(1W(x)− p(x))2g(x)dx

Recall that g(x) is the density function of a Gaussian distribution, and let µ, Σ

be the parameters of this Gaussian. Notice that it remains to show that there

exists a good approximating polynomial p(x) to the indicator function 1W . We

can now transform the space so that g(x) becomes the standard normal. Notice

that this is an affine transformation that also transforms the set W; call the trans-

formed set Wt. We now argue that the Gaussian surface area of the transformed

set Wt at most a constant multiple of the Gaussian surface area of the original

set W. Let N (µi, Σi; Si) = αi for i = 1, 2 and let h1(x) = N (µ1, Σ1; x)/α1 resp.

h2(x) = N (µ2, Σ2; x)/α2 be the density of first resp. second Normal ignoring

the truncation sets S1, S2. Notice that instead of f1, f2 we may use h1, h2 in the

definition of W, that is

W = (S1 ∩ S2 ∩ {h1 ≥ h2}) ∪ S1 \ S2.

Now, since Σ−1/2 > 0 we have that the affine map T(x) = Σ−1/2(x − µ) is a

bijection. Therefore T(A ∩ B) = T(A) ∩ T(B) and T(A ∪ B) = T(A) ∪ T(B).

Similarly to Wt = T(W), let St
1, St

2, {h1 ≥ h2}t be the transformed sets. Therefore,

Wt = (St
1 ∩ St

2 ∩ {h1 ≥ h2}t) ∪ St
1 \ St

2.

302



We will use some elementary properties of Gaussian surface area (see for example

Fact 17 of [KOS08]). We have that for any sets S1, S2 Γ(S1 ∩ S2) and Γ(S1 ∪ S2)

are upper bounded from Γ(S1) + Γ(S2). Moreover, Γ(S1 \ S2) ≤ Γ(S1) + Γ(Sc
2) =

Γ(S1) + Γ(S2). From our assumptions, we know that the Gaussian surface area

of the sets St
1, St

2 is O(Γ(S). Notice now that the set {h1 ≥ h2}t is a degree 2

polynomial threshold function. Therefore, using the result of [Kan11] (see also

Table 1.1) we obtain that Γ({h1 ≥ h2}t) = O(1). Combining the above we ob-

tain that Γ(Wt) = O(Γ(S). To keep the notation simple we from now on we

will by W the transformed set Wt. Now, assuming that a good approximating

polynomial p(x) of degree k exists with respect to N (0, I) then p(Σ−1/2(x− µ))

is a polynomial of degree k that approximates 1W(x) with respect to g(x). Since

1W ∈ L2(Rd, N0) we can approximate it using Hermite polynomials. For some

k ∈N we set p(x) = Sk1W(x), that is

pk(x) = ∑
V:|V|≤k

1̂W HV(x).

Combining Lemma 5.2.6 and Lemma 2.3.9 we obtain

E
x∼N0

[(1W(x)− pk(x))2] = O
(

Γ(S)
k1/2

)
.

Therefore,∣∣∣∣∫ | f1(x)− f2(x)|dx−
∫

pk(x)( f1(x)− f2(x))
∣∣∣∣ = exp(poly(1/α))

Γ(S)1/2

k1/4 .

Therefore, ignoring the dependence on the absolute constant α, to achieve error

O(ε) we need degree k = O(Γ(S)2/ε4).

To complete the proof, it remains to obtain a bound for the coefficients of the

polynomial q(x) = pk(Σ
−1/2(x− µ)). We use the standard notation of polynomial

norms, e.g. ‖p‖∞ is the maximum (in absolute value) coefficient, ‖p‖1 is the

sum of the absolute values of all coefficients etc. From Parseval’s identity we

obtain that the sum of the squared weights is less than 1 so these coefficients are
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clearly not large. The large coefficients are those of the Hermite Polynomials.

We consider first the 1 dimensional Hermite polynomial and take an even degree

Hermite polynomial Hn. The explicit formula for the k-th degree coefficient is

2k/2−n/2
√

n!
(n/2− k/2)!k!

≤ 2n,

see, for example, [Sze67]. Similarly, we show the same bound when the degree of

the Hermite polynomial is odd. Therefore, we have that the maximum coefficient

of HV(x) = ∏d
i=1 Hi(xi) is at most ∏d

i=1 2vi = 2∑d
i=1 vi = 2|V|. Using Lemma C.6.1

we obtain that

∥∥∥HV(Σ
−1/2(x− µ))

∥∥∥
1
≤
(

d + |V|
|V|

)
2|V|

(√
d
∥∥∥Σ−1/2

∥∥∥
2
+
∥∥∥Σ−1/2µ

∥∥∥
2

)|V|
≤
(

d + |V|
|V|

)
(4d)|V|/2(O(1/α2))|V|.

Now we have

‖q(x)‖∞ ≤ ∑
V:|V|≤k

|cV |
∥∥∥HV(Σ

−1/2(x− µ))
∥∥∥

∞
≤
(

d + k
k

)2

(4d)k/2(O(1/α2))k,

where we used the fact that since ∑V |cv|2 ≤ 1 it holds that |cV | ≤ 1 for all V. To

conclude the proof we notice that we can pick the degree k so that

∣∣∣∣∫ q(x)( f1(x)− f2(x))
∣∣∣∣ =

∣∣∣∣∣∣ ∑
V:|V|≤k

xV( f1(x)− f2(x))

∣∣∣∣∣∣ ≥ ε/2.

Since the maximum coefficient of q(x) is bounded by dO(k) we obtain the result.
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Proof of Theorem 5.4.1

We first draw O(d2/ε2) and compute estimates of the conditional mean µ̃C and

covariance Σ̃C that satisfy the guarantees of Lemma C.1.2. We now transform the

space so that µ̃C = 0 and ΣC = I. For simplicity we still denote µ and Σ the pa-

rameters of the unknown Gaussian after the transformation. From Lemma C.1.3

we have that
∥∥∥Σ−1/2µ

∥∥∥
2
≤ O(log(1/α)1/2/α), and Ω(α2) ≤

∥∥∥Σ1/2
∥∥∥

2
≤ O(1/α2).

Let m̃V be the empirical moments of N (µ, Σ, S), m̃V = ∑N
i=1 xV

N . We first bound the

variance of a moment xV .

Var
x∼N (µ,Σ,S)

[xV ] ≤ E
x∼N (µ,Σ,S)

[x2V ] ≤ 1
α

E
x∼N (µ,Σ)

[x2V ] =
1
α

E
x∼N (0,I)

[(Σ1/2x + µ)2V ]

Following the proof of Lemma C.6.1 we get that

∥∥∥(Σ1/2x + µ)2V
∥∥∥

∞
≤ (
√

d
∥∥∥Σ1/2

∥∥∥
2
+ ‖µ‖2)

|V|.

Using Lemma 5.4.3 we know that if we set k = Γ(S)/ε4 then given any guess of

the parameters µ̃, Σ̃, S̃ we can check whether the corresponding truncated Gaus-

sian N (µ̃, Σ̃, S̃) is in total variation distance ε from the true by checking that all

moments Ex∼N (µ̃,Σ̃,S̃)[x
V ] of the guess are close to the (estimates) of the true mo-

ments. Using the above observations and ignoring the dependence on the con-

stant α we get that
∥∥∥(Σ1/2x + µ)2V

∥∥∥
∞
≤ dO(k). Chebyshev’s inequality implies that

with dO(k)/ε2 samples we can get an estimate such that with probability at least

3/4 it holds |m̃V − mV | ≤ ε/dO(k). Using the standard process of repeating and

taking the median estimate we amplify the success probability to 1− δ. Since we

want all the estimates of all the moments V with |V| ≤ k to be accurate we choose

δ = 1/dO(k) and by the union bound we obtain that with constant probability

|m̃V − mV | ≤ ε/dO(k) for all V with |V| ≤ k. Now, for any tuple of parameters

(µ̃, Σ̃, S̃) we check whether the first dO(k) moments of the corresponding truncated

Gaussian N (µ̃, Σ̃, S̃) are in distance ε/dO(k) of the estimates m̃V . If this is true for

305



all the moments, then Lemma 5.4.3 implies that dTV(N (µ, Σ, S),N (µ̃, Σ̃, S̃)) ≤ ε.

Proof of Lemma 5.4.2

Without loss of generality we may assume that N1 = N (0, I) and N2 = N (µ, Λ),

where Λ is a diagonal matrix with elements λi > 0. We define the normal N =

N (0, R) with ri = max(1, λi). We have

Dχ2(N2‖N) + 1 =
∫ N (µ, Λ; x)2

N (0, R; x)
dx

=

√
|R|

(2π)d/2|Λ|
exp(−µTΛ−1µ)

∫
exp

(
xT
(

1
2

R−1 −Λ−1
)
+ 2µTΛ−1x

)
dx︸ ︷︷ ︸

I

We have

I =
d

∏
i=1

∫
exp

(
x2

i

(
1

2ri
− 1

λi

)
+ 2

µi

λi
xi

)
dxi = (2π)d/2

d

∏
i=1

exp
(

2riµ
2
i

2riλi−λ2
i

)
√

2/λi − 1/ri

Therefore,

Dχ2(N2‖N) + 1 ≤
d

∏
i=1

√
ri

2λi − λ2
i /ri

exp

(
2riµ

2
i

2riλi − λ2
i

)

= exp

(
d

∑
i=1

1
2

log

(
ri

2λi − λ2
i /ri

)
+

2riµ
2
i

2riλi − λ2
i

)

Using the fact that ri = max(1, λi) we have

d

∑
i=1

log

(
ri

2λi − λ2
i /ri

)
= ∑

i:λi<1
log

(
1

2λi − λ2
i

)

≤ ∑
i:λi<1

(
1
λ i
− 1
)2

≤
∥∥∥Λ−1 − I

∥∥∥2

F
,
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where we used the inequality log(1/(2x− x2)) ≤ (1/x− 1)2 which holds for all

x ∈ (0, 1). Moreover,

d

∑
i=1

2riµ
2
i

2riλi − λ2
i
= ∑

i:λ≤1

2µ2
i

2λi − λ2
i
+ ∑

i:λ>1

2µ2
i

λi
≤

d

∑
i=1

2µ2
i

λi
= 2

∥∥∥Λ−1/2µ
∥∥∥2

2
,

where we used the inequality 1/(2x − x2) ≤ 1/x which holds for all x ∈ (0, 1).

Combining the above we obtain

Dχ2(N2‖N) ≤ exp
(

1
2

∥∥∥Λ−1/2µ
∥∥∥

2
+ 2

∥∥∥Λ−1 − I
∥∥∥2

F

)

Similarly, we compute

Dχ2(N1‖N) + 1 =
d

∏
i=1

√
ri

2− 1/ri
= exp

(
1
2 ∑

i:λi>1
log
(

λi

2− 1/λi

))

≤ exp

(
1
2 ∑

i:λi>1
λi

(
1− 1

λ i

)2
)

≤ exp
(

1
2

max(‖Λ‖2 , 1)
∥∥∥Λ−1 − I

∥∥∥2

F

)

The following lemma gives a very rough bound on the maximum coefficient

of multivariate polynomials of affine transformations.

Lemma C.6.1. Let p(x) = ∑V:|V|≤k cV xV be a multivariate polynomial of degree k. Let

A ∈ Rd×d, b ∈ Rd. Let q(x) = p(Ax + b). Then

‖q‖∞ ≤ ‖p‖∞

(
d + k

k

)(√
d ‖A‖2 + ‖b‖2

)k
.

Proof. We have that

q(x) = ∑
V:|V|≤k

cV

d

∏
i=1

(
d

∑
j=1

Aijxj + bi

)vi
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Therefore,

‖q‖1 ≤ ∑
V:|V|≤k

cV

d

∏
i=1

(
d

∑
j=1
|Aij|+ |bi|

)vi

≤ ∑
V:|V|≤k

cV

d

∏
i=1

(‖A‖∞ + ‖b‖∞)vi

= ∑
V:|V|≤k

cV (‖A‖∞ + ‖b‖∞)|V| ≤ ‖p‖∞

(
d + k

k

)
(‖A‖∞ + ‖b‖∞)k

≤ ‖p‖∞

(
d + k

k

)(√
d ‖A‖2 + ‖b‖2

)k
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Appendix D

Details from Chapter 6

D.1 Multidimensional Taylor’s Theorem

In this section we present the Taylor’s theorem for multiple dimensions and we

prove Theorem 2.4.2.

Theorem D.1.1 (Multi-Dimensional Taylor’s Theorem). Let S ⊆ Rd and f : S→ R

be a (k + 1)-times differentiable function, then for any x, y ∈ S it holds that

f (y) = ∑
α∈Nd,|α|≤k

Dα f (x)
α!

(y− x)α + Hk(y; x),

withHk(y; x) = ∑
β∈Nd,|β|=k+1

Rβ(y; x)(y− x)β , and

Rβ(y; x) =
|β|
β!

∫ 1

0
(1− t)|β|−1Dβ f (x + t(y− x))dt.

We now provide a proof of Theorem 2.4.2.

Proof of Theorem 2.4.2. We start by observing that

∣∣∣ f (y)− f k(y; x)
∣∣∣ ≤

 ∑
β∈Nd,|β|=k+1

1
β!

 · Rk+1 ·M.
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This inequality follows from multidimensional Taylor’s Theorem by some simple

calculations. To show the second part it suffices to show that ∑β∈Nd,|β|=k+1
1
β! ≤(

15d
k

)k+1
. To prove the later we first show that minβ∈Nd,|β|=k+1 β! = (`!)d−r((`+

1)!)r where ` = b k+1
d c and r = k + 1 (mod d). We prove this via contradiction,

if this is not true then the minimum minβ∈Nd,|β|=k+1 β! is achieved in multi-index

β such that there exist i, j ∈ [d] such that βi < ` and β j > ` + 1. In this case

we define β′ to be equal to β except for β′i = βi + 1 and β′j = β j − 1. In this

case we get β′! <
β j

βi+1 β′! = β!, which contradicts the optimality of β. There-

fore we have that ∑β∈Nd,|β|=k+1
1
β! ≤ (d+k+1

k+1 ) 1
((`+1)!)d . Now via upper bounds

from Stirling’s approximation we get that (d+k+1
k+1 ) 1

((`+1)!)d ≤
ek+1(1+ d

k+1)
k+1

((k+1)/d)k+1e−k−1 ≤(
e2d
k

)k+1 (
1 + k

k+1

)k+1
and the Corollary follows from simple calculations on the

last expression.

D.2 Missing Proofs for Single Dimensional Densities

In this section we provide the proof of the theorems presented in Section 6.2.

D.2.1 Proof of Theorem 6.2.1

We are going to use the following result that bounds the error of Hermite polyno-

mial interpolation, wherein besides matching the values of the target function the

approximating polynomial also matches its derivatives. The following theorem

can be seen as a generalization of Lagrange interpolation, where the interpolation

nodes are distinct, and Taylor’s remainder theorem where we find a polynomial

that matches the first k derivatives at a single node.

Lemma D.2.1 (Hermite Interpolation Error). Let x1, . . . , xs be distinct nodes in [a, b]

and let m1, . . . , ms ∈ N such that ∑s
i=1 mi = k + 1. Moreover, let f be a (k + 1) times

continuously differentiable function over [a, b] and p be a polynomial of degree at most k
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such that for each xi

p(xi) = f (xi) p′(xi) = f ′(xi) . . . p(mi−1)(xi) = f (mi−1)(xi) .

Then for all x ∈ [a, b], there exists ξ ∈ (a, b) such that

f (x)− p(x) =
f (k+1)(ξ)

(k + 1)!

s

∏
i=1

(x− xi)
mi .

We are also going to use the following upper bound on Kullback-Leibler di-

vergence. For a proof see Lemma 1 of [BS91].

Lemma D.2.2. Let P ,Q be distributions on R with corresponding density functions p, q.

Then for any c > 0 it holds

DKL(P‖Q) ≤ e‖log(p(x)/q(x))−c‖∞

∫
p(x)

(
log

p(x)
q(x)

− c
)2

dx .

Before, the proof of Theorem 6.2.1 we are going to show a useful lemma. Let

f , g be two density functions such that DKL( f ‖g) > 0 and let r another function r

that lies strictly between the two densities f , g. The following lemma states that

after we normalize r to become a density function r we get that r is closer to f in

Kullback-Leibler divergence than g.

Lemma D.2.3 (Kullback-Leibler Monotonicity). Let f , g be density functions over R

such that the measure defined by f is absolutely continuous with respect to that defined

by g, i.e. the support of f is a subset of that of g. Let also r be an integrable function such

that r(x) ≥ 0, for all x ∈ R, and moreover, for all x ∈ R \ Z

f (x) ≤ r(x) < g(x) or g(x) < r(x) ≤ f (x)

where Z is a set that has measure 0 under both f and g. Then, if r(x) = r(x)∫
r(x)dx is the

density function corresponding to r(·), it holds that

DKL( f ‖r) < DKL( f ‖g).
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Proof. To simplify notation we are going to assume that the support of f is the

entire R, and we define the sets A< = {x ∈ R : r(x) < g(x)}, A> = {x ∈ R :

r(x) > g(x)}. In the following proof we are going to ignore the measure zero

set where the assumptions about g, r, f do not hold. Denote C =
∫

r(x)dx =

1−
∫
(g(x)− r(x))dx. We have

DKL( f ‖g)−DKL( f ‖r) =
∫

f (x) log
r(x)
g(x)

dx =
∫

f (x) log
r(x)
g(x)

dx− log C

≥
∫

r(x) log
r(x)
g(x)

dx− log C ,

where for the last inequality we used the fact that f (x) < r(x) for all x ∈ A<

and f (x) > r(x) for all x ∈ A>. Using the inequality log(1 + z) ≤ z we obtain

− log C ≥
∫
(g(x)− r(x))dx. Using this fact we obtain

DKL( f ‖p)−DKL( f ‖r) ≥
∫

r(x) log
r(x)
g(x)

dx +
∫
(g(x)− r(x)) dx

≥
∫ (

r(x) log
r(x)
g(x)

+ g(x)− r(x)
)

dx.

To finish the proof we observe that r(x) log(r(x)/g(x))+ g(x)− r(x) > 0 for every

x. To see this we rewrite the inequality as log r(x)
g(x) − 1+ g(x)

r(x) > 0. To prove this we

use the inequality log(z)− 1 + 1/z > 0 for all z 6= 1.

We are now ready to prove the main result of this section which is Theo-

rem 6.2.1.

Proof of Theorem 6.2.1

Recall that

p = argmin
q∈Qk

DKL(P( f , S)‖P(q, S)) .

To simplify notation, we define the functions φ f (x) = f (x) − ψ( f , S) and

φp(x) = p(x)− ψ(p, S). Notice that these are the log densities of the conditional

distributions P( f , S) and P(p, S) on the set S, viewed as functions over the entire
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interval I (i.e. they are the conditional log densities without the indicator 1S(x)).

Notice that φp is a polynomial of degree at most k. Let g(x) = φ f (x)− φp(x). We

first show the following claim.

Claim D.2.4. The equation g(x) = 0 has at least k+ 1 roots in S, counting multiplicities.

Proof of Claim D.2.4. To reach a contradiction, assume that it has k (or fewer) roots.

Let ξ1, . . . , ξs ∈ I be the distinct roots of g(x) = 0 ordered in increasing order and

let m1, . . . , ms be their multiplicities. Denote by I0, . . . , Is the partition of I using

the roots of g(x), that is

I0 = (−∞, ξ1] ∩ I = [ξ0, ξ1], I1 = [ξ1, ξ2], . . . , Is = [ξs, ξs+1] = [ξs,+∞) ∩ I .

Let q be the polynomial that has the same roots as g(x) and also the same sign as

g(x) in every set Ij of the partition. We claim that there exists λ > 0 such that, for

every j and x ∈ int(Ij), φ f (x)− (φp(x)+λq(x)) has the same sign as φ f (x)−φp(x)

and also |φ f (x)− (φp(x) + λq(x))| < |φ f (x)− φp(x)|. Indeed, fix an interval Ij

and without loss of generality assume that g(x) > 0 for all x ∈ Ij \ {ξ j, ξ j+1}. Then

it suffices to show that there exists λj > 0 such that 0 < g(x)− λjq(x) < g(x).

Since q(x) > 0 for every x ∈ int(Ij), we need to choose λj < g(x)/q(x) . Since ξ j

is a root of the same multiplicity of both g(x) and q(x) and g(x), q(x) > 0 for all

x ∈ int(Ij) we have limx→ξ+j

g(x)
q(x) = a > 0. Similarly, we have limx→ξ−j+1

g(x)
q(x) = b >

0. We can now define the following function

h(x) =


a, x = ξ j

g(x)/q(x), ξ j < x < ξ j+1

b, x = ξ j+1

.

We showed that h(x) is continuous in Ij = [ξ j, ξ j+1] and therefore has a minimum

value rj > 0 in the closed interval Ij. We set λj = rj. With the same argument as

above we obtain that for each interval Ij we can pick λj > 0. Since the number

of intervals in our partition is finite we may set λ = minj=0,...,s λj and still have
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λ > 0.

We have shown that the polynomial r(x) = φp(x) + λq(x) is almost every-

where, that is apart from a measure zero set, strictly closer to φ f (x). In particular,

we have that φp(x) for every x ∈ [0, 1], |φ f (x) − r(x)| ≤ |φ f (x) − φp(x)| and

for every x ∈ S \ {ξ0, . . . , ξs+1} it holds |φ f (x)− r(x)| < |φ f (x)− φp(x)|. More-

over, by construction we have that φ f (x) − r(x) and φ f (x) − p(x) are always of

the same sign. Finally, the degree of r(x) is at most k. Using Lemma D.2.3 we

obtain that DKL(P( f , S)‖P(r, S)) < DKL(P( f , S)‖P(p, S)), which is impossible

since we know that p is the polynomial that minimizes the Kullback-Leibler di-

vergence.

We are now ready to finish the proof of our lemma. Using Lemma D.2.1 and

Claim D.2.4 we have that φp and φ f are close not only in S but in the whole

interval I. In particular, for every x ∈ I it holds∣∣∣∣ f (x)− log
∫

S
e f (x)dx− p(x) + log

∫
S

ep(x)dx
∣∣∣∣ ≤ M

(k + 1)!
Rk+1 := Wk . (D.2.1)

Using the above bound together with Lemma D.2.2, where if we set the parameter

c = log P( f ;I)P(p;S)
P(p;I)P( f ;S) , we obtain

DKL(P( f , I)‖P(p, I)) ≤ eWkW2
k .

D.2.2 Proof of Theorem 6.2.3

We first show that the minimizer of the Kullback-Leibler divergence belongs to

the set Dk. Let q∗ = argminq∈Qk
DKL(P( f , S)‖P(q, S)) be the minimizer over the

set of degree k polynomials. From the assumption that f ∈ L∞(I, B) we have that

e−Bα ≤
∫

S e f (x)dx ≤ eB and therefore |ψ( f , S)| ≤ B + log(1/α). We know from

Equation (D.2.1) that for all x ∈ I it holds

|q(x)− ψ(q, S)− f (x) + ψ( f , S)| ≤Wk =
Mk+1

(k + 1)!
.

314



In particular, for x = 0 using the above inequality we have |ψ(q∗, S)| ≤ Wk +

|ψ( f , S)|+ | f (0)| ≤Wk + 2B+ log(1/α). Therefore, q∗ ∈ Dk. From the Pythagorean

identity of the information projection we have that for any other q ∈ Dk it holds

DKL(P( f , S)‖P(q, S)) = DKL(P( f , S)‖P(q∗, S)) + DKL(P(q∗, S)‖P(q, S)).

Therefore, from the definition of q as an approximate minimizer with optimality

gap ε we have that DKL(P(q∗, S)‖P(q, S)) ≤ ε and from Pinsker’s inequality we

obtain dTV(P(q∗, S),P(q, S)) ≤
√

ε. Using the triangle inequality, we obtain

dTV(P(q, I),P( f , I)) ≤ dTV(P(q, I),P(q∗, I)) + dTV(P(q∗, I),P( f , I))

From Theorem 6.2.1 and Pinsker’s inequality we obtain that

dTV(P(q∗, I),P( f , I)) ≤ eWk/2Wk.

Moreover, from Lemma 6.3.3 we have that

dTV(P(q, I),P(q∗, I)) ≤ 4e10B(2C/α)k+8√ε,

where C is the absolute constant of Theorem 2.6.2.

D.3 Missing Proofs for Multi-Dimensional Densities

In this section we provide the proofs of the theorems presented in Section 6.3.

D.3.1 Proof of Distortion of Conditioning Lemma 6.3.3

We start by showing the upper bound on dTV(P(p, K),P(q, K)). We first observe

that for every set R ⊆ K it holds

e−‖1K p‖∞ vol(R) ≤
∫

R
ep(x)dx ≤ e‖1K p‖∞ vol(R) (D.3.1)

315



Which implies that |ψ(p, R)| ≤ ‖1K p‖∞ + log(1/ vol(R)). We are going to bound

the total variation distance after truncation on a set S from below as follows

2dTV(P(p, S),P(q, S)) =
∫

S

∣∣∣∣∣ ep(x)

eψ(p,S)
− eq(x)

eψ(q,S)

∣∣∣∣∣dx

≥ min
x∈S

(
ep(x)

eψ(p,S)

) ∫
S

∣∣∣∣∣1− e−p(x)

e−ψ(p,S)
· eq(x)

eψ(q,S)

∣∣∣∣∣dx

≥ e−2‖1K p‖∞

vol(S)

∫
S

∣∣∣1− er(x)
∣∣∣dx , (D.3.2)

where r(x) = q(x) − ψ(q, S) − (p(x) − ψ(p, S)). For some γ > 0 we define the

set Q = K ∩ {z : |r(z)| ≤ γ}. Using Theorem 2.6.2 for the degree k polynomial

r(x) and setting q = 2k, γ =
(

vol(S)
2C min{d,2k}

)k√∫
K(r(x))2dx, we get that vol (Q) ≤

vol(S)/2. We are now going to relate the total variation distance of P(p) and

P(q) with the integral
∫

K(r(x))2dx. Applying Lemma D.2.2 with c = −(ψ(q, K)−

ψ(p, K)) + (ψ(q, S)− ψ(p, S)) we have that

DKL(P(p, K)‖P(q, K)) ≤ e‖1Kr‖∞

∫
K
P(p, K; x)(r(x))2dx

≤ e‖1Kr‖∞+2‖1K p‖∞

∫
K
(r(x))2 dx.

From equation (D.3.1) we obtain that

‖1Kr‖∞ ≤ 2 ‖1K p‖∞ + 2 ‖1Kq‖∞ + 2 log(1/ vol(S)).

Now, using Pinsker’s and the above inequality we obtain

dTV(P(p, K),P(q, K)) ≤
√

DKL(P(p, K)‖P(q, K))

≤ e2‖1K p‖∞+‖1Kq‖∞

vol(S)

√∫
K
(r(x))2dx

≤ e2‖1K p‖∞+‖1Kq‖∞
(2C min{d, 2k})k

vol(S)k+1 γ.
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We have

∫
S
|1− er(x)|dx ≥

∫
S\Q
|1− er(x)|dx ≥ vol(S)

2
min

x∈S\Q
|1− er(x)| .

Since |r(x)| ≥ γ for all x ∈ S \ Q we have that if γ ≥ 1 then from the inequality

|1− ex| ≥ 1/2 for |x| > 1 and from equation (D.3.2) we obtain

2dTV(P(p, S),P(q, S)) ≥ e−2‖1K p‖∞

4
,

which implies our desired upper bound on the ratio dTV(P(p,K),P(q,K))
dTV(P(p,S),P(q,S)) , using that

vol(S) ≤ 1. If γ < 1 then we can use the inequality |1− ex| ≥ |x|/2 for |x| ≤ 1

together with (D.3.2) to get

2dTV(P(p, S),P(q, S)) ≥ e−2‖1K p‖∞
vol(S)

4
γ

≥ e−4‖1K p‖∞−‖1Kq‖∞
vol(S)k+1

4(2C min{d, 2k})k dTV(P(p, K),P(q, K)).

We now show the lower bound on dTV(P(p, K),P(q, K)). We have

2dTV(P(p, S),P(q, S)) =
∫

1S(x)
∣∣∣∣P(p, K; x)
P(p, K; S)

− P(q, K; x)
P(q, K; S)

∣∣∣∣dx

=
∫

1S(x)
∣∣∣∣P(p, K; x)
P(p, K; S)

− P(q, K; x)
P(p, K; S)

+
P(q, K; x)
P(p, K; S)

− P(q, K; x)
P(q, K; S)

∣∣∣∣dx

≤ 1
P(p, K; S)

∫
1S(x) |P(p, K; x)−P(q, K; x)|dx

+
∫

1S(x)
∣∣∣∣P(q, K; x)
P(p, K; S)

− P(q, K; x)
P(q, K; S)

∣∣∣∣dx

=
1

P(p, K; S)
dTV(P(p, K),P(q, K)) +

∣∣∣∣P(q, K; S)
P(p, K; S)

− 1
∣∣∣∣

≤ 2
P(p, K; S)

dTV(P(p, K),P(q, K)) ,

where for the last step we used the fact that

|P(p, K; S)−P(q, K; S)| ≤ dTV(P(p, K),P(q, K)).
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Using again equation (D.3.1) we obtain that

P(p, K; S) = eψ(p,S)−ψ(p,K) ≥ e−2B vol(S)
vol(K)

,

and since vol(K) = 1 the wanted bound of the lemma follows.

D.3.2 Proof of Theorem 6.3.2

We first prove the following lemma that shows that assuming that the k + 1-

th derivative of the log-density is bounded we can construct a polynomial that

approximates the distribution in Kullback-Leibler divergence.

Lemma D.3.1 (Approximation of Log-density). Let K ⊆ Rd be a centered convex set

of diameter diam∞(K) ≤ R and let f ∈ L(B, M) be a function supported on K. There

exists polynomial p(x) = vTmk(x) ∈ Qd,k such that for every S ⊆ K it holds

DKL(P( f , S)‖P(v, S)) ≤ 2
(

15MRd
k

)k+1

.

Moreover,

‖1K p‖∞ ≤ 2B +

(
15MRd

k

)k+1

.

Proof. The bound follows directly from Taylor’s theorem. Using Theorem 2.4.2

we obtain that there exists the Taylor polynomial fk(·; 0) of degree k around 0

satisfies ‖1K( f − fk)‖∞ ≤ (15MRd/k)k+1.

The bound on the Kullback-Leibler now follows directly from the following

simple inequality that bounds the Kullback-Leibler divergence in terms of the `∞
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norm of the log-densities. We have

DKL(P( f , S)‖P(g, S)) =
∫

S
P( f , S; x)( f (x)− g(x))dx (D.3.3)

+ log
(∫

S
eg(x)dx

)
− log

(∫
S

e f (x)dx
)

≤ ‖1S( f − p)‖∞ + log
(∫

S
e f (x)+‖1S( f−g)‖∞dx

)
(D.3.4)

− log
(∫

S
e f (x)dx

)
≤ 2 ‖1S( f − g)‖∞ . (D.3.5)

The polynomial provided by Theorem 2.4.2 does not necessarily have zero

constant term. We can simply subtract this constant and show that the L∞ norm

of the resulting polynomial does not grow by a lot. Using the triangle inequality

we get

‖1k( fk − fk(x0))‖∞ ≤ ‖1K f ‖∞ + ‖1K( fk − f )‖∞ + | fk(0)|

≤ 2B + M
(

15Rd
k

)k+1

.

Finally, we observe that the polynomials fk and fk − fk(0) correspond to the same

distribution after the normalization, therefore it still holds DKL(P( f , S)‖P( fk −

fk(0), S)) = DKL(P( f , S)‖P( fk, S)) ≤ 2(15MRd/k)k+1.

From Lemma D.3.1 we obtain that by choosing 0 ∈ K, there exists v such that∥∥1KvTmk(x)
∥∥

∞ ≤ 2B + (15Md/k)k+1. Moreover, from the same lemma we have

that minu∈D DKL(P( f , S)‖P(u, S)) ≤ DKL(P( f , S)‖P(v, S)) ≤ 2 (15Md/k)k+1. To

simplify notation set rk = 2 (15Md/k)k+1. Now, let q(x) = uTmk(x) be a polyno-

mial in the set D that satisfies

DKL(P( f , S)‖P(u, S)) ≤ min
u∈D

DKL(P( f , S)‖P(u, S)) + ε ≤ rk + ε.
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Using the triangle inequality, we have

dTV(P( f , K),P(u, K)) ≤ dTV(P( f , K),P(v, K)) + dTV(P(v, K),P(u, K)).

Using Lemma 6.3.3 we obtain that

dTV(P(v, K),P(u, K)) ≤ U · dTV(P(v, S),P(u, S))

where U = 4e15B(2Cd)k/αk+3. Using again the triangle inequality we obtain that

dTV(P(v, K),P(u, K)) ≤ U (dTV(P(v, S),P( f , S)) + dTV(P( f , S),P(u, S)))

Overall, we have proved the following important inequality that shows that we

can extend the conditional information to whole set K without increasing the

error by a lot. In other words, the polynomial with parameters u that we found

by (approximately) minimizing the Kullback-Leibler divergence to the conditional

distribution is a good approximation on the whole convex set K.

dTV(P( f , K),P(u, K)) ≤ dTV(P(v, K),P( f , K))

+ U (dTV(P(v, S),P( f , S)) + dTV(P( f , S),P(u, S)))

≤ (U + 1)(2
√

rk +
√

ε) .

where we set ε = 2
−Ω̃
(

d3 M
α2 +B

)
(1/ε)−Ω(log(d/α)) is the optimality gap of the vector

u. For the last inequality we use Pinsker’s inequality to get that

dTV(P(v, S),P( f , S)) ≤
√

DKL(P(v, S)‖P( f , S)) ≤ √rk

since the guarantee of Lemma D.3.1 holds for every subset R ⊆ K. Using again

Pinsker’s inequality to upper bound the other two total variation distances we
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obtain the final inequality. Substituting the values of U, L we obtain that

(U + 1)(2
√

rk) = O

(
e15B (2Cd)k

αk+3
(15Md)k/2+1/2

kk/2

)

= O

(
exp

(
15B + log

(√
Md
α3

)
+ k log

(
C′
√

d3M
α

)
− k log

√
k

))
,

where C′ is an absolute constant. Therefore, for k = O(d3M/α2 + B) + 2 log(1/ε)

it holds that U(2
√

rk) ≤ ε/2. Moreover, we observe that U
√

ε ≤ ε/2 and therefore

for this value of k we have dTV(P( f , K),P(u, K)) ≤ ε/2 + ε/2 ≤ ε.

D.3.3 Proof of Theorem 6.3.5

We start with two lemmas that we are going to use in our proof of Theorem 6.3.5.

Lemma D.3.2 (Theorem 46 of [BBGK18]). Let p be a polynomial with real coefficients

on d variables with some degree k such that p ∈ L∞([0, 1]d, B). Then, the magnitude of

any coefficient of p is at most B(2k)3k and the sum of magnitudes of all coefficients of p

is at most B min((2(d + k))3k, 2O(dk)).

We note that in [BBGK18] the (2(d + k))3k upper bound is given, the other

follows easily from the single dimensional bound 2O(k).

Lemma D.3.3 ([Ren92a, Ren92b]). Let pi : Rd 7→ R, i ∈ [m] be m polynomials over

the reals each of degree at most k. Let K = {x ∈ Rd : pi(x) ≥ 0, for all i ∈ [m]}. If

the coefficients of the pi’s are rational numbers with bit complexity at most L, there is an

algorithm that runs in time poly(L, (mk)d) and decides if K is empty or not. Furthermore,

if K is non-empty,the algorithm runs in time poly(L, (mk)d, log(1/δ)) and outputs a

point in K up to an L2 error δ.
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Objective Function of MLE

Now we define our objective, which is the Kullback-Leibler divergence between f

and the candidate distribution, or equivalently the maximum-likelihood objective.

L(v) = DKL(P( f , S)‖P(v, S)) (D.3.6)

=
∫
P( f , S; x) logP( f , S; x)dx (D.3.7)

−
∫
P( f , S; x)vTmk(x)dx + log

∫
S

evTmk(x)dx

The gradient of L(v) with respect to v is

∇vL(v) = −
∫
P( f , S; x)mk(x)dx +

∫
S mk(x)eaTmk(x)dx∫

S evTmk(x)dx

= E
x∼P(v,S)

[mk(x)]− E
x∼P( f ,S)

[mk(x)] (D.3.8)

The Hessian of L(a) with respect to v is

∇2
vL(v) =

∫
S mk(x)mT

k (x)evTmk(x)dx∫
S evTmk(x)

−
∫

S mk(x)mT
k (x)evTmk(x)dx(∫

S evTmk(x)
)2

= E
x∼P(v,S)

[mk(x)mT
k (x)]− E

x∼P(v,S)
[mk(x)] E

x∼P(v,S)
[mT

k (x)]. (D.3.9)

We observe that the Hessian is positive semi-definite since it is the covariance of

the vector mk(x). Therefore, we verify that L(v) is convex as a function of v.

Convergence of PSGD

Now, we prove that using Algorithm 10 we can efficiently estimate the param-

eters of a polynomial whose density well approximates the unknown density

P( f , [0, 1]d) in the whole unit cube.

We want to optimize the function L(v) of Equation D.3.6 constrained in the

convex set

D =
{

v ∈ Rm :
∥∥∥1KvTmk(x)

∥∥∥
∞
≤ C

}
.
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To be able to perform SGD we need to have unbiased estimates of the gradi-

ents. In particular, from the expression of the gradient (see Equation D.3.8) we

have that in order to have unbiased estimates we need to generate a sample from

the distribution P(v, S). We first observe that the initialization v(0) ∈ D. Us-

ing rejection sampling we can generate with probability at least 1 − δ a sam-

ple uniformly distributed on S after log(1/δ)/α draws from the uniform dis-

tribution on K. Using the samples distributed uniformly over S we can use

again rejection sampling to create a sample from P(v, S) using as base den-

sity the uniform over S. Since evTmk(x) ≤ eC, the acceptance probability is e−C.

We need to generate eC log(1/δ) samples from the uniform on S in order to

generate one sample from P(v, S). Overall, the total samples from the uni-

form on K in order to generate a sample from P(v, S) with probability 1 − δ

is O(eCC log(1/δ)). To generate an unbiased estimate of the gradient we can sim-

ply draw samples xt ∼ P(v, S), yt ∼ P( f , S) and then take their difference, i.e.

g(t) = mk(x(t))−mk(y(t)). We have
∥∥∥g(t)

∥∥∥2

2
≤ 2(d+k

k ) for any x ∈ K. Moreover,

we need a bound on the L2 diameter of D. From Lemma D.3.2 we have that since

vTmk(x) ∈ L∞(K, C) we get that ‖v‖2 ≤ ‖v‖1 ≤ C(2(d + k))k. Now, we have all

the ingredients to use Lemma 6.3.6, and obtain that after

T =
C22O(dk) · (d+k

k )

ε2 =
C22O(dk)

ε2

rounds, we have a vector v(T) with optimality gap ε.

We next describe an efficient way to project to the convex set D. The projection

to D is defined as argminu∈D ‖u− v‖2
2. We can use the Ellipsoid algorithm (see

for example [MG93]) to optimize the above convex objective as long as we can

implement a separation oracle for the set D. The set D has an infinite number of

linear constraints (one constraint for each x ∈ K but we can still use Renegar’s

algorithm to find a violated constraint for a point v /∈ D. Specifically, given a
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guess v we set up the following system of polynomial inequalities,

vTmk(x) ≥ C

0 ≤ xi ≤ 1 for all i ∈ [d] ,

where x is the variable. Using Lemma D.3.3 we can decide if the above system

is infeasible or find x that satisfies vTmk(x) ≥ C in time poly(((d + 1)k)d), where

we suppress the dependence on the accuracy and bit complexity parameters.1 If

Renegar’s algorithm returns such an x we have a violated constraint of D. Since

D bounds the absolute value of vTmk(x) we need to run Renegar’s algorithm also

for the system {x : vTmk(x) ≤ −C, x ∈ K}. The overall runtime of our separation

oracle is poly(((d + 1)k)d) and thus the runtime of Ellipsoid to implement the

projection step is also of the same order. Combining the runtime for sampling,

the projection, and the total number of rounds we obtain that the total runtime of

our algorithm is 2O(dk+C)/(αε2).

Algorithm 10 Projected Stochastic Gradient Descent. Given access to samples
from P( f , S).

1: procedure Sgd(T, η, C) . T: number of steps, η: step size, C: projection

parameter.

2: v(0) ← 0

3: Let D = {v : maxx∈K |vTmk(x)| ≤ C}

4: for t = 1, . . . , T do

5: Draw sample x(t) ∼ P(v(t−1), S) and y(t) ∼ P( f , S)

6: g(t) ← mk(x(t))−mk(y(t))

7: v(t) ← projD(v
(t−1) − ηg(t))

8: return

1Since the dependence of Renegar’s algorithm is polynomial in the bit size of the coefficients
and the accuracy of the solution it is straightforward to do the analysis of our algorithm assuming
finite precision rational numbers instead of reals.
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Appendix E

Details from Chapter 8

E.1 Proof of Theorem 8.1.1

We first remind the 3-SAT(3) problem that we use for our reduction.
3-SAT(3)3-SAT(3)

Input: A boolean CNF-formula φ with boolean variables x1, . . . , xn such that

every clause of φ has at most 3 boolean variables and every boolean variable

appears to at most 3 clauses.

Output: An assignment x ∈ {0, 1}n that satisfies φ, or ⊥ if no satisfying assign-

ment exists.

It is well known that 3-SAT(3) is FNP-complete, for details see paragraph 9.2

of [Pap94a]. To prove Theorem 8.1.1, we reduce 3-SAT(3) to ε-StationaryPoint.

Given an instance of 3-SAT(3) we construct the function f : [0, 1]n+m → [0, 1],

where m is the number of clauses of φ. For each literal xi we assign a real-valued

variable which by abuse of notation we also denote xi and it would be clear from

the context whether we refer to the literal or the real-valued variable. Then for

each clause φj of φ, we construct a polynomial f j(x) as follows: if `i, `k, `m are the

literals participating in φj, then f j(x) = f ji(x) · f jk(x) · f jm(x) where

f ji(x) =

 1− xi if `i = xi

xi if `i = xi
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The overall constructed function is f (x, w) = ∑m
j=1 wj · f j(x), where each wj is

an additional variable associated with clause φj. Finally we set ε , 1/24 and

P(A, b) , [0, 1]n+m. It is easy then to check that f is G-Lipschitz and L-smooth

with G, L ≤ poly(n, m).

Lemma E.1.1. There exists a satisfying assignment for the clauses φ1, . . . , φm if and only

if there exist (x?, w?) ∈ [0, 1]n+m such that ‖∇ f (x?, w?)‖2 ≤ 1/24.

Proof. Let us assume that there exists a satisfying assignment of φ. We then set

each variable x?i to 1 if and only if the respective boolean variable is true and we

set x?i to 0 otherwise. Since the assignment satisfies the CNF-formula φ, there

exists at least one true literal in each clause φj which means that f j(x) = 0 for

all j = 1, . . . , m. Setting w?
j , 0 for all j = 1, . . . , m we get easily check that

∇ f (x?, w?) = 0.

On the opposite direction, if there were (x?, w?) such that ‖∇ f (x?, w?)‖2 ≤

1/24, then for all j = 1 . . . m, f j(x) ≤ 1/24. Consider the probability distribu-

tion over the boolean assignments in which each boolean variable xi is independently

selected to be true with probability x?i . Then,

P
(
clause φj is not satisfied

)
= fj(x?) ≤ 1/24

Since φj shares variables with at most 6 other clauses, the bad event of φj not

being satisfied is dependent with at most 6 other bad events. By Lovász Local

Lemma, we get that the probability none of the events occurs is positive. As a

result, there exists a satisfying assignment.

Using Lemma E.1.1 we can conclude that φ is satisfiable if and only if f has a 1/24-

approximate stationary point. What is left to prove the FNP-hardness is to show

how we can find a satisfying assignment of φ given an approximate stationary

point of f . This can be done using the celebrated results that provide constructive

proofs of the Lovász Local Lemma [Mos09, MT10].
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E.2 Missing Proofs from Section 8.2

In this section we give proofs for the statements presented in Section 8.2. These

statements establish the totality and inclusion to PPAD of LR-LocalMinMax and

GDAFixedPoint.

E.2.1 Proof of Theorem 8.2.1

We start with establishing claim “1.” in the statement of the theorem. It is clear

that our proof provides a polynomial-time reduction from LR-LocalMinMax to

GDAFixedPoint. Suppose that (x?, y?) is an α-approximate fixed point of FGDA,

where α is the specified in the theorem statement function of δ, G and L. To

simplify our proof, we abuse notation and define f (x) , f (x, y?), ∇ f (x) ,

∇x f (x, y?), K , {x | (x, y?) ∈ P(A, b)} and x̂ , ΠK(x? − ∇ f (x?)). Because

(x?, y?) is an α-approximate fixed point of FFDA, it follows that ‖x̂− x?‖2 < α.

Claim E.2.1. 〈∇ f (x?), x? − x〉 < (G + δ + α) · α, for all x ∈ K ∩ Bd1(δ; x?).

Proof. Using the fact that x̂ = ΠK(x? −∇ f (x?)) and that K is a convex set we can

apply Theorem 1.5.5 (b) of [FP07] to get that

〈x? −∇ f (x?)− x̂, x− x̂〉 ≤ 0, ∀x ∈ K. (E.2.1)

Next, we do some simple algebra to get that, for all x ∈ K ∩ Bd1(δ; x?),

〈∇ f (x?), x? − x〉 = 〈x? −∇ f (x?)− x̂, x− x̂〉+ 〈x− x̂−∇ f (x?), x̂− x?〉
(E.2.1)
≤ 〈x− x̂−∇ f (x?), x̂− x?〉

≤ (‖x− x̂‖2 + ‖∇ f (x?)‖2) ‖x̂− x?‖2 < (G + δ + α) · α,

where the second to last inequality follows from Cauchy–Schwarz inequality

and the triangle inequality, and the last inequality follows from the triangle in-

equality and the following facts: (1) ‖x? − x̂‖2 < α, (2) x ∈ Bd1(δ; x?), and (3)

‖∇ f (x, y)‖2 ≤ G for all (x, y) ∈ P(A, b).
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For all x ∈ K ∩ Bd1(δ; x?), from the L-smoothness of f we have that

| f (x)− ( f (x?) + 〈∇ f (x∗), x− x?〉)| ≤ L
2
‖x− x?‖2

2 . (E.2.2)

We distinguish two cases:

1. f (x?) ≤ f (x): In this case we stop, remembering that

f (x?) ≤ f (x). (E.2.3)

2. f (x?) > f (x): In this case, we consider two further sub-cases:

(a) 〈∇ f (x∗), x− x?〉 ≥ 0: in this sub-case, Eq (E.2.2) gives

f (x?)− f (x) + 〈∇ f (x∗), x− x?〉 ≤ L
2
‖x− x?‖2

2

Thus

f (x?) ≤ f (x) +
L
2
‖x− x?‖2

2 ≤ f (x) +
L
2

δ2 < f (x) + ε, (E.2.4)

where for the last inequality we used that x ∈ Bd1(δ; x?), and that δ <
√

2ε/L.

(b) 〈∇ f (x∗), x− x?〉 < 0: in this sub-case, Eq (E.2.2) gives

f (x?)− f (x)− 〈∇ f (x∗), x? − x〉 ≤ L
2
‖x− x?‖2

2 .

Thus

f (x?) ≤ f (x) + 〈∇ f (x∗), x? − x〉+ L
2
‖x− x?‖2

2

≤ f (x) + 〈∇ f (x∗), x? − x〉+ L
2
· δ2

< f (x) + (G + δ + α) · α +
L
2
· δ2

≤ f (x) + ε, (E.2.5)
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where the second inequality follows from the fact that x ∈ Bd1(δ; x?),

the third inequality follows from Claim E.2.1, and the last inequality fol-

lows from the constraints δ <
√

2ε/L and α ≤
√

(G+δ)2+4(ε− L
2 δ2)−(G+δ)

2 .

In all cases, we get from (E.2.3), (E.2.4) and (E.2.5) that f (x?) < f (x) + ε, for all

x ∈ K ∩ Bd1(δ; x?). Thus, lifting our abuse of notation, we get that f (x?, y?) <

f (x, y?) + ε, for all x ∈ {x | x ∈ Bd1(δ; x?) and (x, y?) ∈ P(A, b)}. Using an

identical argument we can also show that f (x?, y?) > f (x?, y)− ε for all y ∈ {y |

y ∈ Bd2(δ; y?) and (x?, y) ∈ P(A, b)}. The first part of the theorem follows.

Now let us establish claim “2.” in the theorem statement. It is clear that our proof

provides a polynomial-time reduction from GDAFixedPoint to LR-LocalMinMax.

For the choice of parameters ε and δ described in the theorem statement, we will

show that, if (x?, y?) is an (ε, δ)-local min-max equilibrium of f , then

‖FGDAx(x?, y?)− x?‖2 < α/2 and
∥∥FGDAy(x?, y?)− y?

∥∥
2 < α/2.

The second part of the theorem then follows. We only prove that

‖FGDAx(x?, y?)− x?‖2 < α/2,

as the argument for y? is identical. In the argument below we abuse notation

in the same way we described earlier. With that notation we will show that

‖x̂− x?‖2 < α/2.

Proof that ‖x̂− x?‖ < α/2. From our choice of ε and δ, it is easy to see that δ =

α/(5L + 2) < α/2. Thus, if ‖x̂− x?‖ < δ, then we automatically get ‖x̂− x?‖ <

α/2. So it remains to handle the case ‖x̂− x?‖ ≥ δ. We choose xc , x? + δ x̂−x?
‖x̂−x?‖2

.

It is easy to see that xc ∈ Bd1(δ; x?) and hence we get that

f (x?)− ε < f (xc) ≤ f (x?) + 〈∇ f (x?), xc − x?〉+ L
2
‖xc − x?‖2

≤ f (x?) + 〈∇ f (x?), xc − x?〉+ ε

2
,
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where the first inequality follows from the fact that (x?, y?) is an (ε, δ)-local min-

max equilibrium, the second inequality follows from the L-smoothness of f , and

the third inequality follows from ‖xc − x?‖ ≤ δ and our choice of δ =
√

ε/L. The

above implies:

〈∇ f (x?), x? − xc〉 < 3ε/2.

Since x̂− x? = (xc − x?) · ‖x̂− x?‖2 /δ we get that 〈∇ f (x?), x? − x̂〉 < 3ε
2δ ‖x? − x̂‖2.

Therefore

‖x? − x̂‖2
2 = 〈x? −∇ f (x?)− x̂, x? − x̂〉+ 〈∇ f (x?), x? − x̂〉

<
3ε

2δ
‖x? − x̂‖2

where in the above inequality we have also used (E.2.1). As a result, ‖x? − x̂‖2 <

3ε
2δ < α/2.

E.2.2 Proof of Theorem 8.2.2

We provide a polynomial-time reduction from GDAFixedPoint to Brouwer. This

establishes both the totality of GDAFixedPoint and its inclusion to PPAD, since

Brouwer is both total and lies in PPAD, as per Lemma 7.1.5. It also establishes the

totality and inclusion to PPAD of LR-LocalMinMax, since LR-LocalMinMax is

polynomial-time reducible to GDAFixedPoint, as shown in Theorem 8.2.1.

We proceed to describe our reduction. Suppose that f is the G-Lipschitz and

L-smooth function provided as input to GDAFixedPoint. Suppose also that α is

the approximation parameter provided as input to GDAFixedPoint. Given f and

α, we define function M : P(A, b)→ P(A, b), which serves as input to Brouwer,

as follows:

M(x, y) = ΠP(A,b)
[
(x−∇x f (x, y), y +∇y f (x, y))

]
.

Given that f is L-smooth, it follows that M is (L + 1)-Lipschitz. We set the ap-

proximation parameter provided as input to Brouwer be γ = α2/4(G + 2
√

d).
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To show the validity of the afore-described reduction, we prove that any

(x?, y?) ∈ P(A, b) that is a γ-approximate fixed point of M, namely

‖M(x?, y?)− (x?, y?)‖2 < γ,

is also an α-approximate fixed point of FGDA. Observe that since P(A, b) ⊆ [0, 1]d

it holds that ‖(x, y)− (x′, y′)‖2 ≤
√

d for all (x, y), (x′, y′) ∈ P(A, b). Hence, if

γ >
√

d, then finding γ-approximate fixed points of M is trivial and the same

is true for fiding α-approximate fixed points of FGDA, since γ = α2/4(G + 2
√

d)

which implies that, if γ >
√

d, then α >
√

d. Thus, we may assume that γ ≤
√

d.

Next, to simplify notation we define

(x∆, y∆) = (x? −∇x f (x?, y?), y? +∇y f (x?, y?)) and

(x̂, ŷ) = argmin
(x,y)∈P(A,b)

‖(x∆, y∆)− (x, y)‖2 .

Given that (x?, y?) is a γ-approximate fixed point of M, we have that

‖(x?, y?)− (x̂, ŷ)‖2 < γ. (E.2.6)

Using Theorem 1.5.5 (b) of [FP07], we get that

〈(x∆, y∆)− (x̂, ŷ), (x, y)− (x̂, ŷ)〉 ≤ 0 for all (x, y) ∈ P(A, b). (E.2.7)

Claim E.2.2. For all (x, y) ∈ P(A, b), it holds that

〈(x∆, y∆)− (x?, y?), (x, y)− (x?, y?)〉 < (G + 2
√

d) · γ.
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Proof. We have that:

〈(x∆, y∆)− (x?, y?), (x, y)− (x?, y?)〉

= 〈(x∆, y∆)− (x̂, ŷ), (x, y)− (x?, y?)〉

+ 〈(x̂, ŷ)− (x?, y?), (x, y)− (x?, y?)〉

= 〈(x∆, y∆)− (x̂, ŷ), (x, y)− (x̂, ŷ)〉

+ 〈(x∆, y∆)− (x̂, ŷ), (x̂, ŷ)− (x?, y?)〉

+ 〈(x̂, ŷ)− (x?, y?), (x, y)− (x?, y?)〉

< ‖(x∆, y∆)− (x̂, ŷ)‖2 γ + γ ·
√

d

≤ ‖(x∆, y∆)− (x?, y?)‖2 γ + γ2 + γ ·
√

d

= ‖∇ f (x?, y?)‖2 γ + γ2 + γ ·
√

d

≤ (G + 2
√

d) · γ,

where (1) for the first inequality we use (E.2.6), (E.2.7), the Cauchy-Schwarz in-

equality, and the fact that the `2 diameter of P(A, b) is at most
√

d; (2) for the

second inquality we use the triangle inequality and (E.2.6); (3) for the equality

that follows we use the definition of (x∆, y∆); and (4) for the last inequality we

use that G, the Lipschitzness of f , bounds the magnitude of its gradient, and that

γ ≤
√

d.

Now let x′ = argminx∈K(y?) ‖x− x∆‖2 where K(y?) = {x | (x, y?) ∈ P(A, b))}.

Using Theorem 1.5.5 (b) of [FP07] for x′ we get that 〈x∆ − x′, x? − x′〉 ≤ 0. Using

Claim E.2.2 for vector (x′, y?) ∈ P(A, b) we get that 〈x? − x∆, x? − x′〉 < (G +

2
√

d)γ. Adding the last two inequalities and using the fact that γ = α2/4(G +

2
√

d) we get the following

∥∥∥x? −ΠK(y?)(x? −∇x f (x?, y?))
∥∥∥

2
<

√
(G + 2

√
d) · γ = α/2.
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Using the exact same reasoning we can also prove that

∥∥∥y? −ΠK(x?)(y
? −∇y f (x?, y?))

∥∥∥
2
< α/2

where K(x?) = {y | (x?, y) ∈ P(A, b))}. Combining the last two inequalities we

get that (x?, y?) is an α-approximate fixed point of FGDA.

E.3 Missing Proofs from Section 8.5

In this section we present the missing proofs from Section 8.5 and more precisely

in the following sections we prove the Lemmas 8.5.10, 8.5.11, and 8.5.12. For the

rest of the proofs in this section we define L(c) to be the cubelet which has the

down-left corner equal to c, formaly

L(c) =
[

c1

N − 1
,

c1 + 1
N − 1

]
× · · · ×

[
cd

N − 1
,

cd + 1
N − 1

]

and we also define Lc(c) to be the set of corners of the cubelet L(c), or more

formally

Lc(c) = {c1, c1 + 1} × · · · × {cd, cd + 1}.

E.3.1 Proof of Lemma 8.5.10

We start with a lemma about the differentiability properties of the functions Qc
v

which we defined in Definition 8.5.7.

Lemma E.3.1. Let x ∈ [0, 1]d lying in cublet R(x) =
[

c1
N−1 , c1+1

N−1

]
× · · · ×

[
cd

N−1 , cd+1
N−1

]
,

where c ∈ ([N]− 1)d. Then for any vertex v ∈ Rc(x), the function Qc
v(x) is continuous

and twice differentiable. Moreover if Qc
v(x) = 0 then also dQc

v(x)
dxi

= 0 and d2Qc
v(x)

dxi dxj
= 0.

Proof. 1st order differentiability: We remind from the Definition 8.5.7 that if we

let sc = (s1, . . . , sd) be the source vertex of R(x) and pc
x = (p1, . . . , pd) be the

canonical representation of x. Then for each vertex v ∈ Rc(x) we define the
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following partition of the set of coordinates [d],

Ac
v = {j : |vj − sj| = 0} and Bc

v = {j : |vj − sj| = 1}.

Now in case Bc
v = ∅, which corresponds to v being the source node sc then

Qc
v(x) = ∏d

j=1 S∞(1− S(pj)) which is clearly differentiable as product of com-

positions of differentiable functions. The exact same holds for Ac
v = ∅ which

corresponds to v being the target vertex tc of the cubelet R(x). We thus focus on

the case where Ac
v, Bc

v 6= ∅. To simplify notation we denote Qc
v(x) by Q(x), Ac

v

by A and Bc
v by B for the rest of this proof. We prove that in case i ∈ B then ∂Q(x)

∂xi

always exits. The case i ∈ A follows then symmetrically. We have the following

cases

I Let j ∈ A and ` ∈ B \ {i} such that pj ≥ p`. By Definition 8.5.7, if ε is

sufficiently small then Q(xi− ε, x−i) = Q(xi + ε, x−i) = Q(xi, x−i) = 0. Thus
∂Q(x)

∂xi
exists and equals 0.

I Let p` > pj for all ` ∈ B \ {i} and j ∈ A. In this case we have the following

subcases.

. pi > pj for all j ∈ A: Then ∂Q(x)
∂xi

exists since both S∞(·) and S(·) are

differentiable.

. pi < pj for some j ∈ A: By Definition 8.5.7, if ε is sufficiently small then

Q(xi − ε, x−i) = Q(xi + ε, x−i) = Q(xi, x−i) = 0. Thus ∂Q(x)
∂xi

exists and

equals 0.

. pi = pj for some j ∈ A and pi ≥ pj′ for all j′ ∈ A \ {j}: By Defi-

nition 8.5.7, if ε is sufficiently small then Q(xi − ε, x−i) = 0 and also

Q(xi, x−i) = 0, thus

lim
ε→0+

Q(xi, x−i)−Q(xi − ε, x−i)

ε
= 0.
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At the same time

lim
ε→0+

Q(xi + ε, x−i)−Q(xi, x−i)

ε
= 0

since both S∞(·) and S(·) are differentiable functions, S∞(S(pi)−S(pj)) =

S∞(0) = 0, and S′∞(S(pi)− S(pj)) = S′∞(0) = 0.

2nd order differentiability: Let Q′(x) be equal to ∂Q(x)
∂xk

for convenience. As in

the previous analysis in case Ac
v = ∅ or Bc

v = ∅ then Q′(x) is differentiable with

respect to xi since S(·), S∞(·) are twice differentiable. Thus we again focus in the

case where A, B 6= ∅. Notice that by the previous analysis Q′(x) = 0 if there

exists ` ∈ B and j ∈ A such that p` ≥ pj. Without loss of generality we assume

that i ∈ B and we prove that ∂Q′(x)
∂xi
, ∂2Q(x)

∂xi∂xk
always exists.

I Let j ∈ A and ` ∈ B \ {i} such that pj ≥ p`. By Definition 8.5.7, Q′(xi −

ε, x−i) = Q′(xi + ε, x−i) = Q′(xi, x−i) = 0. Thus ∂Q′(x)
∂xi

, ∂2Q′(x)
∂xi∂xk

exists and

equals 0.

I Let p` > pj for all ` ∈ B \ {i} and j ∈ A.

. pi > pj for all j ∈ A: Then ∂Q′(x)
∂xi
, ∂2Q(x)

∂xi∂xk
exists since both S∞(·) and

S(·) are twice differentiable.

. pi < pj for some j ∈ A. By Definition 8.5.7, Q′(xi − ε, x−i) = Q′(xi +

ε, x−i) = Q′(xi, x−i) = 0. Thus ∂Q′(x)
∂xi
, ∂2Q(x)

∂xi∂xk
exists and equals 0.

. pi = pj for some j ∈ A and pi > pj′ for all j′ ∈ A \ {j}. By Definition

8.5.7, if ε is sufficiently small then Q′(xi − ε, x−i) = 0 and thus

lim
ε→0+

Q′(xi, x−i)−Q′(xi − ε, x−i)

ε
= 0.

At the same time limε→0+
Q′(xi+ε,x−i)−Q′(xi,x−i)

ε exists since both S∞(·)

and S(·) are twice differentiable. Moreover equals 0 since S∞(S(pi)−

S(pj)) = S∞(0) = 0 and S′∞(S(pi)− S(pj)) = S′∞(0) = S′′∞(0) = S(0) =

0.
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In every step of the above proof where we use properties of S∞ and S we use

Lemma 8.5.3.

So far we have established the fact that the functions Qc
v(x) are twice differentiable

when x moves within the same cubelet. Next we will show that when x moves

from one cubelet to another then the corresponding Qc
v functions changes value

smoothly.

Lemma E.3.2. Let x ∈ [0, 1]d such that there exists a coordinate i ∈ [d] with the property

R(xi + ε, x−i) =
[

c1
N−1 , c1+1

N−1

]
× · · ·×

[
cd

N−1 , cd+1
N−1

]
and R(xi− ε, x−i) =

[
c′1

N−1 , c′1+1
N−1

]
×

· · · ×
[

c′d
N−1 , c′d+1

N−1

]
, with c, c′ ∈ ([N − 1]− 1)d and ε sufficiently small, i.e. x lies in the

boundary of two cubelets. Then the following statements hold.

1. For all vertices v ∈ Rc(xi + ε, x−i) ∩ Rc(xi − ε, x−i), it holds that

(a) Qc
v(x) = Qc′

v (x),

(b) ∂Qc
v(x)

∂xj
= ∂Qc′

v (x)
∂xi

for all i ∈ [d], and

(c) ∂2Qc
v(x)

∂xi ∂xj
= ∂Qc′

v (x)
∂xi ∂xj

for all i, j ∈ [d].

2. For all vertices v ∈ Rc(xi + ε, x−i) \ Rc(xi − ε, x−i), it holds that Qc
v(x) =

∂Qc
v(x)

∂xi
= ∂2Qc

v(x)
∂xi ∂xj

= 0.

3. for all vertices v ∈ Rc(xi − ε, x−i) \ Rc(xi + ε, x−i), it holds that Qc′
v (x) =

∂Qc′
v (x)

∂xi
= ∂2Qc′

v (x)
∂xi ∂xj

= 0.

Lemma E.3.2 is crucial since it establishes that Pv(x) is a continuous and twice

differentiable even when x moves from one cubelet to another. Since the proof of

Lemma E.3.2 is very long and contains the proof of some sublemmas, we postpone

it for the end of this section in Section E.3.1. We now proceed with the proof of

Lemma 8.5.10.

Proof of Lemma 8.5.10. We first prove that Pv(x) is a continuous function. Let x ∈

[0, 1]d lying on the boundary of the following cubelets

[
c(1)1

N − 1
,

c(1)1 + 1
N − 1

]
× · · · ×

[
c(1)d

N − 1
,

c(1)d + 1
N − 1

]

336



· · ·[
c(i)1

N − 1
,

c(i)1 + 1
N − 1

]
× · · · ×

[
c(i)d

N − 1
,

c(i)d + 1
N − 1

]
· · ·[

c(m)
1

N − 1
,

c(m)
1 + 1
N − 1

]
× · · · ×

[
c(m)

d
N − 1

,
c(m)

d + 1
N − 1

]
.

where c(1), . . . , c(m) ∈ ([N − 1]− 1)d. This means that for every i ∈ [m] there

exists a coordinate ji ∈ [d] and a value ηi ∈ R with sufficiently small absolute

value such that

R(xji + ηi, x−ji) =

[
c(i)1

N − 1
,

c(i)1 + 1
N − 1

]
× · · · ×

[
c(i)d

N − 1
,

c(i)d + 1
N − 1

]
.

We then consider the following cases.

I v /∈ ∪m
i=1Rc(xji + ηi, x−ji). By Definition 8.5.9, in all the m aforementioned

cubelets, the coefficient Pv takes value 0 and hence it is continuous in this

part of the space.

I v ∈ ∩j∈URc(xji + ηi, x−ji) and v /∈ ∪i∈URc(xji + ηi, x−ji), for some U ⊆ [m]

with U = [m] \ U. In this case Pv(xji + ηi, xji) was computed according

to a cubelet with v ∈ Rc(xji + ηi, x−ji). Then Lemma E.3.2 implies that

Qc(i)
v (x) = 0 since v ∈ Rc(xji + ηi, x−ji) \ Rc(xji′ + ηi′ , x−ji′ ) where i′ ∈ [m]

and i 6= i′. Therefore we conclude that Pv(x) = 0 and

lim
ηi→0

Pv(xji + ηi, x−i) = 0.

I v ∈ ∩m
i=1Rc(xji + ηi, x−ji). By Lemma E.3.2 for all i ∈ [m] it holds that

Qc(i)
v (x)

∑v∈Rc(xji
+ηi,x−ji

) Qc(i)
v (x)

=
Qc(i)

v (x)

∑v∈∩m
i=1Rc(xji

+ηi,x−ji
) Qc(i)

v (x)
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=
Qc(i

′)
v (x)

∑v∈∩m
i=1Rc(xji

+ηi,x−ji
) Qc(i′)

v (x)
=

Qc(i
′)

v (x)

∑v∈Rc(xji
+ηi,x−ji

) Qc(i′)
v (x)

which again implies the continuity of Pv(x) at x.

Next we prove that Pv(x) is differentiable for all v ∈ ([N]− 1)d. Fix some

i ∈ [d] we will prove that ∂P(x)
∂xi

always exists. Let C+ be the set of down-left

corners of the cubelets in which limε→0+(xi + ε, x−i) belongs to and C− be the set

of down-left corners of the cubelets in which limε→0+(xi − ε, x−i) belongs to. It

easy to see that C+ and C− are non-empty and fixed for ε > 0 and sufficiently

small.

To prove that ∂Pv(x)
∂xi

always exists, we consider the following 3 mutually exclu-

sive cases.

I v ∈ Lc(c(1)) for c(1) ∈ C+ and v ∈ Lc(c(2)) for c(2) ∈ C−. Since the coefficient

Pv(x) is a continuous function, we have that

. limε→0+
Pv(xi+ε,x−i)−Pv(xi,x−i)

ε

=
∂Qc(1)

v (x)
∂xi

∑v′∈Lc(c(1))
Qc(1)

v′ (x)−Qc(1)
v (x)∑v′∈Lc(c(1))

∂Qc(1)
v′ (x)

∂xi(
∑v′∈Lc(c(1))

Qc(1)
v′ (x)

)2

. limε→0+
Pv(xi,x−i)−Pv(xi−ε,x−i)

ε

=
∂Qc(2)

v (x)
∂xi

∑v′∈Lc(c(2))
Qc(2)

v′ (x)−Qc(2)
v (x)∑v′∈Lc(c(2))

∂Qc(2)
v′ (x)

∂xi(
∑v′∈Lc(c(2))

Qc(2)
v′ (x)

)2

Both of the above limits exists due to the fact that Qc
v(x) is differentiable

(Lemma E.3.1). Moreover, since v ∈ Lc(c(1)) ∩ Lc(c(2)), Case 1 of Lemma

E.3.2 implies that the two limits above have exactly the same value and

hence Pv is differentiable at x.

I v /∈ Lc(c(1)) for all c(1) ∈ C+. In the case where v /∈ Lc(c) for all the down-

left corners c of the cubelets at which x lies, then by Definition 8.5.9 Pv(xi, x−i) =

Pv(xi + ε, x−i) = Pv(xi − ε, x−i) = 0. Thus ∂Pv(x)
∂xi

exists and equals 0. There-

fore we may assume that v ∈ Lc(c) for some down-left corner c of a cubelet
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at which x lies. Due to the fact that Pv(x) is a continuous function and that

v /∈ Lc(c(1)) for all c(1) ∈ C+, we get that

Pv(xi + ε, x−i) = 0 and Pv(xi, x−i) = 0.

We also have that v ∈ Lc(c)/Lcc(1) where c, c(1) are down-left corners of

cubelets at which x lies and (xi + ε, x−i) lies respectively. Therefore we get

by Case 1 of Lemma E.3.2 that Qc
v(x) = 0 implying that Pv(xi, x−i) = 0. As

a result,

lim
ε→0+

Pv(xi + ε, x−i)− Pv(xi, x−i)

ε
= 0

We now need to argue that limε→0+
Pv(xi,x−i)−Pv(xi−ε,x−i)

ε exists and equals 0.

At first observe that 0 ≤ xi − ci ≤ δ since x lies in the cubelet with down-left

corner c. In case xi − ci < δ then (xi + ε, x−i) lies in c for arbitrarily small ε,

meaning that c ∈ C+. The latter contradicts the fact that v /∈ Lcc(1) for all

c(1) ∈ C+. As a result, xi − ci = δ which implies that c ∈ C− and hence

lim
ε→0+

Pv(xi, x−i)− Pv(xi − ε, x−i)

ε

=

∂Qc
v(x)

∂xi
∑v′∈Lc(c) Qc

v′(x)−Qc
v(x)∑v′∈Lc(c)

∂Qc
v′ (x)
∂xi(

∑v′∈Lc(c) Qc
v′(x)

)2 .

The above limit equals to 0 since Qc
v(x) = ∂Qc

v(x)
∂xi

= 0 by applying Lemma

E.3.2 due to the fact that v ∈ Lc(c) \ Lc(c(1)).

I v /∈ Lc(c(2)) for all c(2) ∈ C−. Symmetrically with the previous case.

The second order differentiability of Pv(x) can be established using exactly the

same arguments for computing the following limit

lim
ε,ε′→0

Pv(xi + ε, xj + ε′, x−i,j)− Pv(x)
ε2 .

The last thing that we need to show to prove Lemma 8.5.10 is that the set
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R+(x) has cardinality at most d + 1 and that it can be computed in poly(d) time.

Let pc
x ∈ [0, 1]d be the canonical representation of x with the respect to a cubelet

L(c) in which x belongs to. We define the source vertex sc = (s1, . . . , sd) and the

target vertex tc = (t1, . . . , td) of L(c). Once this is done the vertices in R+(v) are

exactly the vertices of Lc(c) for which it holds that

p` > pj for all ` ∈ Ac
v, j ∈ Bc

v

since for all the others v ∈ ([N]− 1)d it holds that Qc
v(x) = 0, ∇Qc

v(x) = 0, and

∇2Qc
v(x) = 0. These vertices v ∈ R+(x) can be computed in polynomial time

as follows: i) the coordinates p1, . . . , pd are sorted in increasing order, and ii) for

each m = 0, . . . , d compute the vertex v(m) ∈ Lc(c),

vm
j =

 sj if j belongs in the first m coordinates wrt the order of pc
x

tj if j belongs in the last d−m coordinates wrt the order of pc
x

By Definition 8.5.7 it immediately follows that R+(x) ⊆ {v(1), . . . , v(m)} from

which we get that |R+(x)| ≤ d + 1 and also they can be computed in poly(d)

time.

To finish the proof of Lemma 8.5.10 we only need the proof of Lemma E.3.2 which

we present in the following section.

Proof of Lemma E.3.2

Lemma E.3.3. Let a point x ∈ [0, 1]d lying in the boundary of the cubelets with down-left

corners c = (c1, . . . , cm−1, cm, cm+1, . . . , cd) and c′ = (c1, . . . , cm−1, cm + 1, cm+1, . . . , cd).

Then the canonical representation of x in the cubelet L(c) is the same with the the canon-

ical representation of x in the cubelet L(c′). More precisely, pc
x = pc′

x .

Proof. Let cm be even. By the definition of the canonical representation in Defini-

tion 8.5.6, the source and target of the cubelets L(c) and L(c′) are respectively,

� sc = (s1, . . . , sm−1, cm, sm+1, . . . , sd),
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� tc = (t1, . . . , sm−1, cm + 1, tm+1, . . . , td),

� sc′ = (s1, . . . , sm−1, cm + 2, sm+1, . . . , sd),

� tc′ = (t1, . . . , tm−1, cm + 1, tm+1, . . . , td).

Hence we get that pj = p′j for j 6= m. Since x belongs to the boundary of both

cublets L(c) and L(c′) we get that xm = cm + 1 which implies that pm = p′m = 1.

In case cm is odd we get that pc
x = pc′

x but with pm = p′m = 0.

Lemma E.3.4. Let x ∈ [0, 1]d lying at the intersection of the cubelets L(c), L(c′) with

down-left corners c = (c1, . . . , cm−1, cm, cm+1, . . . , cd), and c′ = (c1, . . . , cm−1, cm +

1, cm+1, . . . , cd). Then the following statements are true.

1. For all vertices v ∈ Lc(c) ∩ Lc(c′) it holds that

(a) Qc
v(x) = Qc′

v (x),

(b) ∂Qc
v(x)

∂xi
= ∂Qc′

v (x)
∂xi

,

(c) ∂2Qc
v(x)

∂xi ∂xj
= ∂2Qc′

v (x)
∂xi ∂xj

.

2. For all vertices v ∈ Lc(c) \ Lc(c′) it holds that Qc
v(x) = ∂Qc

v(x)
∂xi

= ∂2Qc
v(x)

∂xi ∂xj
= 0.

3. For all vertices v ∈ Lc(c′)/Lc(c) it holds that Qc′
v (x) = ∂Qc′

v (x)
∂xi

= ∂2Qc′
v (x)

∂xi ∂xj
= 0.

Proof. 1. Let v ∈ Lc(c) ∩ Lc(c′) then we have that

(a) Qc
v(x) = Qc′

v (x). By Lemma E.3.3 we get that the canonical represen-

tation pc
x = pc′

x . Since Qc
v(x) is a function of the canonical represen-

tation pc
x (see Definition 8.5.9), Qc

v(x) = Qc′
v (x) for all vertices v ∈

Lc(c) ∩ Lc(c′).

(b) ∂Qc
v(x)

∂xi
= ∂Qc′

v (x)
∂xi

. For i 6= m, we get that

∂Qc
v(x)

∂xi
=

1
ti − si

∂Qc
v(x)

∂pi
=

1
t′i − s′i

∂Qc′
v (x)

∂p′i
=

∂Qc′
v (x)

∂xi
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since ti = t′i and si = s′i for all i 6= m. The latter argument cannot be

applied for the m-th coordinate since tm − sm = −(t′m − s′m). However

since x belongs to the boundary of both the cubelets L(c) and L(c′) it is

implied that pm = p′m is either 0 or 1, meaning that ∂Qc
v(x)

∂xm
= ∂Qc′

v (x)
∂xm

= 0

since S′(0) = S′(1) = 0 from Lemma 8.5.3.

(c) ∂2Qc
v(x)

∂xi ∂xj
= ∂2Qc′

v (x)
∂xi ∂xj

. For i, j 6= m, we get that ∂2Qc
v(x)

∂xi ∂xj
= 1

ti−si
1

tj−sj

∂2Qc
v(x)

∂pi ∂pj
=

1
t′i−s′i

1
t′j−s′j

∂Qc′
v (x)

∂p′i ∂p′j
= ∂2Qc′

v (x)
∂xi ∂xj

since ti = t′i and si = s′i for all i 6= m. As in

the previous case, pm = p′m equals either 0 or 1. As a result, ∂2Qc
v(x)

∂xm ∂xj
=

∂2Qc′
v (x)

∂xm ∂xj
= 0 since S′(0) = S′(1) = S′′(0) = S′′(1) = 0 by Lemma 8.5.3.

2. Since v ∈ Lc(c) \ Lc(c′), we get that vm = cm. In case cm is even, we get that

sm = cm = vm and thus the coordinate the coordinate m belongs in the set

Ac
v. Since x coincides with one of the corners in Lc(c) \ Lc(c′) we get that

pm = 1 which combined with the fact that m ∈ Ac
v implies that Qc

v(x) = 0

(see Definition 8.5.7). Then by Lemma E.3.1, ∂Qc′
v (x)

∂xi
= ∂2Qc′

v (x)
∂xi ∂xj

= 0. In case

is odd, we get that sm = cm + 1. The latter combined with the fact that

vm = cm implies that the m-th coordinate belongs in Bc
v. Now pm = 0 and by

Definition 8.5.7, Qc
v(x) = 0. Then again by Lemma E.3.1, ∂Qc′

v (x)
∂xi

= ∂2Qc′
v (x)

∂xi ∂xj
=

0.

3. This case follows with the same reasoning with previous case 2.

We are now ready to prove Lemma E.3.2.

Proof of Lemma E.3.2. 1. Let v ∈ Lc(c) ∩ Lc(c′). There exists a sequence of cor-

ners

c = c(1), . . . , c(m) = c′

such that
∥∥∥c(j) − c(j+1)

∥∥∥
1
= 1 and v ∈ Lc(cj) for all j ∈ [m]. By Lemma E.3.4

we get that,

(a) Qc(j)
v (x) = Qc(j+1)

v (x).
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(b) ∂Qc(j)
v (x)
∂xi

= ∂Qc(j+1)
v (x)

∂xi
.

(c) ∂2Qc(j)
v (x)

∂xi ∂xj
= ∂Qc(j+1)

v (x)
∂xi ∂xj

.

which implies Case 1 of Lemma E.3.2.

2. Let v ∈ Lc(c) \ Lc(c′). There exists a sequence of corners c = c(1) . . . , c(i)

such that
∥∥∥c(j) − c(j+1)

∥∥∥
1
= 1 and v /∈ Lcc(i) and v ∈ Lc(c(j)) for all j < i. By

case 2 of Lemma E.3.4 we get that Qc(i−1)
v (x) = ∂Qc(i−1)

v (x)
∂xi

= ∂2Qc(i−1)
v (x)

∂xi ∂xj
= 0.

Then case 2 of Lemma E.3.2 follows by case 1 of Lemma E.3.4.

3. Similarly with case 2.

E.3.2 Proof of Lemma 8.5.11

We start this section with some fundamental properties of the smooth step func-

tion S∞ that are more fine-grained than the properties we presented in Lemma

8.5.3.

Lemma E.3.5. For d ≥ 10 there exists a universal constant c > 0 such that the following

statements hold.

1. If x ≥ 1/d then S∞(x) ≥ c · 2−d.

2. If x ≤ 1/d then S′∞(x) ≤ c · d2 · 2−d.

3. If x ≥ 1/d then S′∞(x)
S∞(x) ≤ c · d2.

4. If x ≤ 1/d then |S′′∞(x)| ≤ c · d4 · 2−d.

5. If x ≥ 1/d then |S
′′
∞(x)|

S∞(x) ≤ c · d4.

Proof. We compute the derivative of S∞ and we have that

S′∞(x) = ln(2)S∞(x)S∞(1− x)
(

1
x2 +

1
(1− x)2

)
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from which we immediately get S′∞(x) ≥ 0. Then we can compute the second

derivative of S∞ as follows

S′′∞(x) = ln(2)S∞(x)S∞(1− x)·

·
(

ln(2) (S∞(1− x)− S∞(x))
(

1
x2 +

1
(1− x)2

)2

− 2

(
1
x3 −

1

(1− x)3

))
.

We next want to prove that S′′∞(x) ≥ 0 for x ≤ 1/10. To see this observe that

1− 2 · S∞(x) ≥ 1/2 for x ≤ 1/d and therefore

S′′∞(x) ≥ ln(2)
x3 S∞(x)S∞(1− x)

(
ln(2)

2x
− 2
)

hence for x ≤ 4/ ln(2) it holds that S′′∞(x) ≥ 0. By similar but more tedious

calculations we can conclude that S′′′∞(x) ≥ 0 for x ≤ 1/10. Hence in the interval

x ∈ [0, 1/10] all the functions S∞, S′∞, S′′∞ are all increasing functions of x.

Next we show that the function h(x) = 2−1/x + 2−1/(1−x) is upper and lower

bounded. First observe that h(x) ≥ max{2−1/x, 2−1/(1−x)}. Now if we set t(x) =

2−1/x then t′(x) = ln(2)t(x)/x2 and hence t(x) ≥ t(1/2) = 1/4 for x ≥ 1/2. The

same way we can prove that 2−1/(1−x) ≥ 1/4 for x ≤ 1/2. Therefore h(x) ≥ 1/4

for all x ∈ [0, 1]. Also it is not hard to see that 2−1/x ≤ 1/2 and 2−1/(1−x) ≤ 1/2

which implies h(x) ≤ 1. Hence overall we have that h(x) ∈ [1/4, 1] for all x ∈

[0, 1]. We are now ready to prove the statements.

1. We have shown that S′∞(x) ≥ 0 for all x ∈ [0, 1]. Hence S∞ is an increasing

function and therefore S∞(x) ≥ S∞(1/d) for x ≥ 1/d. Now we have that

S∞(1/d) = 2−d/h(1/d) ≥ 2−d.

2. Since S′∞(x) is increasing for x ∈ [0, 1/10], we have that S′∞(x) ≤ S′∞(1/d)

for x ≤ 1/d and therefore

S′∞(x) ≤ ln(2)S∞(1− 1/d)S∞(1/d)

d2 +
1(

1− 1
d

)2
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≤ 2 ln(2)
2−d

h(1/d)
≤ 8 ln(2)2−d.

3. We have that for x ≤ 1/d

S′∞(x)
S∞(x)

= ln(2)S∞(1− x)
(

1
x2 +

1
(1− x)2

)
≤ 2 ln(2)

1
x2 ≤ 2 ln(2)d2.

4. Follows directly from the statement 1., the fact that S′′∞(x) is increasing for

x ∈ [0, 1/10] and the above expression of S′′∞ this statement follows.

5. This statement follows using the same reasoning with statement 3.

In this section we establish the bounds on the gradient and the hessian of

Pv(x). These bounds are formally stated in Lemma 8.5.11 the proof of which is

the main goal of the section.

Lemma 8.5.11. For any vertex v ∈ ([N]− 1)d, it holds that

1.
∣∣∣ ∂Pv(x)

∂xi

∣∣∣ ≤ Θ(d12/δ),

2.
∣∣∣ ∂2Pv(x)

∂xi ∂xj

∣∣∣ ≤ Θ(d24/δ2).

In order to prove Lemma 8.5.11. We first introduce several technical lemmas.

Lemma E.3.6. Let x ∈ [0, 1]d lying in cublet L(c), with c ∈ ([N]− 1)d and let pc
x =

(p1, . . . , pd) be the canonical representation of x. Then for all vertices v ∈ Lc(c), it holds

that ∣∣∣∣∂Qc
v(x)

∂pi

∣∣∣∣ ≤ Θ(d11) · ∑
v∈Vc

Qc
v(x).

Proof. To simplify notation we use Qv(x) instead of Qc
v(x), A instead of Ac

v and

B instead of Bc
v for the rest of the proof. Without loss of generality we assume

that for all j ∈ A and ` ∈ B, p` > pj since otherwise ∂Qc
v(x)

∂pi
= 0 trivially by the
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Definition 8.5.7. Let i ∈ B (symmetrically for i ∈ A) then,∣∣∣∣∂Qc
v(x)

∂pi

∣∣∣∣ =
= ∏

` 6=i
∏
j∈A

S∞(S(p`)− S(pj))·

·

∑
j∈A

∣∣S′∞(S(pi)− S(pj))
∣∣ ∏

j′∈A/{j}
S∞(S(pi)− S(pj′))

 · S′(pi)

≤ 6 ∑
j∈A

∣∣S′∞(S(pi)− S(pj))
∣∣ · ∏

(j′,`) 6=(j,i)
S∞(S(p`)− S(pj′))

where the last inequality follows by the fact that |S′(·)| ≤ 6. Since |A| ≤ d the

proof of the lemma will be completed if we are able to show that for any j ∈ A, it

holds that

∣∣S′∞(S(pi)− S(pj))
∣∣ · ∏

(j′,`) 6=(j,i)
S∞(S(p`)− S(pj′)) ≤ Θ(d10) · ∑

v′∈Lc(c)
Qv′(x)

In case S(pi)− S(pj) ≥ 1/d5 then by case 3. of Lemma E.3.5 we get that

∣∣S′∞(S(pi)− S(pj))
∣∣ ≤ c · d10 · S∞(S(pi)− S(pj)),

which implies gthe following

∣∣S′∞(S(pi)− S(pj))
∣∣ · ∏

(j′,`) 6=(j,i)
S∞(S(p`)− S(pj′)) ≤

≤ c · d10 · S∞(S(pi)− S(pj)) · ∏
(j′,`) 6=(j,i)

S∞(S(p`)− S(pj′))

= c · d10 ·Qv(x)

≤ c · d10 · ∑
v′∈Lc(c)

Qv′(x)

Now consider the case where S(pi)− S(pj) ≤ 1/d5. Using case 2. of Lemma E.3.5,
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we have that

∣∣S′∞(S(pi)− S(pj))
∣∣ · ∏

(j′,`) 6=(j,i)
S∞(S(p`)− S(pj′)) ≤

∣∣S′∞(S(pi)− S(pj))
∣∣

≤ Θ(d10 · 2−d5
)

Consider the sequence of points in the [0, 1] interval 0, p1, . . . , pd, 1. There always

exist two consecutive points with distance greater that 1/(d+ 1). As a result, there

exists v∗ ∈ Lc(c) such that p` − pj ≥ 1/(d + 1) for all ` ∈ Bv∗ and j ∈ Av∗ . Then

S(p`)− S(pj) ≥ 1/(d + 1)2 and by case 1. of Lemma E.3.5, S∞(S(p`)− S(pj)) ≥

c2−(d+1)2
. If we also use the fact that |Av∗ | · |Bv∗ | ≤ d2, we get that

Qv∗(x) ≥ (c · 2−(d+1)2
)d2

= cd2
2−(d+1)2·d2

.

Then it holds that

1
Qv∗(x)

·
∣∣S′∞(S(pi)− S(pj))

∣∣ · ∏
(j′,`) 6=(j,i)

S∞(S(p`)− S(pj′)) ≤

≤ Θ
(

d10 ·
(
(1/c) · 2−d3+(d+1)2

)d2)
≤ Θ(d10).

Combining the later with the discussion in the rest of the proof the lemma follows.

Lemma E.3.7. For any vertex v ∈ ([N]− 1)d it holds that
∣∣∣ ∂Pv(x)

∂xi

∣∣∣ ≤ Θ
(
d12/δ

)
.

Proof. To simplify notation we use Qv(x) instead of Qc
v(x) for the rest of the

proof. Without loss of generality we assume that x lies on a cubelet L(c) with

c ∈ ([N]− 1)d and v ∈ Lc(c), since otherwise ∂Pv(x)
∂xi

= 0. Let pc
x = (p1, . . . , pd) be
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the canonical representation of x in the cubelet L(c). Then it holds that

∣∣∣∣∂Pv(x)
∂pi

∣∣∣∣ =

∣∣∣ ∂Qv(x)
∂pi
·
[
∑v′∈Lc(c) Qv′(x)

]
−Qv(x) ·

[
∑v′∈Lc(c)

∂Qv′ (x)
∂pi

]∣∣∣
(∑v′∈Lc(c) Qv′(x))2

≤

∣∣∣ ∂Qv(x)
∂pi

∣∣∣
∑v′∈Lc(c) Qv′(x)

+
∑v′∈Lc(c)

∣∣∣ ∂Qv′ (x)
∂pi

∣∣∣
∑v′∈Lc(c) Qv′(x)

≤ (d + 2) ·Θ(d11) = Θ(d12)

where the last inequality follows by Lemma E.3.6 and the fact that at most d + 1

vertices v of Lc(c) have non-zero gradient as we have proved in Lemma 8.5.10.

Then the proof of Lemma E.3.7 follows by the fact that pi =
xi−si
ti−si

.

Lemma E.3.8. Let c ∈ ([N]− 1)d and v ∈ Lc(c) then it holds that
∣∣∣ ∂2Qc

v(x)
∂pi ∂pj

∣∣∣ ≤ Θ(d22) ·

∑v∈Rc(x) Qc
v(x).

Proof. To simplify the notation we use CS(p` − pm) to denote S∞(S(p`)− S(pm)),

CS′(p` − pm) to denote |S′∞(S(p`)− S(pm))|, A to denote Ac
v and B to denote Bc

v

for the rest of the proof. As in Lemma E.3.7, we assume that p` > pm for all

` ∈ B and m ∈ A since otherwise ∂2Qv(x)
∂pi ∂pj

= 0. We have the following cases for the

indices i and j

I If i, j ∈ B then∣∣∣∣∣∂2Qv(x)
∂pi ∂pj

∣∣∣∣∣ =
= ∑

m1,m2∈A
CS′(pi − pm1)CS′(pj − pm2) · ∏

(m,`) 6={(m1,i),(m2,j)}
CS(p` − pm) · S′(pi)S′(pj)

≤ 36 ∑
m1,m2∈A

CS′(pi − pm1)CS′(pj − pm2) · ∏
(m,`) 6={(m1,i),(m2,j)}

CS(p` − pm)︸ ︷︷ ︸
,U(i,j)

.

If additionally it holds that S(pi)− S(pm1) ≤ 1/d5 or S(pj)− S(pm2) ≤ 1/d5,

then by the case 2. of Lemma E.3.5, we have that

U(i, j) ≤ CS′(pi − pm1) · CS′(pj − pm2) ≤ Θ(d10e−d5
).
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The latter follows from the fact that the function S′∞(·) is bounded in the

[0, 1] interval and that CS(p` − pm) ≤ 1. With the exact same arguments as

in Lemma E.3.6, we hence get that

CS′(pi − pm1)CS′(pj − pm2) ·Π(m,`) 6={(m1,i),(m2,j)}CS(p` − pm)

≤ Θ(d10) ∑
v′∈Lc(c)

Qc
v′(x).

Thus
∣∣∣ ∂2Qv(x)

∂pi ∂pj

∣∣∣ ≤ Θ(d12)∑v′∈Lc(c) Qc
v′(x).

On the other hand if S(pi) − S(pm1) ≥ 1/d5 and S(pj) − S(pm2) ≥ 1/d5

then by case 1. of Lemma E.3.5, CS′(pi − pm1) ≤ c · d10 · CS(pi − pm1) and

CS′(pj − pm2) ≤ c · d10 · CS(pj − pm2) and thus U(i, j) ≤ Θ(d20) · Qc
v(x).

Overall we get that
∣∣∣ ∂2Qv(x)

∂pi ∂pj

∣∣∣ ≤ Θ(d22) ·∑v′∈Rc(x) Qc
v′(x).

I If i ∈ B and j ∈ A then∣∣∣∣∣∂2Qv(x)
∂pi ∂pj

∣∣∣∣∣ ≤
≤ ∑

m1∈A,`2∈B
CS′(pi − pm1)CS′(p`2 − pj)·

· ∏
(m,`) 6={(i,m1),(`2,j)}

CS(p` − pm) · S′(pi)S′(pj)

+

∣∣∣∣∣∣CS
′′
(pi − pj) · ∏

(m,`) 6=(i,j)
CS(p` − pm) · S′(pi)S′(pj)

∣∣∣∣∣∣
≤ Θ(d22) ∑

v∈Lc(c)
Qc

v(x) + 36

∣∣∣∣∣∣CS
′′
(pi − pj) · ∏

(m,`) 6=(i,j)
CS(p` − pm)

∣∣∣∣∣∣︸ ︷︷ ︸
Q′′ (x)

.

In case S(pi) − S(pj) ≥ 1/d5 then by case 4. of Lemma E.3.5, we get that∣∣∣CS
′′
(pi − pj)

∣∣∣ ≤ cd20 · CS(pi − pj) which implies that Q
′′ ≤ Θ(d20) ·Qc

v(x).

On the other hand if S(pi)− S(pj) ≤ 1/d5 then by case 5. of Lemma E.3.5, we

get that Q
′′ ≤

∣∣∣CS
′′
(pi − pj)

∣∣∣ ≤ c · d20e−d5
. As in the proof of Lemma E.3.6,
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there exists a vertex v∗ ∈ Rc(x) such that Qc
v∗(x) ≥ cd2

e−(d+1)2d2
and thus

Q
′′ ≤ Θ(d20)∑v∈Lc(c) Qc

v(x). Overall we get that

∣∣∣∣∣∂2Qv(x)
∂pi ∂pj

∣∣∣∣∣ ≤ Θ(d22) ∑
v∈Lc(c)

Qc
v(x).

I If i = j ∈ B then

∣∣∣∣∂2Qv(x)
∂2pi

∣∣∣∣ ≤
≤ ∑

m1,m2∈A

∣∣CS′(pi − pm1)CS′(pi − pm2)·

· ∏
(m,`) 6={(m1,i),(m2,i)}

CS(p` − pm) · S′(pi)S′(pi)

∣∣∣∣∣∣
+ ∑

m1∈A

∣∣∣∣∣∣CS′′(pi − pm1) · ∏
(m,`) 6=(m1,`)

CS(p` − pm)S′(pi)S′(pi)

∣∣∣∣∣∣
≤ Θ(d22 + d · d20) · ∑

v∈Lc(c)
Qc

v(x).

If we combine all the above cases then the Lemma follows.

Lemma E.3.9. For any vertex v ∈ ([N]− 1)d, it holds that
∣∣∣ ∂2Pv(x)

∂xi ∂xj

∣∣∣ ≤ Θ(d24/δ2).

Proof. Without loss of generality we assume that v ∈ Lc(c), where c ∈ ([N − 1]− 1)d
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such that x ∈ L(c), since otherwise ∂2Pv(x)
∂xi ∂xj

= 0.

∂2Pv(x)
∂pi ∂pj

=
∂2Qv(x)
∂pi ∂pj

 ∑
v′∈Lc(c)

Qv′(x)

3

· 1(
∑v′∈Lc(c) Qv′(x)

)4

+
∂Qv(x)

∂pi
∑

v′∈Lc(c)

∂Qv′(x)
∂pj

 ∑
v′∈Lc(c)

Qv′(x)

2

· 1(
∑v′∈Lc(c) Qv′(x)

)4

− ∂Qv′(x)
∂pj

∑
v′∈Lc(c)

∂Qv′(x)
∂pi

 ∑
v′∈Lc(c)

Qv′(x)

2

· 1(
∑v′∈Lc(c) Qv′(x)

)4

−Qv(x) ∑
v′∈Lc(c)

∂2Qv′(x)
∂pi ∂pj

 ∑
v′∈Lc(c)

Qv′(x)

2

· 1(
∑v′∈Lc(c) Qv′(x)

)4

− ∂Qv(x)
∂pi

∑
v′∈Lc(c)

Qv′(x) · 2 ∑
v′∈Lc(c)

Qv′(x) ∑
v′∈Lc(c)

∂Qv′(x)
∂pj

· 1(
∑v′∈Lc(c) Qv′(x)

)4

+ Qv(x) ∑
v′∈Lc(c)

∂Qv′(x)
∂pi

· 2 ∑
v′∈Lc(c)

Qv′(x) ∑
v′∈Lc(c)

∂Qv′(x)
∂pj

· 1(
∑v′∈Lc(c) Qv′(x)

)4

Using Lemma E.3.8 and Lemma E.3.6 we can bound every term in the above

expression and hence we get that
∣∣∣ ∂2Pv(x)

∂pi ∂pj

∣∣∣ ≤ Θ(d24). Then the lemma follows

from the fact that ∂pi
∂xi

= 1/δ.

Finally using Lemma E.3.7 and Lemma E.3.9 we get the proof of Lemma 8.5.11.

E.3.3 Proof of Lemma 8.5.12

Let 0 ≤ xi < 1/(N − 1) and c = (c1, . . . , ci, . . . , cd) denote down-left corner of the

cubelet R(x) at which x ∈ [0, 1]d lies, i.e. x ∈ L(c). Since x ≤ 1/(N − 1), this

means that ci = 0. By the definition of sources and targets in Definition 8.5.6, we

have that si = 0 and ti = 1/(N− 1), where si, ti are respectively the i-th coordinate

of the source sc and the target tc vertex. Let the canonical representation pc
x =
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(p1, . . . , pd) of x in the cubelet L(c). Now partition [d] in the following sets

A =
{

j | pj ≤ pi
}

and B =
{

j | pi < pj
}

.

If B = ∅ then notice that Psc(x) > 0, since pi < 1, by the fact that xi < 1/(N− 1).

Thus the lemma follows since si = 0. So we may assume that B 6= ∅. In this case

consider the corner v = (v1, . . . , vd) defined as follows

vj =

 sj j ∈ A

tj j ∈ B
.

Observe that Qc
v(x) > 0 and thus v ∈ R+(x). Moreover the coordinate i ∈ A and

therefore it holds that vi = si = 0. This proves the first statement of the Lemma.

For the second statement let 1 − 1/(N − 1) ≤ xi ≤ 1/(N − 1) and c =

(c1, . . . , ci, . . . , cd) denote down-left corner of the cubelet R(x) at which x ∈ [0, 1]d

lies, i.e. x ∈ L(c). This means that ci =
N−2
N−1 .

I Let N be odd. In this case by the definition of sources and targets in

Definition 8.5.6, we have that si = 1 − 1/(N − 1) and ti = 1, where si,

ti are respectively the i-th coordinate of the source and target vertex. Let

pc
x = (p1, . . . , pd) be the canonical representation of x under in the cubelet

L(c). Now partition the coordinates [d] as follows,

A =
{

j | pj < pi
}

and B =
{

j | pi ≤ pj
}

.

If A = ∅ then notice that for the target vertex tc, Ptc(x) > 0, since pi > 0, by

the fact that xi > 1− 1/(N− 1). Thus the lemma follows since ti = 1. So we

may assume that A 6= ∅. In this case consider the corner v = (v1, . . . , vd)

defined as follows,

vj =

 sj j ∈ A

tj j ∈ B
.

Observe that Qc
v(x) > 0 and thus v ∈ R+(x). Moreover the coordinate i ∈ B
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and thus vi = ti = 1.

I Let N be even. In this case we have that ti = 1− 1/(N− 1) and si = 1. Now

partition the coordinates [d] as follows,

A =
{

j | pj ≤ pi
}

and B =
{

j | pi < pj
}

.

If B = ∅ then notice that for the source vertex sc, Psc(x) > 0, since pi < 1,

by the fact that xi > 1− 1/(N − 1). Thus the lemma follows since si = 1. In

case B 6= ∅ consider the corner v = (v1, . . . , vd) defined as follows,

vj =

 sj j ∈ A

tj j ∈ B
.

Observe that Qc
v(x) > 0 and thus v ∈ R+(x). Moreover the coordinate i ∈ A

and thus vi = si = 1.

If we put together the last two cases then this implies the second statement of the

lemma.

E.4 Constructing the Turing Machine –

Proof of Theorem 8.4.6

In this section we prove Theorem 8.4.6 establishing that both the function fCl(x, y)

of Definition 8.4.4 and its gradient, is computable by a polynomial-time Turing

Machine. We prove Theorem 8.4.6 through a series of Lemmas. To simplify nota-

tion we set b , log 1/ε.

Definition E.4.1. For a x ∈ R, we denote by [x]b ∈ R, a value represented by the

b bits such that

|[x]b − x| ≤ 2−b.
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Lemma E.4.2. There exist Turing Machines MS∞ , MS′∞ that given input x ∈ [0, 1] and

ε in binary form, compute [S∞(x)]b and [S′∞(x)]b in time polynomial in b = log(1/ε)

and the binary representation of x.

Proof. The Turing Machine MS∞ outputs the fist b bits of the following quantity,

W(x) =

 1

1 +
[
2[−

1
x+

1
x−1 ]b′

]
b′


b′

where b′ will be selected sufficiently large. Notice it is possible to compute the

above quantity due to the fact that all functions 1
γ + 1

γ−1 , 2γ and 1
1+γ can be

computed with accuracy 2−b′ in polynomial time with respect to b′ and the binary

representation of γ [Bre76]. Moreover,∣∣∣∣∣∣∣
 1

1 +
[
2[−

1
x+

1
x−1 ]b′

]
b′


b′

− 1

1 + 2−
1
x+

1
x−1

∣∣∣∣∣∣∣
≤

∣∣∣∣∣∣∣
 1

1 +
[
2[−

1
x+

1
x−1 ]b′

]
b′


b′

− 1

1 +
[
2[−

1
x+

1
x−1 ]b′

]
b′

∣∣∣∣∣∣∣
+

∣∣∣∣∣∣∣
1

1 +
[
2[−

1
x+

1
x−1 ]b′

]
b′

− 1

1 + 2[−
1
x+

1
x−1 ]b′

∣∣∣∣∣∣∣
+

∣∣∣∣∣ 1

1 + 2[−
1
x+

1
x−1 ]b′

− 1

1 + 2−
1
x+

1
x−1

∣∣∣∣∣
≤ 2−b′ +

∣∣∣[2[− 1
x+

1
x−1 ]b′

]
b′
− 2[−

1
x+

1
x−1 ]b′

∣∣∣
+ ln 2

∣∣∣∣[−1
x
+

1
x− 1

]
b′
−
(
−1

x
+

1
x− 1

)∣∣∣∣
≤ 4 · 2−b′

where the first inequality follows from triangle inequality and the second follows

from the facts that 1/(1 + γ) is a 1-Lipschitz function of γ for γ ≥ 0, and 1/(1 +

2γ) is an ln(2)-Lipschitz function of γ for γ ≥ 0. The last inequality follows
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from the definition of [·]b′ . Hence W(x) is indeed equal to [S∞(x)]b if we choose

b′ = b + 2.

Next we explain how MS′∞ computes [S′∞(x)]b. First notice that S′∞(x) is

S′∞(x) = ln 2 ·
1
x2 2−

1
x+

1
x−1 − 1

(x−1)2 2−
1
x+

1
x−1(

2−
1
x + 2

1
x−1

)2 .

To describe how to compute S′∞(x) we first assume that we have computed the

following quantities. Then based on these quantities we show how S′∞(x) can be

computed and finally we consider the computation of these quantities.

. [ln 2]b′ ,

. A←
[

1
x2 2−

1
x+

1
x−1

]
b′

,

. B←
[

1
(x−1)2 2−

1
x+

1
x−1

]
b′

,

. C ←
[(

2−
1
x + 2

1
x−1

)2
]

b′
.

Then MS′∞ outputs the fist b bits of the quantity
[
[ln 2]b′ ·

[
A+B

C

]
b′

]
b′

. We now

prove that ∣∣∣∣∣∣∣∣∣[ln 2]b′
[

A + B
C

]
b′
− ln 2

A + B
C︸ ︷︷ ︸

S′∞(x)

∣∣∣∣∣∣∣∣∣ ≤ Θ
(

2−b′
)

Consider the function g(α, β, γ) = α+β
γ where |α| , |β| ≤ c1 and |γ| ≥ c2 where

c1, c2 are universal constants. Notice that g(α, β, γ) is c-Lipschitz for c =
√

2
c2

2
+ 2c1

c2
2

.

Since for b′ larger than some universal constant, all the quantities [ln 2]b′ , |A|, |B|,∣∣∣ 1
x2 2−

1
x+

1
x−1

∣∣∣, ∣∣∣ 1
(x−1)2 2−

1
x+

1
x−1

∣∣∣ ≤ c1 and |C| ,
(

2−
1
x + 2

1
x−1

)2
≥ c2 where c1, c2 are

universal constants we get that∣∣∣∣[A + B
C

]
b′
− A + B

C

∣∣∣∣ ≤ Θ
(

2−b′
)

.
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Now consider the function g(α, β) = α · β where |α| , |β| ≤ c where c is a universal

constant. In this case g(α, β) is
√

2c-Lipschitz continuous. Since for b′ sufficiently

large all the quantities |[ln 2]b′ | ,
∣∣∣[A+B

C

]
b′

∣∣∣ , ln 2,
∣∣∣A+B

C

∣∣∣ are bounded by a universal

constant c, we have that,∣∣∣∣[ln 2]b′
[

A + B
C

]
b′
− ln 2

A + B
C

∣∣∣∣ ≤ Θ
(

2−b′
)

Next we explain how the values A, B and C are computed while [ln(2)]′b can easily

be computed via standard techniques [Bre76].

I Computation of A. The Turing Machine MS′∞ will compute A by taking the

first b′ bits of the following quantity,

[
2[−

1
x+

1
x−1+2 ln x/ ln 2]b′′

]
b′′

where b′′ will be taken sufficiently large. We remark that both where both

the exponentiation and the natural logarithm can be computed in polynomial-

time with respect to the number of accuracy bits and the binary represen-

tation of the input [Bre76]. The function 1
x2 2−

1
x+

1
x−1 = 2−

1
x+

1
x−1+2 ln x/ ln 2 is

c-Lipschitz where c is a universal constant. Thus,∣∣∣∣[2[− 1
x+

1
x−1+2 ln x/ ln 2]b′′

]
b′′
− 1

x2 2−
1
x+

1
x−1

∣∣∣∣ ≤ Θ(2−b′′).

I Computation of B. Using the same arguments as for A.

I Computation of C. To compute C we first compute b′′ bits of the following

quantity,  1[
2−[

1
x ]b′′
]

b′′
+
[
2[

1
x−1 ]b′′

]
b′′


2

b′′
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We first argue that

∣∣∣∣∣∣∣∣
 1[

2−[
1
x ]b′′
]

b′′
+
[
2[

1
x−1 ]b′′

]
b′′


2

b′′

−
(

1

2−
1
x + 2

1
x−1

)2

∣∣∣∣∣∣∣∣ ≤ Θ
(

2−b′′
)

The latter follows by applying the triangle inequality and the following 3

inequalities.

1. ∣∣∣∣∣∣∣
 1[

2
−[ 1

x ]b′′
]

b′′
+

[
2[

1
x−1 ]b′′

]
b′′

2

b′′

−

 1[
2
−[ 1

x ]b′′
]

b′′
+

[
2[

1
x−1 ]b′′

]
b′′

2
∣∣∣∣∣∣∣

≤ Θ(2−b′′)

this holds since for b′′ > 1 we have 1([
2−[

1
x ]b′′
]

b′′
+
[
2[

1
x−1 ]b′′

]
b′′

)


b′′

and
1([

2−[
1
x ]b′′
]

b′′
+
[
2[

1
x−1 ]b′′

]
b′′

)
are both upper-bounded by 2 while the function g(α) = α2 is 4-Lipschitz

for |α| ≤ 2.

2. ∣∣∣∣∣∣∣∣
 1[

2−[
1
x ]b′′
]

b′′
+
[
2[

1
x−1 ]b′′

]
b′′


2

−
(

1

2−[
1
x ]b′′ + 2[

1
x−1 ]b′′

)2

∣∣∣∣∣∣∣∣ ≤ Θ
(

2−b′′
)

The latter follows since for b′′ larger than a universal constant, both[
2−[

1
x ]b′′
]

b′′
+
[
2[

1
x−1 ]b′′

]
b′′

and 2−[
1
x ]b′′ + 2[

1
x−1 ]b′′ are greater than a uni-

versal constant c, while the function g(α, β) = 1/(α + β)2 is Θ
(
c3)-

Lipschitz for α + β ≥ c.
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3. ∣∣∣∣∣∣
(

1

2−[
1
x ]b′′ + 2[

1
x−1 ]b′′

)2

−
(

1

2−
1
x + 2

1
x−1

)2
∣∣∣∣∣∣ ≤ Θ

(
2−b′′

)

The latter follows since for b′′ larger than a universal constant it holds

that both the quantities in the left hand side are greater than a posi-

tive universal constant c, while the function g(α, β) = 1/(2−α + 2β) for

2−α + 2β ≥ c, α ≥ 0, and β ≤ 0 is Θ
(
1/c3)-Lipschitz.

This concludes the proof of the lemma.

Lemma E.4.3. There exist Turing Machines MQ and MQ′ that given x ∈ [0, 1]d and

ε > 0 in binary form, respectively compute [Qc
v(x)]b and [∇Qc

v(x)]b for all vertices

v ∈ ([N]− 1)d with Qc
v(x) > 0, where b = log(1/ε). These vertices are most d + 1.

Moreover both MQ and MQ′ run in polynomial time with respect to b, d and the binary

representation of x.

Proof. Both MQ, MQ′ firsts compute the canonical representation pc
x ∈ [0, 1]d with

the respect to the cell R(x) in which x lies. Such a cell R(x) can be computed

by taking the first (log N + 1)-bits at each coordinate of x. The source vertex

sc = (s1, . . . , sd) and the target vertex tc = (t1, . . . , td) with respect to R(x) are

also computed. Once this is done we are only interested in vertices v ∈ Rc(x) for

which

p` > pj for all ` ∈ Ac
v, j ∈ Bc

v

since for all the other v ∈ ([N]− 1)d both Qc
v(x) = 0 and ∇Qc

v(x) = 0. These

vertices, that are denoted by R+(x), are at most d + 1 and can be computed in

polynomial time.

The vertices v ∈ R+(x) can be computed in polynomial time as follows: (i)

the coordinates p1, . . . , pd are sorted in increasing order ii) for each m = 0, . . . , d
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compute the vertex vm ∈ Rc(x),

vm
j =

 sj if j belongs in the first m coordinates wrt the order of pc
x

tj if j belongs in the last d−m coordinates wrt the order of pc
x

By Definition 8.5.7 it immediately follows that R+(x) ⊆ ⋃d
m=0{vm} which also

establish that |R+(x)| ≤ d + 1.

Once R+(x) is computed, MQ computes for each pair (`, j) ∈ Bc
v × Ac

v the

value of the number
[
S∞(S(p`)− S(pj))

]
b′ for some accuracy b′ that we determine

later but depends polynomially on b, d and the input accuracy of x. Then each

v ∈ R+(x), MQ outputs as [Qc
v(x)]b the fist b bits of the following quantity

[
∏

`∈Bc
v,j∈Ac

v

[
S∞(S(p`)− S(pj))

]
b′

]
b′

where b′ is selected sufficiently large. We next prove that this computation indeed

outputs [Qc
v(x)]b accurately.

To simplify notation let S∞(S(p`) − S(pj)) be denoted by S`j, Ac
v denoted by A

and Bc
v denoted by B. Then,

∣∣∣[Π`∈B,j∈A
[
S`j
]

b′

]
b′
−Π`∈B,j∈AS`j

∣∣∣ ≤ ∣∣∣[Π`∈B,j∈A
[
S`j
]

b′

]
b′
−Π`∈B,j∈A

[
S`j
]

b′

∣∣∣
+

∣∣∣Π`∈B,j∈A
[
S`j
]

b′ −Π`∈B,j∈AS`j

∣∣∣
≤ 2−b′ +

∣∣∣Π`∈B,j∈A
[
S`j
]

b′ −Π`∈B,j∈AS`j

∣∣∣
Consider the function g(y) = ∏`∈B,j∈A y`j. For y ∈ [0, 1+ 1/d2]|A|×|B|, ‖∇g(y)‖2 ≤

Θ(d). As a result, for all y, z ∈ [0, 1 + 1/d2]|A|×|B|,

|g(y)− g(z)| ≤ Θ(d) ·
[

∑
`∈B,j∈A

(y`j − z`j)

]1/2

In case the accuracy b′ ≥ Θ(log d) then
[
S`j
]

b′ ≤ S`j + 1/d2 ≤ 1 + 1/d2 and the
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above inequality applies. Thus,

∣∣∣∣∣ ∏
`∈B,j∈A

[
S`j
]

B′ −Π`∈B,j∈AS`j

∣∣∣∣∣ ≤ Θ(d)

[
∑

`∈B,j∈A

([
S`j
]

B′ − S`j

)]1/2

≤ Θ(d2) · 2−b′

Overall,
∣∣∣[Π`∈B,j∈A

[
S`j
]

b′

]
b′
−Π`∈B,j∈AS`j

∣∣∣ ≤ Θ(d2) · 2−b′ which concludes the

proofof the corrected of [Qc
v(x)]b by selecting b′ = b + Θ(log d).

In order to compute ∂Qc
v(x)

∂x`
where ` ∈ Bc

v (symmetrically for j ∈ Ac
v), MQ′

additionally computes the
[
S′∞(S(p`)− S(pj))

]
b′ with accuracy b′. To simplify

notation we denote with S′∞(S(p`)− S(pj)) with S′`j and S′(pi) by S′i. Then MQ′

outputs, [
∂Qc

v(x)
∂xi

]
b′
←
[

1
ti − si

·
[

∂Qc
v(x)

∂pi

]
b′

]
b′

where
[

∂Qc
v(x)

∂pi

]
b′
←
[

∑
j∈A

[
S′ij
]

b′
·
[
S′i
]

b′ Πm∈A/j,`∈B [S`m]b′

]
b′

Observe that ti− si =
sign(ti−si)

N−1 and thus 1
ti−si
·
[

∂Qc
v(x)

∂pi

]
b′

can be exactly computed.

We next prove that these computations of
[

∂Qc
v(x)

∂xi

]
b′

and
[

∂Qc
v(x)

∂pi

]
b′

are correct.

We first bound
∣∣∣[S′ij]b′

·
[
S′i
]

b′ ·Πm∈A/{j},`∈B [S`m]b′ − S′ij · S′i ·Πm∈A/{j},`∈BS`m

∣∣∣.
Consider the function g(y1, y2, y) = y1 · y2 ·∏m∈A/{j},`∈B y`m. As previously done,

for y1, y2 ∈ [0, 6] and y ∈ [0, 1 + 1/d2]|A|×|B|−1 we have that, ‖∇g(y1, y2, y)‖2 ≤

Θ(d). If b′ ≤ Θ(log d) then
∣∣∣S′ij∣∣∣ , S′i ≤ 6 and S`m ∈ [0, 1 + 1/d2]. As a result,

∣∣∣[S′ij]b′
·
[
S′i
]

b′ ·Πm∈A/{j},`∈B [S`m]b′ − S′ij · S′i ·Πm∈A/{j},`∈BS`m

∣∣∣ ≤ Θ(d2) · 2−b′ .

We can now use the above inequality to bound
∣∣∣[ ∂Qc

v(x)
∂pi

]
b′
− ∂Qc

v(x)
∂pi

∣∣∣. More pre-
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cisely,∣∣∣∣[∂Qc
v(x)

∂pi

]
b′
− ∂Qc

v(x)
∂pi

∣∣∣∣
≤ 2−b +

∣∣∣∣∣∣∑j∈A

[
S′ij
]

b′
·
[
S′i
]

b′ · ∏
m∈A/{j},`∈B

[S`m]b′ − ∑
j∈A

S′ij · S′i · ∏
m∈A/{j},`∈B

S`m

∣∣∣∣∣∣
≤ Θ(d3) · 2−b′

We finally get that∣∣∣∣[∂Qc
v(x)

∂xi

]
b′
− ∂Qc

v(x)
∂xi

∣∣∣∣ ≤ 2−b′ + N
∣∣∣∣[∂Qc

v(x)
∂pi

]
b′
− ∂Qc

v(x)
∂pi

∣∣∣∣ ≤ Θ(Nd3) · 2−b′ .

Thus the analysis is completed by selecting b′ = b + Θ(log d) + Θ(log N).

Lemma E.4.4. There exist Turing Machines MP and MP′ that given x ∈ [0, 1]d and

ε > 0 in binary form compute [Pv(x)]b and [∇Pv(x)]b respectively for all vertices

v ∈ ([N]− 1)d with Pv(x) > 0, where b = log(1/ε). These vertices are most d + 1.

Moreover both MP and MP′ run in polynomial time with respect to b, d and the binary

representation of x.

Proof. MP first runs MQ of Lemma E.4.3 to find the coefficients Qc
v(x) > 0. We

remind that these vertices are denoted with R+(x) and |R+(x)| ≤ d + 1. Then for

each v ∈ R+(x), MP outputs as [Pv(x)]b the fist b bits of the quantity,

[
[Qc

v(x)]b′
∑v′∈R+(x)

[
Qc

v′(x)
]

b′

]
b′

where we determine the value of b′ later in the proof but it is chosen to be poly-

nomial in b and d. We next present the proof that the above expression correctly

computes [Pv(x)]b.
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For accuracy b′ ≥ Θ(d2 log d) we get that,

∑
v′∈R+(x)

[Qc
v′(x)]b′ ≥ ∑

v′∈R+(x)
Qc

v′(x)−Θ(d) · 2−b′

= ∑
v′∈Rc(x)

Qc
v′(x)−Θ(d) · 2−b′

≥ Θ
(

1/d)d2
)
−Θ(d) · 2−b′

≥ Θ
(
(1/d)d2

)
.

Consider the function g(y) = yi/(∑d+1
j=1 yj). Notice that for y ∈ [0, 1]d+1 and

∑d+1
j=1 yj ≥ µ then ‖∇g(y)‖2 ≤ Θ(d3/2/µ2). The latter implies that for y, z ∈

[0, 1]d+1 such that ∑d+1
j=1 yj ≥ µ and that ∑d+1

j=1 zj ≥ µ, it holds that

∣∣∣∣∣ yi

∑d+1
j=1 yj

− zi

∑d+1
j=1 zj

∣∣∣∣∣ ≤ Θ

(
d3/2

µ2

)
· ‖y− z‖2 .

Since there are at most d + 1 vertices v′ ∈ R+(x) while both ∑v′∈R+(x)
[
Qc

v′(x)
]

b′

and ∑v′∈R+(x) Qc
v′(x) are greater than Θ

(
(1/d)d2

)
, we can apply the above in-

equality with µ = Θ
(
(1/d)d2

)
and we get the following

∣∣∣∣∣ [Qc
v(x)]b′

∑v′∈R+(x)
[
Qc

v′(x)
]

b′
− Qc

v(x)
∑v′∈R+(x) Qc

v′(x)

∣∣∣∣∣
≤ Θ

(
d2d2+3/2

)
·

 ∑
v′∈R+(x)

(
[Qc

v′(x)]b′ −Qc
v′(x)

)2

1/2

≤ Θ
(

d2d2+2
)
· 2−b′
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Overall, we have that∣∣∣∣∣
[

[Qc
v(x)]b′

∑v′∈R+(x)
[
Qc

v′(x)
]

b′

]
b′
− Qc

v(x)
∑v′∈Rc(x) Qc

v′(x)

∣∣∣∣∣
≤
∣∣∣∣∣
[

[Qc
v(x)]b′

∑v′∈R+(x)
[
Qc

v′(x)
]

b′

]
b′
− [Qc

v(x)]b′
∑v′∈R+(x)

[
Qc

v′(x)
]

b′

∣∣∣∣∣
+

∣∣∣∣∣ [Qc
v(x)]b′

∑v′∈R+(x)
[
Qc

v′(x)
]

b′
− Qc

v(x)
∑v′∈R+(x) Qc

v′(x)

∣∣∣∣∣
≤ Θ

(
d2d2+1

)
2−b′

The proof is completed via selecting b′ = b + Θ(d2 log d).

In order to compute ∂Pv(x)
∂xi

the Turing machine MP′ computes all vertices R+(x)

the coefficients ∂Qc
v(x)

∂xi
with accuracy b′. Then for each v ∈ R+(x) the Turing

Machine MP′ outputs,

[
∂Pv(x)

∂xi

]
b′
←
[

1
ti − si

·
[

∂Pv(x)
∂pi

]
b′

]
b′

where

[
∂Pv(x)

∂pi

]
b′
←


[

∂Qv(x)
∂pi

]
b′
·∑v′∈R+(x) [Qv′(x)]b′ − [Qv(x)]b′ ·∑v′∈R+(x)

[
∂Qv′ (x)

∂pi

]
b′(

∑v′∈R+(x) [Qv′(x)]b′
)2


b′

Similarly as above and as in Lemma E.4.3 we can prove that if b′ ≥ b+Θ(d2 log d)+

Θ(log N),
∣∣∣[ ∂Pv(x)

∂pi

]
b′
− ∂Pv(x)

∂pi

∣∣∣ ≤ 2−b.

Proof of Theorem 8.4.6. Let R(x) be the cell at which x lies. The Turing Machine

M fCl
initially calculates the vertices v ∈ Rc(x) with coefficient Pv(x) > 0. We

remind that this set is denoted by R+(x) and |R+(x)| ≤ d + 1. Then M fCl
outputs

the first b bits of the following quantity,

[
fCl(x,y)

]
b′
=

d

∑
j=1

[α(x, j)]b′ · (xj− yj) where [α(x, j)]b′ = ∑
v′∈R+(x)

Cl(v, j) · [Pv(x)]b′
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we next prove that the above computation is correct.

∣∣∣[ fCl(x,y)

]
b′
− fCl(x,y)

∣∣∣ = ∣∣∣∣∣ d

∑
j=1

[α(x, j)]b′ · (xj − yj)−
d

∑
j=1

α(x, j) · (xj − yj)

∣∣∣∣∣
≤

d

∑
j=1
|[α(x, j)]− α(x, j)|

=
d

∑
j=1

∣∣∣∣∣∣ ∑
v′∈R+(x)

Cl(v, j) · [Pv(x)]b′ − ∑
v′∈R+(x)

Cl(v, j) · Pv(x)

∣∣∣∣∣∣
≤

d

∑
j=1

∑
v′∈R+(x)

|[Pv(x)]b′ − Pv(x)|

≤ d · (d + 1) · 2−b′

Setting b′ = b + Θ (log d) we get the desired result. Similarly for
∂ fCl (x,y)

∂xi
and

∂ fCl (x,y)
∂yi

.

E.5 Convergence of Projected Gradient Descent to

Approximate Loca Minimum

In this section we present for completeness the folklore result that the Projected

Gradient Descent with convex projection set converges fast to a first order sta-

tionary point. Using the same ideas that we presented in Section 8.2 this result

implies that Projected Gradient Descent solves the LocalMin problem in time

poly(1/ε, L, G, d) when (ε, δ) in the input are in the local regime. Also observe

that although the following proof assumes access to the exact value of the gradi-

ent ∇ f it is very simple to adapt the proof to the case where we only have access

to ∇ f with accuracy ε3, we leave this as an exercise to the reader.

Theorem E.5.1. Let f : K → R be an L-smooth function and K ⊆ Rd be a convex

set. The projected gradient descent algorithm stated at x0, with step size η, after at most
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T ≥ 2L( f (x0)− f (x?))
ε2 steps outputs a point x̂ such that

‖x̂−ΠK (x̂− η∇ f (x̂))‖2 ≤ η · ε

where η = 1/L and x? is a global minimum of f .

Proof. If we run the Projected Gradient Descent algorithm on f then we have

xt+1 ← ΠK (xt − η∇ f (xt))

then due to the L-smoothness of f we have that

f (xt+1) ≤ f (xt) + 〈∇ f (xt), xt+1 − xt〉+
L
2
‖xt+1 − xt‖2

2 .

We can now apply Theorem 1.5.5 (b) of [FP07] to get that

〈η · ∇ f (xt), xt+1 − xt〉 ≤ − ‖xt+1 − xt‖2
2 =⇒

〈∇ f (xt), xt+1 − xt〉 ≤ −
1
η
· ‖xt+1 − xt‖2

2

If we combine these then we have that

f (xt+1) ≤ f (xt)−
(

1
η
− L

2

)
‖xt+1 − xt‖2

2 .

So if we pick η = 1/L then we get

f (xt+1) ≤ f (xt)−
L
2
‖xt+1 − xt‖2

2 .

If sum all the above inequalities and divide by T then we get

1
T

T−1

∑
t=0
‖xt+1 − xt‖2

2 ≤
2

T · L ( f (x0)− f (xT))

365



which implies that

min
0≤t≤T−1

‖xt+1 − xt‖2 ≤
√

2
T · L ( f (x0)− f (xT))

Therefore for T ≥ 2L( f (x0)− f (x?))
ε2 we have that

min
0≤t≤T−1

‖xt+1 − xt‖2 ≤ η · ε = ε/L.
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